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Introduction

The 22nd Workshop on Multiword Expressions (MWE 2026) took place on 28th March 2026, in Rabat,
Marocco, collocated with the 19th Conference of the European Chapter of the Association for Compu-
tational Linguistics (EACL 2026).

MWE 2026 is supported by the Special Interest Group on the Lexicon (SIGLEX) of the Association
for Computational Linguistics (ACL), SIGLEX’s Multiword Expressions Section (SIGLEX-MWE), and
UniDive COST Action CA21167.

The notion of multiword expressions (MWESs) encompasses a range of closely related phenomena: id-
ioms, compounds, light-verb constructions, phrasal verbs, rhetorical figures, collocations, institutional-
ized phrases, etc. They exhibit lexical, syntactic, semantic, pragmatic, and/or statistical idiosyncrasies.
Given their irregular nature, MWEs often pose complex problems in various natural language processing
(NLP) tasks such as language understanding and machine translation, hence still represent an open issue
for computational linguistics.

For the 22nd edition of the workshop, our call for papers focused particularly on the following topics:

* Annotation (expert, crowdsourcing, automatic) and representation in resources such as corpora,
treebanks, e-lexicons, WordNets, constructions (also for low-resource languages);

* Processing in syntactic and semantic frameworks (e.g. CCG, CxG, HPSG, LFG, TAG, UD, etc.);
* Evaluation of annotation and processing techniques;

* Discovery and identification methods, including for specialized languages and domains such as
clinical or biomedical NLP;

* Interpretation of MWESs and understanding of text containing them;

* Language acquisition, language learning, and non-standard language (e.g. tweets, speech);

* Computationally-applicable theoretical work in psycholinguistics and corpus linguistics;

* Processing for end-user applications (e.g. MT, NLU, summarisation, language learning, etc.);
* Implicit and explicit representation in pre-trained language models and end-user applications;
* Evaluation and probing of pre-trained language models;

» Resources and tools (e.g. lexicons, identifiers) and their integration into end-user applications;

* Adaptation and transfer of annotations and related resources to new languages and domains in-
cluding low-resource ones.

For this edition, 75% of the submitted papers were accepted.

The dominating trend in MWE research presented at the workshop focuses on large language models,
particularly examining their capabilities and limitations across diverse tasks. Multiple studies compare
performance of task-specific fine-tuned models to general-purpose generative LLMs on MWE identifica-
tion tasks. Domain-specific applications (in the technical domain, bioinformatics, etc.) reveal how MWE
extraction methods can be tailored to specialised contexts. Several papers identify systematic features
that current LLMs fail to capture with respect to MWESs: cognitive studies reveal distinct processing
signatures for different MWE types that computational models miss, while semantic interpretation tasks
expose fundamental limitations in achieving fine-grained understanding of compound meaning and im-
plicit relations between constituents.

The workshop demonstrates substantial multilingual coverage, addressing languages generally under-
represented in MWE research and exposing cross-linguistic variation in MWE behavior. Papers present
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research on Swedish, Ukrainian, Romanian, Galician, Marathi, Turkish, Korean, Sinhala, and Chinese.
Several studies explicitly employ the PARSEME annotation framework to enable cross-linguistic com-
parison, discussing the methodological challenges in ensuring annotation consistency and inter-annotator
agreement across languages.

Research focuses on language-specific phenomena that challenge existing annotation schemes and iden-
tification methodologies, particularly in morphologically complex and typologically distinct languages.
Studies on agglutinative and postpositional languages identify constructions that are difficult to cat-
egorise within existing frameworks. Low-resource language studies discuss limitations in handling
culturally-specific phenomena, rare expressions and MWEs absent in training corpora, a challenge that
persists despite advances in LLMs.

The MWE 2026 Workshop hosted two shared tasks: PARSEME 2.0, whose objective is to identify and
paraphrase MWEs in written text, and AdMIRe 2 (Advancing Multimodal Idiomaticity Representation),
which explores the comprehension ability of multimodal models for MWEs in a variety of languages.

Verginica Barbu Mititelu, Mathieu Constant, A. Seza Dogrudz, Atul Kr. Ojha, Alexandre Rademaker,
Ivelina Stoyanova (MWE-2026 Organizers and Co-Chairs)
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Large Language Models Put to the Test on Chinese Noun Compounds:
Experiments on Natural Language Inference and Compound Semantics

Le QIU and Emmanuele Chersoni and He ZHOU and Yu-yin HSU
Department of Language Science and Technology, The Hong Kong Polytechnic University
11 Yuk Choi Road, Hung Hom, Kowloon, Hong Kong, China
lani.qgiu@connect.polyu.hk,
{emmanuele.chersoni,he.zhou, yu-yin.hsu}@polyu.edu.hk

Abstract

Noun compounds are generally considered an
open challenge for NLP systems, given to the
difficulty of interpreting the implicit semantic
relation between modifier and head, although
the advent of Large Language Models (LLMs)
recently led to remarkable performance leaps.
However, most evaluations have been carried
out on English benchmarks.

In our work, we test LLMs on compound se-
mantics understanding in Chinese, adopting
two different evaluation scenarios: an extrin-
sic evaluation in a Natural Language Inference
task, and an intrinsic evaluation in which mod-
els are directly asked to predict the semantic
relation linking the two constituents.

Our results show that the bigger and more re-
cent LLMs are able to surpass supervised base-
lines in the inference task, especially when
tested under the few-shot setting. In the more
challenging task of selecting the correct in-
terpretation of the compounds out of a fine-
grained typology of semantic relations between
head and modifier, the best Chinese LLM
(Qwen-plus) manages to select the correct op-
tion in about one third of the cases.

1 Introduction

Noun-noun compounds are ubiquitous in natural
languages, and they notoriously represent a chal-
lenge for NLP applications due to the ambiguity of
the implicit semantic relation linking the two nouns,
the modifier and the head (Nakov, 2008b; Libben,
2014). The correct interpretation of a compound
may be essential for the correct understanding of
the semantics of a sentence, and for the appropriate-
ness of an automatic translation: when an English
speaker hears about a carrot cake, s/he should un-
derstand that the cake is made of carrot; when a Chi-
nese speaker hears about a ZEEE (love story),
s/he should understand that the story is about love.
Significantly, native speakers are able to identify

1

similar relationships even in compounds that have
never been met before (Van Jaarsveld and Rattink,
1988), with entities having similar semantic fea-
tures, which explains why compounding is a very
productive mechanism for creating novel words.
NLP evaluation generally focused on eliciting a
plausible paraphrasing of a noun compound from
the models, typically in the form of a verb phrase
(e.g. flu virus — virus that causes flu) (Nakov,
2008a; Butnariu et al., 2009; Hendrickx et al., 2013;
Shwartz and Waterson, 2018; Shwartz, 2019; Coil
and Shwartz, 2023; Rambelli et al., 2024), and
mainly using English as the language of study.

In our work, we test the understanding of Chi-
nese noun compound semantics in current LLMs.
Our evaluation is first carried out in an extrinsic
task, where models are required to grasp the mean-
ing of the compound to perform natural language
inference (NLI) (Bowman et al., 2015); and then
in an intrinsic task, where they are asked to select
a semantic relation from a limited inventory, rep-
resenting the link between modifier and head. We
observed that, while the best Chinese LLMs and
GPT-4 perform similarly for the NLI task (even
beating supervised models when prompted with
few-shots), the former are more accurate in select-
ing specific, human-like semantic interpretations,
with Qwen-plus achieving the top performance. !

2 Related Work

Some studies in the Chinese NLP literature tack-
led the challenge of interpreting noun compounds
(Wang et al., 2010; Gu et al., 2016; Wang et al.,
2016), but they share the main limitation that their
evaluation datasets were not made available. The
study of Liu et al. (2022) adopted a hybrid approach
to the interpretation problem, first employing a clas-
sifier to identify the relations of compound nouns,

!Code and data are available at https://github.com/
Laniqiu/zh.
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and later utilized a paraphrasing model to inter-
pret those that were labeled with an arbitrary unde-
fined relation. Liu and colleagues did release their
benchmark, a dataset in the life service domain
containing 1,478 compounds with annotated rela-
tion labels. However, the number includes different
types of compounds, such as for example adjective-
noun compounds, so that the total number of actual
noun-noun compounds available for evaluation is
relatively small. Moreover, the labels in the dataset
refer to the type of meaning carried by the modifier,
rather than to the relationship between the modifier
and the head: for example, in £ H LR (birthday
dress), the labeled relation is time, as the modifier
indicates the occasion on which the dress is worn.

Using the noun compounds in Liu and col-
leagues’ data, Zhou et al. (2024) adopted a
template-based approach to generate a NLI dataset,
where the premise always contains a noun com-
pound and the hypothesis label (entailment,
neutral or contradiction) depends on the cor-
rect understanding of the compound meaning. Us-
ing a total of 66 templates on 625 of the compounds
from Liu et al. (2022), they obtained an evaluation
dataset of 3,740 premise-hypothesis pairs. Some
examples of the dataset items are shown below:

() g EEhRE — I AINEIIRE
Bi%: NEENERERIHIVERTEL -
KHl: BE
Premise: The athlete has a stainless steel
lunch box.
Hypothesis: Stainless steel is the material
that the lunch box is made of.
Category: Entailment

(2)  HIfE: {HIE LRERIZ T 25 I &EE -
Bk B LIz B BRI E T 5w ] -
KA FE
Premise: The janitor ate chocolate cake
yesterday.
Hypothesis: There was no chocolate in the
cake that the janitor ate.

Category: Contradiction

Although their study only tested relatively small
models (i.e. Qwen and Chinese Alpaca in their
7B parameter versions), they found that such mod-
els already perform competitively with fine-tuned
encoders (i.e. BERT and RoBERTa).

3 Experimental Settings

3.1 Evaluation Datasets

We ran our LLM evaluation on two datasets. The
first one is NCNLI, a NLI dataset introduced by
Zhou et al. (2024): it includes 3,740 premise-
hypothesis pairs, 1,564 labeled as ‘entailment’,
1,092 as ‘contradiction’ and 1,084 as ‘neutral’.

The second one is a newly-constructed dataset
for noun compound interpretation in Chinese. The
data are noun compounds extracted from the New
Era People’s Daily Corpus (Huang and Wang,
2019), after applying POS Tagging with Jieba.
By definition, a noun-noun compound consists of
two nouns standing next to each other. A prelim-
inary list of such compounds was automatically
extracted, and then filtered by one of the authors
(a native speaker of Mandarin Chinese with a PhD
in Computational Linguistics) to exclude cases of
POS ambiguity and tagger error. This left us with
2,083 compounds in total. Henceforth we refer
to this dataset as NEPD, to indicate the original
source of the data.

To determine the compounding relation of each
word, we recruited three graduate students in Chi-
nese linguistics for the annotation. Specifically, we
predefined 11 semantic categories of compounding
relations: CAUSE, MAKE, HAVE, USE, BE, IN,
FOR, FROM, ABOUT, AND, OR?, using the hierar-
chy constructed by Liu and Liu (2019). Prior to an-
notation, annotators received training on the guide-
lines and examples. Each annotator was asked
to assign one or more semantic relations to each
compound. If none of the predefined categories
were deemed as appropriate, the annotators were
instructed to select the OTHER label.

Each compound was annotated by three anno-
tators, and their input was reviewed by a more
experienced linguist and annotator (one of the au-
thors of this study) for additional quality checking.
We assigned each compound the majority relation,
that is, the relation on which at least two of the
annotators agreed. To assess consistency between
annotations, we used the Jaccard similarity coef-
ficient to measure the overlap between pairs of
annotators: this metric calculates the percentage of
labels selected by both annotators out of all labels
selected by either one of them. On average, we
obtained a coefficient value of 0.412, indicating a
moderate level of agreement in the task.

Definition for each category will be given in the prompt.



Compounds for which no dominant relation
could be identified (i.e. those for which the three
annotators chose three different relations) were dis-
carded. As a result, the final dataset comprised
1,514 compounds. Some examples are in Table 1,
while relation frequencies can be seen in Table 2.

Compounds |  Relation (s)
5 (island country), 7K 5 IN
(water plant)

N (wind and rain), 5 H AND
(painting and calligraphy)

i E ®  (Chinese painting), | FROM, ABOUT
RIREE  (folk dance)

Table 1: Example compounds with full agreement (first
2 rows) and partial agreement (the last row). Agreement
statistics can be found in Table 6 of the Appendix.

Relation | Frequency | Majority

CAUSE 133 30
MAKE 454 116
HAVE 774 162
USE 137 27
BE 476 79
IN 679 178
FOR 1501 430
FROM 367 71
ABOUT 1327 356
AND 193 56
OR 76 9
OTHER 212 24

Table 2: Frequency of semantic relations in the NEPD
data (note that compounds can be annotated with multi-
ple relations) and their frequency as majority relation.

3.2 Models and Settings

We tested a pool of smaller (i.e. around a 7 billion
parameter size) and larger Chinese LLMs on both
task: Qwen-7B (Bai et al., 2023), Chinese Alpaca
7B (Cui et al., 2023), DeepSeek-7B (Bi et al., 2024)
and Qwen2.5-7B (Yang et al., 2024) (all of them
in their instruction-tuned versions) were tested on
our server, while Qwen-plus and DeepSeek-chat
were queried via the online interfaces. Addition-
ally, GPT-40-mini’ for the sake of comparison
with one of the most capable and popular Western
models. The prompts we crafted can be found in
the Appendix.

For comparison with pretrained supervised mod-
els on the NLI task, we reimplement the Chinese

3https ://platform.openai.com/docs/models/
gpt-4o-mini.

BERT- (Devlin et al., 2019; Cui et al., 2019, 2020)
and RoBERTa-based (Liu et al., 2019; Cui et al.,
2019, 2020) baselines from Zhou et al. (2024).

3.3 Maetrics

For the NLI task, we evaluate models in terms of
standard Accuracy and F1-Macro score. For com-
pound interpretation, we use both Accuracy (the
number of times the model output exactly the ma-
jority relation for the target compound, divided
by the total number of samples) and R- Rank
(Camacho-Collados et al., 2018), defined as:

1 n
— k=— E k; 1
R —ran 02 ran (D)

where n is the total number of samples, while
rank; is the rank of the majority relation for the
-th compound sample. Since the correct relation
may not always appear in the prediction list, we add
Hit Ratio (Alsini et al., 2020) as a supplementary
metric. Hit@F (or hit ratio @) is the proportion of
test cases in which the correct item appears within
the top k positions in the model ranking.

4 Results

A general summary of the results can be seen in
Table 3, including both the scores for the LLMs on
the two datasets (3a) and the performance of the
fine-tuned baselines on the NCNLI data (3b). On
NCNLLI, the best LLMs in a zero-shot setting are
close to the fine-tuned RoBERTa baseline: only the
more recent models of the Qwen family are able
to consistently surpass it. Perhaps surprisingly, the
smaller Qwen2.5-7B model is the one getting the
highest accuracy and F1-score in this setting. A dif-
ferent trend becomes visible under the a few-shot
setting: while smaller models seem to be incon-
sistent, bigger LLMs show clear gains from expo-
sure to task examples. GPT-40-mini, Qwen-plus
and DeepSeek-chat all see noticeable boosts, and
particularly GPT-40-mini, which achieves the best
score overall. Among the small models, Qwen2.5-
7B keeps being competitive, but does not have any
gain from few shots. In other words, only bigger
models seem to be able to consistently perform
in-context learning from the additional examples.
The interpretation task, as expected, is more chal-
lenging, given the high number of semantic rela-
tions to choose from and the subtle nature of the
compound intepretation. A noticeable figure is the


https://platform.openai.com/docs/models/gpt-4o-mini
https://platform.openai.com/docs/models/gpt-4o-mini

NCNLL O-shot | NLI, 3-shot NEPD
Acc [ FI Acc [ FI Acc [ R-rank | Hit@5
Alpaca 7B 7135 | 64.54 | 52.14 | 42.00 || 2.01 | 829 | 18.54
Qwen 7B 64.15 | 51.44 | 6474 | 56.05 || 6.74 | 11.08 | 2.03 | Acc | FI
DeepSeek-7B 5598 | 45.73 | 63.84 | 50.57 9.91 7.97 38.78 BERT 5770 | 52.59
Qwen25-7B | 77.90 | 7826 | 7652 | 77.17 || 1328 | 1025 | 15.17 ROBERTa | 7204 | 7149
GPT-4o-mini | 68.29 | 69.35 | 80.41 | 80.24 || 823 | 5.08 | 69.22 )
DeepSeek-chat | 71.00 | 70.58 | 74.64 | 74.59 || 2338 | 5.83 | 60.74 g”) NfCNLIZfS““s Wllthzggjre‘
Qwen-plus 76.67 | 7691 | 79.03 | 79.67 || 36.13 | 4.42 | 73.34 ines from Zhou et al. (2024),

fine-tuned on 50k examples

(a) Results with LLM prompting.

from the OCNLI dataset (Hu
et al., 2020).

Table 3: Evaluation results. Only valid outputs counted for the metrics.*All scores are reported as the average of 3

runs and reported in %, except for R-rank. Best scores on each dataset are in bold.

value of the hit ratio@5: it is clear that small mod-
els have a hard time in this task, as they all fall short
of ranking the correct semantic relation in the top
5 in most cases, and have accuracy scores mostly
in single digits (notice that a random baseline with
uniform probability distribution would get around
8.3% of correct answers). A remarkable improve-
ment in the hit ratio can be seen with bigger models,
but with an important distinction: while GPT-4o-
mini manages to include the right answers at the
top of the rank in most cases (over 69%), its ac-
curacy and R-rank are not significantly better than
those of the smaller models. This suggests that,
while GPT-40-mini does a better job in selecting
plausible semantic relations for the intepretation
of a compound, it still struggles in identifying the
correct ones within a pool of plausible options.
On the other hand, the two Chinese competitors
achieve better scores for those metrics. Qwen-plus
is particularly impressive, managing to align with
humans on the most plausible relation in about one
third of the cases and to achieve a very low R-rank
value, suggesting that the correct option is almost
always close to the top of the rank. If we consider
smaller and bigger models separately, it is interest-
ing to notice that in both "categories" a model of
the Qwen family emerges as the best performing
one across the two tasks. As it can be seen from Ta-
ble 4, bigger models tend to predict more frequent
semantic relations more accurately, with weak-to-
moderate positive correlations between accuracy
and relation frequency; two relatively rare relations
such as OR and FROM are more challenging for
most LLMs (average accuracy < 3%, cf. Table 5).

*For the NLI task, Alpaca 7B rejected 11.41% of sam-
ples in both settings, Qwen 7B rejected 0.09% (zero-shot) and
0.02% (few-shot); others showed no rejections. For relation in-
terpretation, rejection rates were 1.43% for Alpaca 7B, 0.48%
for Qwen 7B, and 0.07% for Qwen-plus, and none for others.

Model | Correlation
Alpaca 7B -0.30
Qwen 7B 0.12
DeepSeek-7B -0.03
Qwen2.5-7B 0.20
GPT-40-mini 0.19
DeepSeek-chat 0.39
Qwen-plus 0.41

Table 4: Spearman correlation index between relation
frequency (as majority relation) and accuracy.

| Average Performance

Relation | —3¢¢ T Rrank | Hit@3
CAUSE,MAKE | >40% | <2 | >60%
OR,FROM | <3% | ~4 | <I15%

Table 5: Hardest (top) and easiest (bottom) relation
categories on average.

5 Conclusions

In our work, we evaluated LLMs on noun com-
pounds semantics using two different tasks: a NLI
task where the understanding of the inference de-
pends on the correct interpretation of the com-
pound, and a task focusing on identifying the spe-
cific semantic relation existing between modifier
and head, for which we collected a new dataset.

As for NLI, we found LLMs to be already im-
proving over the performance of pretrained mod-
els, with larger LLMs taking the most advantage
from task examples in the few-shot setting. Select-
ing the correct relation in the interpretation task
is more challenging, given the ambiguity of noun
compounds and the greater number of classes to
choose from. As in the NLI task, we observed the
most consistent performance from Qwen models,
with Qwen-plus being the most aligned with human
intuitions of compound semantics.



Limitations

An important limitation of the study lies in our
dataset for compound interpretation, since we
aimed at recruiting annotators with a high level
of expertise (PhD students in linguistics) and, as
a consequence, we had a relatively low number of
annotators (3) for each dataset instance. Although
the annotations were quality checked by one of
the authors, who has expert level knowledge of
the subject, our choice might have favored some
idiosyncratic interpretation of the compounds.

As a term of comparison for Western LLMs
we used GPT-40-mini, which proved to be a cost-
efficient and performance-effective option. How-
ever, we did not have the time to test more recently-
released models, such as GPT-5.
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Appendix

Prompts
5.0.1 NCNLI

For the NLI task, the prompt follows a fixed tem-
plate for both settings:

HRTEAR P) ME®% (H Z
[AIFEAE B AR R R 70 o LN 2R 51
Z—: WEIFEBHIL . AfREZE
KA -

P: xxx H: xxx

Please identify the semantic relation be-
tween the premise (P) and the hypothe-
sis (H) and respond with one of the fol-
lowing semantic relations: Entailment,
Contradiction or Neutral. Return their
relation only.

P: xxx H: xxx

In the few-shot setting, we concatenate a repre-
sentative example for each category to the template
above, while ensuring that none of them overlaps
with the evaluation set.

Hife: iZh A — DB E -
ik NEWRIRERHITErM KL .
LT R ey

P: The athlete has a stainless steel lunch
box.

H: Stainless steel is the material that the
lunch box is made of.

Output: Entailment

HiI e THE LHERIZ T X5 18R -
iz HELEHERREREN
K

W /&

P: The janitor ate chocolate cake yester-
day.

H: There was no chocolate in the cake
that the janitor ate.

Output: Contradiction

A b2 o B B A R A e
B Bb2p ok Az iR 0 R e 4
.

B Har

P: The scientist’s favorite is salt-and-
pepper bullfrogs.

H: The scientist has only eaten bullfrogs

with a salt-and-pepper flavor.

Output: Neutral

5.0.2 NEPD

For the NEPD task, the prompt is derived from a
concise summarization of the guidelines and in-
structions we provided to human annotators.

BE—-ITHXEAWE, ZiF
EHAADZAE S, X

H 498 > 2 TR LR R

ok, Hud e LR R
4 Bl 5 . CAUSE ( # = F & %

%) -~ MAKE (F/R4A) - HAVE
(FR#E - BH&) - USE (FR



R~ FIH TR FE) - BE (
AU AN ) CIN (KR
B ERE &K AR) - FOR (R
HA « FHi&E) - FROM (% 1%
JE) <~ ABOUT (F /R = @5l M %
%) -~ AND (FERHFF - HE
KAR) «OR (RREFILFL R
R) o R A i ] BE B K B &
PR, HTRETE NS EVREET - &
REANE T LR R A, FiR
[F]OTHER -

B4 xx

Given a Chinese compound word formed
by two nouns, classify the semantic
relationship between its noun compo-
nents into one of 11 predefined cate-
gories: CAUSE (indicating causal rela-
tion), MAKE (indicating composition),
HAVE (indicating possession or having),
USE (indicating usage or utilization of
tools or means), BE (indicating explana-
tion or description), IN (indicating spa-
tial inclusion), FOR (indicating purpose
or function), FROM (indicating source,
origin, or starting point), ABOUT (in-
dicating topic or related content), AND
(indicating coordination or combination),
OR (indicating choice or alternative).
Please return only the most likely cat-
egory names, ordered from highest to
lowest likelihood. If the compound word
does not belong to any of the above cate-
gories, return OTHER.

Compound: xx

b

Dataset Statistics

Count
Fully agreed 458
Partially agreed | 1,056
Tied 569
Total 2,083

Table 6: Annotation agreement statistics.

We categorized the annotation results into three
groups based on the level of inter-annotator agree-
ment among three annotators for each compound.
‘Fully agreed’ indicates consensus among all three
annotators; ‘partially agreed’ indicates consensus
between two annotators with the third disagreeing;

and ‘tied’ indicates three distinct judgement with
no agreement between any pair. In addition, we
calculated that each annotator provided an average
of 2.10 relations, indicating that the annotation task
involves a considerable level of difficulty.
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Abstract

Figures of Speech (FoS) consist of multi-word
phrases that are deeply intertwined with culture.
While Neural Machine Translation (NMT) per-
forms relatively well with the figurative expres-
sions of high-resource languages, it often faces
challenges when dealing with low-resource lan-
guages like Sinhala due to limited available
data. To address this limitation, we introduce
SINFOS, a dataset of 2,344 Sinhala figures of
speech with cultural and cross-lingual anno-
tations. We examine this dataset to classify
the cultural origins of the FoS and to identify
their cross-lingual equivalents. Additionally,
we have developed a binary classifier to differ-
entiate between two types of FoS in the dataset,
achieving an accuracy rate of approximately
92%. We also evaluate the performance of ex-
isting LLMs on this dataset. Our findings reveal
significant shortcomings in the current capabil-
ities of LLMs, as these models often struggle
to accurately convey idiomatic meanings. By
making this dataset publicly available, we offer
a crucial benchmark for future research in low-
resource NLP and culturally aware machine
translation.

1 Introduction

Language and culture are deeply interrelated and
significant mutual influence in multiple ways
(Hamidi, 2023). FoS are the tools that make lan-
guage expression more vivid, attractive, and ef-
fective (Regmi, 2015). They are built through
a small set of meaning-construction mechanisms
where speakers reuse familiar knowledge structures
in new contexts (Dancygier and Sweetser, 2014).
Speakers utilise various figurative forms, such as
exaggeration and idioms, as they often achieve dis-
course goals more effectively than literal words
(Roberts and Kreuz, 1994). While idioms are uni-
versal, each language features unique expressions
with specific meanings, complicating the transla-
tion process and creating a sophisticated challenge

8

(Medagama, 2021).

The Sinhala language is part of the Indo-Aryan
branch of the Indo-European language family with
arich and diverse literary heritage that has evolved
over several millennia. It uses a unique script that is
derived from the ancient Indian Brahmi script (Jay-
atilleke and de Silva, 2025b). The origins of Sin-
hala can be traced back to between the 3rd and 2nd
centuries BCE. Sinhala is the primary language of
the Sinhalese people, who make up the largest eth-
nic group in Sri Lanka, and it is recognised as the
first language (L.1) for approximately 16 million in-
dividuals (De Silva, 2025; Jayatilleke and de Silva,
2025a). According to the criteria established by
Ranathunga and de Silva (2022), Sinhala is classi-
fied as a lower-resourced language (Category 2).

Sinhala has a long and well-documented tradi-
tion of FoS (2998 &@®Eotd \ bha:fa: alankara) that
appears in both literary and everyday communica-
tion (Senaveratna, 2005). They emerged gradually
as Sinhala speakers and writers needed brief ways
to support religious, educational, and courtly objec-
tives, communicate indirectly and memorably in
everyday conversation, and enhance the aesthetic
quality of their poetry (Nawaz et al., 2025; Mieder,
1997). Currently, Sinhala FoS are mainly preserved
in collections such as books and dictionaries, with
many manuscripts held by national institutions and
temples (Mieder, 1997). In this study, we present
SINFOS !, the first Sinhala dataset of its kind with
essential data to support the task of machine trans-
lation (target language: English).

2 Related Works

A substantial body of research has examined
FoS, including idioms (Sporleder et al., 2010),
metaphors (Dodge et al., 2015), proverbs (Bonin
et al., 2017), and other forms of figurative language
(Kabra et al., 2023).

! https://huggingface.co/datasets/SloppyCalculator/SinFoS
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2.1 Existing FoS Corpora

Resources are predominantly English-focused,
whereas a smaller subset provides broader mul-
tilingual coverage, including European Portuguese,
Danish, Chinese, and multi-language compilations
such as MABL and ID1@M. (Kabra et al., 2023;
Tedeschi et al., 2022). The datasets ranged in size
from moderate idiom/proverb collections, small
lexicons (hundreds to 1,000 items) (Zhou et al.,
2021; Moussallem et al., 2018), to (1,000—10,000)
(Stowe et al., 2022; Reddy et al., 2011), with
a few large-scale corpora (tens of thousands of
instances/pairs or even larger textual corpora)
(Zheng et al., 2019; Krennmayr and Steen, 2017).
Moreover, a limited number of datasets, such as
Adewumi et al. (2022), have a multi-phenomenon
architecture that covers a greater variety of figura-
tive categories, whereas many datasets are single-
phenomenon resources that primarily target idioms
or metaphors (Sporleder et al., 2010; Dodge et al.,
2015; Prochnow et al., 2024; Shaikh et al., 2024).

Shaikh et al. (2024) introduce KonIdioms?, an
annotated Konkani idiom corpus (4,332 sentences
and 817 potentially idiomatic expressions) de-
signed to support automatic idiom identification
and evaluation for this low-resource language. Fur-
thermore, the PARSEME 3 dataset release 1.3 pro-
vides multilingual annotations of Verbal Multiword
Expressions (VMWEs) across Arabic, Bulgarian,
Chinese, Croatian, Greek, Hebrew, Hindi, Irish,
Latvian, Lithuanian, Maltese, Slovene, and Turkish
languages, including a dedicated category for ver-
bal idioms alongside other VMWEs types (Savary
et al., 2023). In contrast, the SemEval-2022 Task
2 dataset* by Tayyar Madabushi et al. (2022)
focuses on idiomaticity-related modelling through
sentence-level evaluation in English, Portuguese,
and Galician, supporting tasks such as idiom de-
tection and representation learning. Addition-
ally, IMIL’introduces an Idiom Mapping for In-
dian Languages resource that links idioms across
Bengali, Gujarati, Hindi, Marathi, Punjabi, Tamil,
and Urdu (with English mappings), enabling cross-
lingual comparison and transfer for idiom process-
ing (Agrawal et al., 2018).

It is clear that datasets related to FoS are a
significant area of focus for researchers in the
field, including languages like Konkani (Shaikh

Zhttps://bit.1y/3Y4LGd3

3http://hdl.handle.net/11372/LRT-5124

*https://bit.ly/4s8k4Bt
Shttps://bit.ly/4paSUsC

et al., 2024), which falls under the same lan-
guage resource category (Category 2) as Sin-
hala (Ranathunga and de Silva, 2022). We have
also discussed various existing FoS datasets for
different languages in detail in Appendix A.

2.2 Classification of FoS

Many studies have classified FoS into multi-
ple categories, each supported by explicit defini-
tions (Banou et al., 2025). Jang et al. (2023) cat-
egorised the FLUTE © dataset into four categories,
such as sarcasm, similes, idioms, and metaphors.
Early work, such as the SemEval-2015 Task 11 by
Ghosh et al. (2015) and the discourse-oriented anal-
ysis by Musolff (2017), primarily focused on the in-
terplay between sentiment and specific tropes, par-
ticularly irony, sarcasm, and metaphor, in social me-
dia and public discourse. Moreover, Chakrabarty
et al. (2021a) redefined figurative language data
as instances of Recognising Textual Entailment
(RTE), structuring sentence pairs that comprise a
premise and a hypothesis with an associated en-
tailment label, by drawing on five pre-existing
datasets (Figurative-NLI’ (Chakrabarty et al.,
2020), datasets on irony compiled by Van Hee
et al. (2018)® and Ghosh et al. (2020)°, Sarcasm
SIGN!® (Peled and Reichart, 2017), a metaphor
dataset!! by Chakrabarty et al. (2021b)) annotated
for simile, metaphor, and irony, thereby construct-
ing a corpus of more than 12,500 RTE examples.
Hayani (2016) has classified the figurative texts
into 12 categories, such as metaphor, personifica-
tion, hyperbole, simile, metonymy, synecdoche,
irony, antithesis, symbolism, and paradox.

2.3 LLMs based Machine Translations

As mentioned by Pramodya (2023), NMT systems
for low-resource, morphologically rich languages
such as Sinhala increasingly adopts transfer learn-
ing and fine-tuning of multilingual sequence-to-
sequence LLMs rather than SMT. As mentioned by
Thillainathan et al. (2025), systematic pretraining
on monolingual data followed by intermediate-task
transfer provides better results than conventional
single-stage fine-tuning of multilingual LLM-based
MT systems in Sinhala-to-English translation. De-
spite these advancements, translating figurative lan-

https://huggingface.co/datasets/ColumbiaNLP/FLUTE
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guage remains a challenging task. While retrieval-
augmented prompting can improve the translation
of idioms by offering helpful definitions or con-
text (Donthi et al., 2025), comparative analyses
show that, compared to human translations, out-
puts from LLMs often lack cultural nuance and
tend to simplify creative metaphors (Sahari et al.,
2024; Karakanta et al., 2025).

Based on existing studies, it is evident that Sin-
hala figurative language is underexplored in the
field of computational linguistics. Incorporating
this resource by identifying the dominant semantic
and cultural domains reflected in Sinhala figurative
language, along with translating these data from
Sinhala to English, will be significant for future
research. Therefore, the purpose of this work is
to present a dataset of Sinhala figurative language,
capture its cultural nuances, and provide an essen-
tial resource for the task of machine translation
from Sinhala to English.

3 Data Collection and Annotation

The SINFOS dataset consists of 2,344 unique FoS
and was compiled from a carefully curated selec-
tion of authoritative resources, including various
Sinhala literary works and selected Wikipedia en-
tries. This section provides a detailed overview
of the processes involved in assembling, annotat-
ing, and preprocessing the data. An example of a
record from the dataset that underwent these steps
is illustrated in Figure 4 in Appendix D.

3.1 Data Assembly

A significant portion of the data, approximately
65%, was sourced from the prominent Sinhala
books in this field. ®es®egen\ vagsamprada

- Idioms (Department of Official Languages),
&S Dz TesS3cs \ 460 varkya Sizpanija - Atheetha
Wakya Deepanya (Senanayaka, 1880), and the Dic-
tionary of Proverbs of the Sinhalese (Senaveratna,
2005), while the remaining 35% was extracted
from Wikipedia !2.To ensure high fidelity to the
source material, the core Sinhala expression was
collected as the primary data entry. This is a foun-
dational practice validated by benchmarks like the
IDIX (Sporleder et al., 2010) and the ChID (Zheng
et al., 2019) corpora, which rely on the collection
of specific linguistic expressions as the base unit
for identification.

2 ttps: //bit. ly/4qdzy08
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3.2 Annotation Process

To ensure the accuracy of the sources, the annota-
tion process closely followed the resources outlined
in subsection 3.1 and was carried out by native Sin-
hala speakers. Importantly, when primary sources
lacked the expected information related to transla-
tions (although the attributes Literal / Visual Image
and Type of FoS involved some human annotation
as detailed in subsections 3.2.1 and 3.2.2), the an-
notators refrained from using personal knowledge
to avoid potential subjective interpretations. In-
stead, they strictly drew from previously verified
resources. For example, What it really implies was
derived directly from the Corresponding FoS in En-
glish found in the source books, utilising standard
references such as Merriam-Webster (Dictionary,
2002) and the Cambridge Dictionary (Brown et al.,
2013) for validation. Similarly, missing Literal Im-
age entries were translated strictly from the FoS
text, while Type of FoS categories were assigned
based solely on the logical frameworks outlined
in subsection 4.1 and Appendices B, C. A final
comprehensive review confirmed that all entries
were grounded in these external standards, ensur-
ing high data integrity. As a result of the procedures
followed, certain records did not include some at-
tributes, as shown in Table 1.

Attribute Count
Sinhala (80e0@ \ smhala) 2344
Type of FoS 2344
Literal / visual image 2344
Corresponding FoS in English 1571
What it really implies 2059
Additional Context 125

Table 1: Distribution of annotated fields in the dataset.

3.2.1 Type of FoS

To clarify the figurative language associated with
each record, the dataset includes a “Type of FoS” at-
tribute. This granularity was essential for determin-
ing the distinct processing strategies required for
different figurative types, a necessity highlighted by
the PIE corpus (Adewumi et al., 2022), which clas-
sifies data into specific types like metaphors and
similes, and the IMPLI study (Stowe et al., 2022),
which demonstrates that models process idioms
and metaphors differently.

The entries are organised into five main cate-
gories, as detailed in Table 2. Most of the idioms
were obtained from (Department of Official Lan-


https://bit.ly/4qdZyO8

Type of FoS Number of Entries
Proverbs (g5e5e086:® \ prasbapirulu) 988
Idioms (DocesBegen \ vagsamprada) 1319

15
11
11

Adages (eo8eiesede \ a:pbapade:za)
Idiosyncratic (g3é®&E \ pudgalika:3a)
Sayings (Scs®23 \ kijaman)

Table 2: Distribution of Entries by Figure of Speech
Type.

guages), while the majority of the proverbs were
gathered from (Senaveratna, 2005). For certain
FoS, specific types of FoS annotations were readily
available, allowing us to directly categorise them
within our classification strategy and document
them accordingly. The remaining FoS were an-
notated based on the criteria outlined in subsec-
tion 4.1. The guidelines provided in Appendix C
were used to distinguish between proverbs and id-
ioms. Additionally, proverbs were categorised into
three subcategories based on their intent, origin,
and conclusion. These annotations were performed
according to the criteria in Appendix B. Proverbs
were assigned tags corresponding to the three cate-
gories mentioned earlier, while the other types of
figurative speech were labelled directly, using their
Sinhala names.

3.2.2 Literal / Visual Image

SINFOS uses a “Literal / Visual Image” annota-
tion for each entry to provide a visual reference
for non-native speakers by eliminating all abstract
concepts, emotions, and symbolism. Document-
ing the literal imagery aligned with psycholinguis-
tic research on imageability and methodologies
for testing compositionality. Since the majority
of these expressions are figurative, capturing the
mental image was highly necessary. Furthermore,
the inclusion of the implied meaning provided the
ground truth required to test a model’s ability to
transcend surface definitions, mirroring the “real
vs. false definition” methodology of the Danish
Idiom Dataset (Sgrensen et al., 2025).

Majority of the annotation was done using the
above given sources as the relevant visual details
were provided by them, whilst the others were
annotated by translating the Sinhala FoS, word
by word (e.g.,0% &3 \ eka handm as “With one
voice”). The annotation process adhered to precise
guidelines for aligning words, ensuring direct
correspondence between the nouns and verbs in the
original Sinhala text and their English descriptions.
To maintain a “Semantic Ground Truth” and avoid
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introducing an outside context, only tangible
objects and specific actions were documented.
Furthermore, non-translatable ‘“cultural objects”
were preserved in their original form. For example
OB B¢ KB eeNdel DTS \vad: pada
gahanne: Bpvile: keBavennaj was annotated as “Too
much tom-toming means that the tovila is going to
be spoilt”, retaining the word “e8eE \ 6pvile -
Tovila (devil-ceremony, exorcism)”. This method
helps prevent “translation loss” and ensures that
the dataset’s literal accuracy is preserved, avoiding
misleading interpretations that could arise from
forced or inaccurate translations of culturally
specific items.

3.2.3 Corresponding FoS in English

The attribute “Corresponding FoS in English”
refers to the equivalent English figurative expres-
sion (FoS) for its Sinhala counterpart. One of the
techniques explored by translators is direct substitu-
tion, which effectively facilitates the understanding
of figurative language across different languages,
even without explicit meanings (Adelnia and Dast-
jerdi, 2011). This process further enabled the iden-
tification of cross-lingual equivalence and cultural
parallels, a parallel alignment approach that was
validated through the cross-linguistic mapping of
proverbs in PROMETHEUS (Ozbal et al., 2016)
and the alignment protocols of ParaDiom (Donaj
and Antloga, 2023).

The FoS obtained from Department of Official
Languages included corresponding English FoS for
all entries, whereas Senaveratna (2005) provided
corresponding English FoS for only some entries,
which were used for annotation. Additionally, the
process of annotating this data also aided in de-
termining the “What it really implies” aspect for
certain FoS.

3.2.4 What it really implies

The “What it really implies” column was estab-
lished to clearly explain Sinhala figurative phrases
in English, capturing their deeper meaning. It
translates each Sinhala figurative expression into a
shared human experience. Given that recognition
of FoS is highly context-dependent, additional con-
text is included to assist in disambiguation and cul-
tural grounding. This field captures terms specific
to Sinhalese culture, regional variations, and the
folklore or stories behind specific figures of speech,
ensuring the dataset serves as a comprehensive re-
source for understanding the “naked truth” behind



the language. This is supported by the context-
dependent annotation standards of EPIE (Saxena
and Paul, 2020) and the cultural analysis frame-
works of PROMETHEUS (Ozbal et al., 2016).

To maintain clarity in the data and prevent
lengthy explanations, the annotation process pri-
oritised brevity over excessive detail. Only essen-
tial translations were included, omitting additional
context or details that could complicate data anal-
ysis. Most implications in the expressions were
derived directly from primary reference sources
mentioned in the subsection 3.1. However, when
a corresponding English equivalent was identified,
the meaning was modified to align with the com-
mon interpretation of that English idiom. To guar-
antee reliable data, entries lacking a source-based
explanation or an English equivalent were excluded.
This mitigates the risk of inaccuracies or subjec-
tive misinterpretations. The annotations adhere to
a specific format to aid in computational modelling.
Behavioural advice and actions are expressed in the
infinitive form. Character types or scenarios are de-
scribed in formal terms. By eliminating secondary
imagery and metaphorical elements, this approach
clarifies the meaning for non-native speakers. It
offers a clear “ground truth ” for comparing the
literal interpretation of a phrase with its actual sig-
nificance.

3.3 Data Pre-processing

During the pre-processing stage, meticulous atten-
tion was devoted to punctuation, particularly in the
context of FoS. The retention of punctuation marks
in these instances is crucial, as they play a signifi-
cant role in determining both prosody and syntactic
structure, which are essential for achieving accu-
rate processing. To ensure this dataset does not leak
important information about figurative language,
no further word-level or sentence-level filtration
was conducted on any records, including those con-
taining stereotypes, to facilitate authentic cultural
analysis and the study of historical societal norms.

4 Analysis of SINFOS

The SINFOS dataset comprises 2,344 FoS, totalling
8,903 words. The literal image section includes
14,383 words, while the “What it really implies”
section has 19,386 words. On average, each Sin-
hala FoS consists of 3.798 words. A brief overview
of the dataset statistics is shown in Table 3.
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Category N Mean Median Max Total
Sinhala FoS 2344 3.80 3 24 8903
Literal / visual image 2344 6.14 5 38 14383
What it really implies 2059 9.41 8 56 19366
Corresponding FoS in English 1571  3.44 3 21 5401

Table 3: Summary statistics of word counts across dif-
ferent categories.
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Figure 1: Summary of Sinhala FoS Dataset Classifica-
tion

4.1 Classification of FoS

The classification of Sinhala FoS
(080 ¢EowS \ bPa:fa: Alankara)  is  com-
plex due to the fluidity of the language and its
deep rooting in oral tradition. As mentioned in the
subsection 3.2.1, this study classified Sinhala FoS
into five main categories. The etymological roots
of these terms provide a necessary framework for
understanding their usage.

DodesBegen \ vagsamprada (Sinhala  id-
ioms): Derived from the Sanskrit roots
“ D@3/ \varg/vakk ” (speech/word)  and

“ e5®ggeacs \ sampradazja ” (tradition/heritage), this
term refers to speech patterns established by long-
standing usage. Unlike proverbs, which are often
wisdom-based, these are usage-based constructs
where the meaning transcends the literal defini-
tions of the individual words. These are typically
incomplete phrases or fragments, often ending in a
verb. For example 800 &c00 \ ava:ta gja:ta
literally translates to “For coming and going”
while it actually means “not friendly, and showing



little interest in other people in a way that seems
slightly rude”.

8563086 @ \ prasdaprrulu  (Sinhala proverbs):
This is a compound of * ggedenn \ praséa: ~ denoting
a specific occasion, moment, or opportunity,
and “ 8&@ \ prrulu ” referring to a simile, reply,
or adage. Consequently, this functions as a
“situational simile”, a pre-packaged linguistic unit
invoked to address a specific incident by comparing
it to a known truth. In contrast to Sinhala idioms,
Sinhala proverbs are syntactically complete sen-
tences or clauses that can stand alone. For example
9@ & 888 wion De®d \ mguru dizla: miris
gab0a: vagej (Like exchanging ginger for chili).
To provide a granular analysis, Sinhala proverbs
were further classified based on the nature of the
message, the source of the background, and the
grammatical ending as mentioned in Appendix B.

gr8eised® \ a:pdapade:za  (Sinhala adages):
Unlike figurative proverbs, these are literal
directives. They represent the prescriptive
aspect of the language (what one should do),
distinct from the descriptive nature of id-
ioms. An example of adages in SINFOS is
PeOEY EWIWEELID DS \1ganiima npnasena
d"anajakr (Education is an indestructible form of
wealth).

géoRw \ pudgalika:za  (Idiosyncratic): These
are hyper-local sayings used by individuals
or small groups. While not yet FoS in the
public domain (Crocker, 1977), they repre-
sent the genesis point of language evolution,
where personal metaphors potentially graduate
into public idioms over time. Slang also falls
under this category. For example the phrase
a®8® YeBe® el0eE Ded \ abMd'arma mu-
dala:lige: ha:tale: vage: (Like Abhidharma mudalali’s
hotel) would be well understood by the people
living in the surroundings but not by everyone.

Ses®I \ kijaman  (Sinhala sayings): Concise
verbal phrases are commonly used in daily
conversation to express a thought, comment, or
observation. In contrast to proverbs or idioms,
these do not inherently possess a moral lesson, uni-
versal truth, or established figurative interpretation
recognised by a large group. As an exam-
ple ®&@1 g1 &0 D¢ HBEG \ marwva: a: daita
ba:da: nebilu: (When death comes, there is no let
or hindrance).

The dataset primarily consists of Sinhalese
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Model
Gaussian Naive-Bayes
LinearSVC

I-Rec.
89%
91%

Vectorization
Word2Vec
Word2Vec

Accuracy P-Rec.
90.34% 92%
90.34% 90%

Random Forets TF-IDF (Char 3) 89.27% 83% 94%
XG-Boost TF-IDF (Char 3)  90.13% 86% 93%
Ensemble (SVC+RFM+XGB) TF-IDF (Char 3)  90.56% 85% 95%
Bi-LSTM - 91.63% 86% 96%
Deep NN 92.7% 94% 92%

Table 4: Model Performance Comparison. Further de-
tails in Appendix F. *Note that P-Rec = Recall for
Proverbs and I-Rec = Recall for Idioms.

proverbs and idioms, leading to the creation of
a binary classification model aimed at distinguish-
ing between proverbs and idioms. A Voting En-
semble model, incorporating Support Vector Ma-
chines (SVM), Random Forest, and XGBoost with
TF-IDF Character 3-Gram vectorisation, achieved
an impressive accuracy of 90.56%. This ap-
proach, based on character-level processing, ef-
fectively tackled the intricacies of Sinhala mor-
phology (Priyanga et al., 2017) by detecting sub-
word elements rather than relying solely on exact
phrases. The implementation of Word2Vec em-
beddings significantly improved performance com-
pared to experiments based on TF-IDF (sparse vec-
tor representation). This includes the accuracy of
the TF-IDF Character 3-Gram in both the Gaussian
Naive Bayes and Linear SVC models, achieving an
accuracy of 90.34% in each case. The analysis in-
dicated that specific verb endings served as strong
indicators of idiomatic expressions, while compara-
tive particles and rhythmic consonant clusters were
associated with proverbs. Incorporating 3-gram TF-
IDF was used to leverage the identified patterns,
resulting in models with these embeddings perform-
ing better than their word-level counterparts. The
semantic understanding provided by dense embed-
dings, such as Word2Vec, also proved effective
in recognising these patterns. Ultimately, utilis-
ing a Deep Feed Forward Neural Network (Deep
NN), which offers superior semantic understand-
ing, achieved the highest overall accuracy of 92.7%
and the best recall for proverbs at 94%. The embed-
dings for the LSTM and Deep NN models are not
specified in Table 8, as they relied on the standard
TensorFlow Keras embeddings that learned directly
from the training data.

4.2 Cultural Analysis

This research employed a hybrid methodological
approach that combined both inductive and deduc-
tive thematic analysis to explore the relationship
between physical imagery and cultural significance



in Sinhala FoS. This computational analysis was
conducted on English translations of the dataset.
The analysis identified two main aspects of the
FoS: “Literal / Visual Image” (Source Domain),
which consists of the tangible visual components
that make up the figure of speech, and “What it
Really Implies” (Target Theme), which signifies
the deeper abstract or cultural meanings conveyed
by the text. To minimise researcher bias and en-
sure that the coding frameworks were derived from
raw data rather than from preconceived notions,
we emphasised a bottom-up discovery phase. This
inductive stage employed unsupervised machine
learning methods to uncover naturally occurring
patterns. Specifically, we applied TF-IDF vectori-
sation (using unigrams and a maximum of 2,000
features) along with K-Means clustering (k=5) to
analyse the “What it Really Implies” dimension
and uncover hidden linguistic clusters.

Additionally, we conducted a frequency analysis
using a Bag-of-Words (BoW) model for both the
“Literal / Visual Image” and “What it Really Implies”
dimensions. This analysis allowed us to identify
the most frequent and significant terms in each
cluster, categorising specific words under different
themes and establishing a data-driven basis for the
theoretical coding frameworks. After completion
of the exploratory phase, the recognised patterns
were compiled into an organised dictionary for the
deductive phase. We employed a rule-based classi-
fication system, using the specific keywords iden-
tified in the earlier phase as indicators of broader
cultural categories. The algorithm compared the
text against this predefined dictionary; if a keyword
associated with a certain category was found, that
category was assigned to the entry. This approach
enabled multi-label classification, assuming that
the subject matter remained consistent across the
figurative language, thereby confirming that the de-
tected keywords were suitable representations of
the main concepts.

Lastly, a bivariate cross-tabulation was per-
formed to quantitatively evaluate the connections
and dependencies between the identified Source
Domains and Target Themes. The findings reveal
that Somatic (Body) and Agrarian (Nature) imagery
are the most prevalent source domains, with no-
table mentions of the hand (n=56), water (n=46),
and trees (n=43). The most frequently encountered
themes are Ethics & Moral Character (n=162) and
Karma & Consequence (n=127). This suggests a
distinct metaphorical framework in which nature-
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related metaphors primarily promote moral con-
duct (n=20), while physical imagery specifically
illustrates the tangible repercussions of karmic con-
sequences (n=14). The distribution of literal source
domains and abstract cultural themes observed in
SINFOS is summarised in Table 7 in Appendix E.
This implies that these FOS primarily serve as
mechanisms for reinforcing social norms rather
than simply providing descriptive observations.

4.3 Cross-Lingual Equivalence Analysis

This study investigates a collection of 1,571 Sinhala
phrases that have English “Literal/ Visual Image”
translations. This sample is derived from the initial
dataset of 2,344 phrases, as the remaining 773 lack
direct English equivalents. The findings indicate a
notable cultural divergence, demonstrated by a sym-
bolic overlap score of merely 0.05 using the Jaccard
Index and a lexical similarity score of 0.32. The
lexical similarity was calculated using the sequence
matcher in the difflib '3 library, which employs
the Ratcliff/Obershelp Algorithm (Ratcliff and Met-
zener, 1988). This implies that although the func-
tional meanings align, the underlying metaphors
originate from distinct contexts.

For example, Sinhala employs the expression
“exchanging ginger for chilli,” while English
phrases refer to “jumping out of the frying pan
into the fire.” In terms of structure, 93.3% of the
phrases retain their original form, while 4.9% tran-
sition from Sinhala similes into English metaphors.
An illustration is “Like the eye,” which transforms
into “Apple of one’s eye.”

Furthermore, expressions in Sinhala are, on av-
erage, 32% longer than their English counterparts,
yielding a ratio of 1.32. This distinction is effec-
tively showcased by the English phrase “red her-
ring,” which in Sinhala translates to an elaborate
depiction where "the fox conceals the fowl in the
forest and scurries about, swinging a coconut husk
from its mouth."

S Benchmarking on LL.Ms

In this section, we use SINFOS as a benchmark
to evaluate the performance of selected LLMs
and Small Language Models (SLMs) in translat-
ing these complex expressions. A subset of 499
FoS was curated based on specific criteria: they
represent diverse categories and possess intricate
meanings that are particularly challenging for mod-

Bl ttps://bit.1y/4p48yTo
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System/Context:

You are an expert linguist specialising in Sinhala (Sri
Lanka) language and folklore.

Task:

I will provide a list of Sinhala Figures of Speech. For each
item, provide only the English Figurative Meaning (what
it really implies in a specific context). Do not translate
literally. Do not explain the literal words.

Figure 2: Prompt used to generate responses from LMs.

els to interpret (Tayyar Madabushi et al., 2022). To
ensure a comprehensive evaluation, we employed
stratified sampling, purposefully oversampling rare
categories, such as adages (11), “private” expres-
sions (10), and sayings (3), which are often over-
shadowed by dominant idioms (190) and proverbs
(285). This approach allows for a robust assessment
of model capabilities across the full spectrum of
figurative language, prioritising interpretative diffi-
culty to test the distinction between literal cues and
cultural nuances (Tayyar Madabushi et al., 2022).
Furthermore, proverbs were broken down into their
core elements (story, nature, and literature) to better
analyse the depth of cultural understanding.

We used the same prompt for all models to es-
tablish a consistent evaluation baseline. Figure 2
shows the prompt provided to the Language Mod-
els (LMs) to elicit the meanings of the FoS. This
method helps avoid prompt-induced bias, as small
variations in wording could unintentionally favour
one LM over another, ensuring that the responses
are directly comparable.

Model Cosine Fidelity

Similarity | Scores
Gemini 3 Pro 0.6678 0.3117
Llama 4 Maverick 0.6400 0.2351
Grok 4.1 0.6354 0.2361
GPT 5.2 0.6221 0.2090
DeepSeek-V3.2 0.6126 0.2052
Claude Sonnet 4 0.5972 0.1628
Gemma 0.6024 0.1914
GPT 4.1 mini 0.5816 0.1300
Qwen 3 0.5596 0.1247

Table 5: Performance of language models on Sinhala
FoS.

To evaluate how effectively LMs grasp FoS in
Sinhala, this research employs a dual framework
that examines both context retrieval and logical
comprehension. This method reflects the two-step
process of theme identification and truth condition
mapping by Reimers and Gurevych (2019). The
initial phase utilises a bi-encoder architecture with
FlagEmbedding (specifically the BAAIl/bge-large-
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en-vl.5 '* model) to calculate Cosine Similarity
between the outputs of the model and the meanings
annotated in the dataset. This model was selected
for its state-of-the-art performance on the Massive
Text Embedding Benchmark (MTEB), ensuring pre-
cise high-dimensional mapping that outperforms
standard baselines in capturing “Semantic Related-
ness” (Chen et al., 2024; Tayyar Madabushi et al.,
2022).

Although this segment efficiently penalises
thematic discrepancies, such as mixing “betrayal”
with “love,” it may be influenced by the “Keyword
Bag” problem, in which comparable terms obscure
gaps in logical coherence. For example, the idiom
@een® MO WEOE R B De®d \ kohp-
mba gahata karavila vela grja: vage:  which implies
the compatible union of two negative forces (literal
image: ‘like the karawila creeper twining round
the kohomba tree’) received a high similarity
score of 0.805 for the DeepSeek V3 translation, "a
mismatched or absurd pairing’, despite the model’s
output conveying the exact opposite meaning.

To tackle this issue, the second segment mea-
sures the Fidelity Score, which implements a Cross-
encoder (stsb-roberta-large) to evaluate intricate
dependencies by analysing sentences concurrently
(Reimers and Gurevych, 2019). In this context, Fi-
delity represents the semantic faithfulness of the
model’s output to the ground truth. This functions
as a replacement for “Semantic Entailment,” aid-
ing in the differentiation between sentences that
share similar phrasing but convey distinct mean-
ings, such as “the dog bit the man” versus “the
man bit the dog” (Li et al., 2024). By utilising the
full self-attention mechanism of the Cross-encoder,
the framework captures the syntactic nuances often
missed by Bi-encoder models. Integrating this Fi-
delity Score with the first segment provides robust
safeguards against “Low-Resource Hallucination,”
enabling a comprehensive assessment of Language
Models in the Sinhala language (Benkirane et al.,
2024).

At the same time, the Fidelity scores strug-
gle with something known as the “Hyper-
Literal” problem, where creative paraphrasing
could be penalised. For example, the phrase
QS DEeE! wenwsiesd exenr \ burana ballo: hapa:
kanne: nehae is directly translated as “Barking
dogs don’t bite” by DeepSeek V3. In the case
of translating FoS, substitution with a valid FoS
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Figure 3: Benchmarking LLM Performance: (a) Cosine Similarity and (b) Fidelity Score. Information on all LLM

performances could be found in Appendix G.

is considered to be a valid form of translation
(Adelnia and Dastjerdi, 2011), but Fidelity gives it
a modest score of 0.0089, as both phrases do not
have lexical overlap. Relying only on one of these
metrics can cause blind spots and skew evaluation
results.

Therefore, by including both metrics, we can bet-
ter assess the model’s performance. This method
identifies “hallucinated relevance,” where high Co-
sine scores suggest understanding, but low Fidelity
scores indicate a lack of grasp on underlying in-
tent. This helps benchmark true understanding
over mere statistical matching. Table 5 displays
the average Cosine Similarity Scores and average
Fidelity Scores obtained by each of these models
across all the FoS available on the stratified sample
obtained on the dataset based on the types of FoS,
difficulty and figurativeness.

The assessment of nine advanced models reveals
that Gemini stands out in its ability to analyse Sin-
hala FoS, achieving the top scores in Cosine Sim-
ilarity and Fidelity. The success of the smaller
Gemma model indicates that cultural relevance takes
precedence over the model size. Nonetheless, there
is an issue known as the “illusion of competence.”
Some models can effectively retrieve context but
falter in logical comprehension. As a result, they
may identify the correct domain but often misin-
terpret the meanings. Conventional metrics, such
as BLEU, do not adequately address this challenge.
Furthermore, models such as GPT-40 mini and
Qwen exhibit “broken figurative triggers,” offering
literal interpretations instead of figurative ones for
specific expressions. While most models perform
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well with sayings that align with Western proverbs,
they tend to struggle with distinct and folklore-
inspired proverbs. This stems from their literal
approach to translation, which neglects the cultural
context needed to understand nuances.

6 Conclusion

This study introduces SINFOS, a dataset containing
2,344 Sinhala FoS accompanied by expert-verified
explanations. The annotation process is compre-
hensively explained in the paper. The available
details were entered into the dataset, and the miss-
ing details were handled in a manner consistent
with the structure of the entered details to ensure
the dataset’s accuracy and validity.

The analysis of the dataset emphasises a signifi-
cant disparity in meaning between Sinhala idioms
and their English equivalents. The cross-linguistic
examination revealed the disparities among the lan-
guages, while the cultural analysis showcased the
distinct culture reflected in the FoS, emphasising
the challenges of translation. While LLMs can
effectively handle FoS with direct English transla-
tions, they often struggle with culturally specific
terminology. This can result in inaccuracies or lit-
eral conversions. Future research should focus on
improving the verification of these results by imple-
menting ablation studies and presenting statistical
significance. Consequently, SINFOS serves as a vi-
tal resource for developing novel approaches in Ma-
chine Translation and modelling frameworks that
seek to integrate cultural insights into languages
with fewer resources.



Limitations

Sinhala meaning unavailability: A key limita-
tion of this study is the incomplete availability of
English meanings for some Sinhala FoS. In sev-
eral cases, authoritative definitions or consensus
interpretations were not available in accessible ref-
erence sources, which constrained some of the anal-
ysis, such as where cross-lingual analysis could not
be performed across all the FoS, and the domains
spoken by these FoS could not be analysed in the
cultural analysis.

Meaning loss in English rendering: Some
Sinhala FoS are highly culture-bound, context-
dependent, or rely on implicit background knowl-
edge, making direct English rendering difficult and
increasing the risk of ambiguity or meaning loss.
As a result, a portion of the dataset may contain
paraphrased or approximate meanings rather than
fully equivalent English interpretations, which can
affect translation quality and downstream classifi-
cation performance.

Class imbalance in &é®@E \ pudgalika:3a and
Dcs®) \ kijaman categories: The dataset ex-
hibits class imbalance, particularly within the
85¢®Bwm \ pudgalika:za and  Scs® \ kijaman
categories, where only 11 instances were available
for both categories. Therefore, the analysis done
was heavily influenced by the dominant idioms
and proverbs. A classification model could not be
trained to classify all FoS due to the class imbal-
ance.
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A Existing Datasets Utilised

A.1 Germanic-Language Corpora

Sporleder et al. (2010) have introduced IDIX
dataset which contains English idioms. In there,
they have mentioned idioms as a contextual disam-
biguation problem. Rather than focusing on token-
level labels, Haagsma et al. (2020) emphasises an
inventory of potentially idiomatic expression types
in English, that may be idiomatic depending on
usage. The PIE dataset presented by Zhou et al.
(2021) has been constructed to aid in the analy-
sis of idiom paraphrasing by connecting idiomatic
statements to alternatives that preserve meaning.
PIE dataset by Adewumi et al. (2022), constructed
from BNC and UKWaC, provides an additional com-
prehensive English-only structure where instances
are labelled across different FoS, such as metaphor,
simile, euphemism, and irony, alongside literal ex-
amples. This extends beyond a binary idiom/literal
structure to facilitate fine-grained multi-class cate-
gorisation of figurative language.

The VU Amsterdam Metaphor Corpus by Kren-
nmayr and Steen (2017) provides extensive man-
ually annotated text that allows metaphor recogni-
tion in natural language for metaphor processing
in English. It is frequently used to assess and train
systems that need to recognise metaphorical us-
age on a large scale. Moreover, Saxena and Paul
(2020) presented a more condensed English idiom-
oriented dataset with an emphasis on modelling
idiomatic phrases as evaluative targets. It is typi-
cally employed to determine whether representa-
tions capture the conventionalised meanings under-
lying idioms or address them compositionally. The
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benchmark in Stowe et al. (2022) utilises paired
instances to recast figurative understanding into
a controlled evaluation format through the com-
bination of a large semi-automatic section with a
smaller manually selected gold set. Instead of fo-
cusing on the use of surface-level clues, it is meant
to assess how effectively models handle figurative
meaning, such as idioms and metaphors.

The dataset by Reddy et al. (2011) provides
human judgments on the transparency of a com-
pound’s meaning and the strength of its compo-
nents’ contributions. This dataset serves as a com-
mon baseline for forecasting noun compounds’ lev-
els of (non-)compositionality. Liu and Hwa (2017)
presents evaluation material for phrase-level robust-
ness and rewriting where systems have to main-
tain meaning despite phrase replacements. This is
helpful for evaluating phrase semantics and idiom-
aware paraphrasing. In addition, CoAM by Ide et al.
(2025) focuses on the behaviour of multiword ex-
pressions in English and supports identification
studies in which Multi-word Expressions (MWEs)
need to be regarded as single lexicalised compo-
nents instead of distinct words. Furthermore, a
number of English-only idiom benchmarks focus
specifically on evaluating idiom competence rather
than building linked lexical resources. Notable ex-
amples include IDEM by Prochnow et al. (2024),
IDIOMEM by Haviv et al. (2023), and SLIDE by
Jochim et al. (2018). With the objective to facilitate
benchmarking and descriptive linguistic analysis
in Danish, The Danish Idiom Dataset provides
a selective collection of idioms and fixed expres-
sions (Sgrensen et al., 2025). Swedish resources
enhance this idiom-specific focus by extending cov-
erage to MWEs more broadly. This allows for
wider-coverage modelling of formulaic language
and provides annotated material for recognising
lexicalised MWESs beyond idioms (Kurfal et al.,
2020). Furthermore, Germanic-language research
frequently interacts with translation evaluation, es-
pecially in English-German contexts where specific
idiom translation data allows for the methodical
evaluation of MT/LLM errors such as literaliza-
tion, semantic drift, and attenuation of figurative
meaning during translation (Fadaee et al., 2018).

A.2 Indic-Language Corpora

The Idiom Handling Dataset for Indian
Languages by Agrawal et al. (2018) provides id-
iom processing across several Indic languages such
as Hindi, Urdu, Bengali, Tamil, Gujarati, Malay-
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alam, Telugu, and typically includes mappings that
enable cross-lingual handling, extending the cover-
age in Indic languages. In low-resource contexts,
multilingual assessment and comparative analysis
are enabled by (Agrawal et al., 2018).

In addition, the dataset presented by (Singh et al.,
2016) focuses on Hindi and Marathi idioms/MWEs
within Indic languages, offering annotated con-
tent for MWE/idiom recognition and mode ling
in these languages. Konidiom by(Shaikh et al.,
2024) provides idiom data for Konkani, a smaller,
language-specific idiom resource that supports id-
iom research and resource development in a low-
resource environment.

Khan and Akter (2025)’s dataset for Urdu fo-
cuses on translating idioms from Urdu and Ro-
man Urdu, utilising idiom-focused test material
to assess whether modern structures can preserve
idiomatic meaning across script and language di-
versity. This is primarily an evaluation resource for
translation behaviour under idiomaticity.

A.3 Romance-Language Corpora

Romance-language resources support a coherent
discussion of how figurative meaning is repre-
sented within closely related languages and how
well models transfer across them. By provid-
ing naturally grounded instances that allow idiom
detection and interpretation in practical circum-
stances, VIDiom-PT supports this viewpoint for
European Portuguese (Antunes et al., 2025). In
contrast, Prometheus emphasises meaning recov-
ery at the discourse level and is proverb-oriented,
making it simpler to comprehend multilingual
proverbs through English—Italian data. By allow-
ing systematic comparison between related Ro-
mance languages, standardised multilingual as-
sessment strengthens these language-specific tech-
niques. SemEval-2022 Task 2 provides a com-
mon benchmark for English, Portuguese, and Gali-
cian in similar language circumstances, allowing
for controlled assessment of cross-lingual generali-
sation and transfer (Tayyar Madabushi et al., 2022).

A.4 Cross-Lingual Figurative Language
Corpora

The large-scale cloze benchmark ChID by Zheng
et al. (2019) is employed to evaluate idiom compre-
hension in Chinese resources. It requires models to
select a suitable idiom to fill in a passage’s blank.
In addition to testing contextual idiom understand-
ing through blank-filling. In addition to assessing



contextual idiom comprehending by blank-filling,
the Chengyu Cloze Test Dataset by Jiang et al.
(2018) emphasises semantic fit and discourse com-
patibility and delivers an invaluable, nearly equiva-
lent evaluation environment.

Moreover, PETCI by (Tang, 2022) provides Chi-
nese idioms related to English translations, facili-
tating the assessment of whether MT/LLM systems
retain idiomatic meaning instead of generating lit-
eral, word-by-word renditions. Given this, it is
extremely beneficial for controlled idiom transla-
tion testing. By enabling idiom identification as
well as analysis in morphosyntactically rich con-
texts, where inflexion and flexible surface forms
can complicate detection and interpretation, Slavic-
language corpora expand figurative language study
beyond English (Aharodnik et al., 2018; Donaj
and Antloga, 2023). In order to allow both proverb
retrieval/analysis and computational metaphor iden-
tification in a non-English setting, Greek corpora
usually integrate structured proverb repositories
with metaphor-annotated datasets (Pavlopoulos
et al., 2024; Garcia et al., 2021). Through He-
brew and Arabic resources which facilitate MWE
identification and metaphor detection in domain-
specific contexts, including historically and stylis-
tically unique texts that present additional model
transfer challenges, Semitic corpora broaden cover-
age (Liebeskind and HaCohen-Kerner, 2016; Toker
et al., 2024; Alsiyat et al., 2023).

As a way to improve cross-lingual mapping
and interoperability, multilingual linked idiom re-
sources represent idioms as interconnected lexical
entities across languages and link them to exter-
nal lexical-semantic inventories (Moussallem et al.,
2018). Furthermore, multilingual shared bench-
marks support systematic analysis of cross-lingual
generalisation and provide consistent comparison
of systems on MWEs, idiomaticity, and phrase-
level semantics through providing standardised an-
notation guidelines and evaluation protocols across
various languages (Savary et al., 2023; Korkontze-
los et al., 2013; Tayyar Madabushi et al., 2022;
Tedeschi et al., 2022). A summary of existing cor-
pora, indicating the languages covered and the FoS
addressed in the above studies, is shown in Table 6.

B Classification of Sinhalese Proverbs

Here we discuss the classification of Sinhalese
proverbs based on different criteria as given below.
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B.1 By the Nature of the Message (The Shape
of the Message)

¢ed® \upaderza :  Proverbs that contain a moral
lesson or advice. While not all proverbs are adages,
some are interchangeably used to provide direct
guidance, such as “Don’t burn your hand while the
tongs are there”.

8aes \vizvarsa:  Proverbs that express a com-
monly accepted social truth or collective belief
rather than a direct instruction. These are some-
times referred to as “Truth-principle proverbs”
(Sathyadharma Pirulu). Examples include “A bark-
ing dog does not bite” or “Like eating the ear while
sitting on the horn”.

B.2 By Background Source (The Origin)

cS@\upama ¢ Ends in comparative markers.
( ®eS\vage:, eed\se:, e@5\men , D¢S\veenr ).

D280 \varréa:: Ends in hearsay markers ( g\lu:).

g@o\prazna : Ends in interrogative mark-
ers (¢&\da), often acting as rhetori-
cal devices to prompt self-reflection

(e.g.. B @to® oo @Ed €? \ s10a 20nam pada
koda: 8a?”

SBewd\nize:d"s (Negative):
( oo \nehe, @z \bae:, % \nae:).

Ends in negation.

B.3 By Grammatical Ending (The Marker)

@ \ kaba: (Story-based): These proverbs
rely on shared cultural memory. They are
often unintelligible without knowledge of
the specific folktale or historical event (e.g.,
“aicel B w0\ andare: simt keeva: vagsj ” - Like
Andare eating sugar).

ggesod \ prpaptfa (Phenomenon-based): These
are derived from empirical observations of the
agrarian environment, nature, or daily life (e.g.,
“B&H &3 D eMDERD R B(0\pmi dija deka
noOalan nela: pala: ” - Do not crush the greens,
seeing the dew).

3083 \ sazhiOja (Literature-based):  These
originate from classical texts such as the
e38cs el e5HDw\ pansija panas dsa:0aka or
e5e00&cs\sub"a;z104j4, reflecting the influence of
Buddhism and literacy on folk speech.

Among these, ¢&®1\upama (Simile) sub-category
is the most prevalent. This indicates that analogi-



Dataset Languages FOS Explored
IDIX (Sporleder et al., 2010) English Idioms
MAGPIE(Haagsma et al., 2020) English Potentially Ifllomalm
Expressions
PIE (Zhou et al., 2021) English Idiomatic Expressions (IE)
Metaphor, simile, euphemism,
PIE(BNC and UKWaC) (Adewumi et al., 2022) English parallelism, personification,

oxymoron, paradox, hyperbole,
irony, and literal

MABL (Kabra et al., 2023)

Hindi, Indonesian, Javanese,
Kannada, Sundanese, Swahili
and Yoruba

Figurative language

VIDiom-PT (Antunes et al., 2025)

European Portuguese

Verbal Idioms

The Danish Idiom Dataset (Sgrensen et al., 2025)

Danish

Idiomatic expressions and fixed

expressions

LIDIOMS, DBnary,BabelNet (Moussallem et al., English, German, Italian, .
. Idioms

2018) Portuguese, and Russian
Prometheus (Ozbal et al., 2016) English, Italian Proverbs
VU Amsterdam Metaphor Corpus (Krennmayr and .
Steen, 2017) English Metaphors
MetaNet (Dodge et al., 2015) English, Russian, Mexican Metaphors

Spanish, Iranian Farsi

EPIE (Saxena and Paul, 2020) English Idiomatic Expressions
IMPLI (Stowe et al., 2022) English Idiom, Metaphor
ePiC (Ghosh and Srivastava, 2022) English Proverbs

ChID (Zheng et al., 2019) Chinese Metaphor, Near-synonymy
UPD*(Reddy et al., 2011) English Compound Nouns

SemEval-2013 Task 5 Dataset (Korkontzelos et al.,

2013) English, German, Italian Phrases
IdiomKB (Li et al., 2024) English, Chinese, Japanese Idioms
IDEM (Prochnow et al., 2024) English Idioms
IDIOMEM. (Haviv et al., 2023) English Idioms
English, Chinese, Spanish,
ID10M (Tedeschi et al., 2022) Dutch, French, German, Italian, Idioms
Japanese, Polish, Portuguese
PETCI (Tang, 2022) Chinese, English Idioms
AStitchInLanguageModels . .
Dataset (Tayy;r I\iadabushi etal., 2021) English, Portuguese Idioms
UPD* (Garcia et al., 2021) English Idioms
UPD* (Cordeiro et al., 2019) English Nominal Compounds
SLIDE (Jochim et al., 2018) English Idioms
Russian Idiom-Annotated Corpus (Aharodnik et al., . .
Russian Idiom

2018)

UPD*(Fadaee et al., 2018)

English, German

Idioms,Idiom Translation

Dataset
Idiom Handling Dataset for Indian Engll,.sh, Hl.ndl' .Urdu’ Bengali, .
Languages (Agrawal et al., 2018) Tamil, Gujarati, Malayalam, Idioms
guag = ” Telugu
Chengyu Cloze Test Dataset (Jiang et al., 2018) Chinese Idioms

Multilingual Lexicon of Nominal Compound
Compositionality (Ramisch et al., 2016)

English, French, Portuguese

Nominal Compounds

UPD* (Pershina et al., 2015)

English,Idioms

Idiom Paraphrase Dataset

Phrasal Substitution Dataset (Liu and Hwa, 2017) English Idiomatic Expressions
CoAM (Ide et al., 2025) English MWEs
ParaDiom (Donaj and Antloga, 2023) Slovene, English Idiomatic Texts
Konidioms Corpus (Shaikh et al., 2024) Konkani Idioms
Multi-word Expression Dataset for Swedish (Kurfalt Swedish Multi-word Expression

et al., 2020)

PARSEME Corpus Release 1.3 (VMWEs) (Savary
etal., 2023)

Arabic, Bulgarian, Chinese,

Croatian, Greek, Hebrew, Hindi,

Irish, Latvian, Lithuanian,
Maltese, Slovene, Turkish

Idioms, multiword expressions
(verbal MWEs)

SemEval-2022 Task 2 Dataset (Tayyar Madabushi

etal. 2022) English, Portuguese, Galician Idioms

UPD*(Singh et al., 2016) Hindi, Marathi Idioms, MWEs

UPD* (Liebeskind and HaCohen-Kerner, 2016) Hebrew MWE; (incl. idiom-like fixed
expressions)

Greek Proverb Atlas(Pavlopoulos et al., 2024) Greek Proverbs

UPD* (Florou et al., 2018) Greek Metaphor

UPD* (Toker et al., 2024) Hebrew Metaphor

UPD* (Khan and Akter, 2025) Urdu, Roman Urdu Idioms

AMC (Alsiyat et al., 2023) Arabic Metaphor

Table 6: Existing Datasets Summary. *Corpora named ‘UPD’ represent the Unnamed Primary Dataset(s), which
includes papers that have released/utilised datasets without specific names.

cal reasoning, understanding one concept in terms
of another, is the primary cognitive tool used in
Sinhala folk wisdom. &:&w» \vaxréa: (Report) cat-
egory is the second most common proverb structure.
The prevalence of the particle & |l (it is said)
underscores the importance of oral tradition and
collective knowledge in Sri Lankan culture, wis-
dom is validated not by the speaker’s authority, but
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by the fact that “it has been said” by ancestors.

C Sinhala Proverbs vs Sinhala Idioms

The Dichotomy of Sinhala Proverbs and Sinhala
Idioms: While both categories function as figura-
tive devices, they are distinguishable through three
primary dimensions: Syntactic Structure, Semantic
Deductibility, and Pragmatic Function.



Sinhala (8020 \ siphala) : @530ed Qe DAEED &
"Yefenes BOW e’ ;"' SBDG \ 1002ivage: gule: kabal-
leeva vadi: muBBa:pa: kirva® janne: ne: kivva:lu

Type of FOS : [8&0es][2de0][5e5®9] \ [vizvaisa] [kaba:] [upama:]

Literal / visual image : The ant-eater, who forcibly occupied the por-
cupine’s hole, swore by his forbears that he would never leave it.

Corresponding FOS in English : Possession is nine-tenths of the law.

What it really implies : Taking possession of other people’s property
through deceit.

Additional Context : In a certain forest, a porcupine lived inside a cave.
One day, an anteater, who had lost his way while traveling, came across
this cave and asked the porcupine if he could stay there for shelter. The
porcupine kindly agreed and allowed the anteater to stay inside. How-
ever, the next morning, the anteater showed no sign of leaving. Since
the cave was too small for both of them to live together, the porcupine
politely requested the anteater to leave. “If you don’t like it, then you
can go and find another place. I’'m quite comfortable here,” the anteater
replied. Angered, the porcupine raised his sharp quills and attacked the
anteater. But the anteater’s body was covered in thick, coarse hide, so
the porcupine’s blows had no effect. The anteater remained in the cave,
while the porcupine was forced to leave and find another shelter.

Figure 4: An example of a record on the dataset.

Semantic Deductibility (Opacity vs. Trans-
parency): Idioms in Sinhala often exhibit high
semantic opacity; a learner cannot easily deduce
that “ 220\ kaha” in “ £98e30 @en \ wiranta kaha”
implies “wasting resources.” However, Proverbs
are often semantically translucent. Even a
first-time listener can deduce the meaning
of “ @ ezled @O g e e \ gaha danna
Ajata kola kada: paznava:”  (Showing leaves to
those who know the tree) based on the imagery
of deception and expertise.

Pragmatic Function: geSon88@® \ prasapirulu
are didactic; they convey general truths, so-
cial beliefs, or moral advice ( el \upade:sa).
DFesBggen \ varg samprada: are descriptive; they cat-
egorise a state of being or an action without neces-
sarily offering a moral judgment.

Dominance of Idioms:
constitute the overwhelming majority of the dataset.
This quantitative dominance suggests that Sinhala
speakers prioritise “descriptive efficiency” in daily
language, using short, culturally loaded phrases to
quickly describe complex situations, over the more
formal, structured wisdom of proverbs.

D BesBegen \ vazg samprada:

D Dataset Annotation

The dataset was annotated by filling in the fields.
Not all fields were filled in for all records, as shown
in Table 1. Figure 4 contains an example of a record
in the dataset.
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E Cultural Analysis

The Source Domain explores the abstract imagery
and objects used in the FoS to deliver the message,
whilst the target theme is used to identify the mes-
sages delivered by the various FoS.

E.1 Specific Cultural Codes

Certain symbols carry specific, unchangeable
meanings in the Sinhala cultural lexicon. The fol-
lowing are some of the examples utilised in Sinhala
FoS.

The Elephant (Power & Scale): The elephant is
the cultural yardstick for greatness. It is used to
contrast “the great” with “the small.” It represents
forces that are often too big to manage or criticise.

The Dog (Low Status): In contrast to the elephant,
the dog is consistently used to represent unworthi-
ness or low social status. It serves as a warning of
what happens when one lacks dignity.

The Tree (Character): Trees are almost always
metaphors for moral character. A person is judged
like a tree, by their “fruit” (utility to society) or
their “wood” (strength/weakness).

E.2 Emotional Landscape

The sentiment analysis shows that the vast majority
of FoS (83% of the data) are Neutral. They are not
optimistic or pessimistic; they are descriptive. The
culture does not say “Life is good” or “Life is bad”;
it says, “If you take this action, the corresponding
outcome will occur inevitably.” It values truth over
comfort.

Table 7 provides a comprehensive overview of
the cultural analysis, summarising the frequency of
literal imagery and the specific thematic domains
explored within the SINFOS dataset.

Category No. of Occurrences
Source Domain (Literal Imagery)

Body & Senses (Somatic) 242
Nature & Agriculture 194
Animals (Fauna) 148
Household & Daily Life 144
Target Theme (Cultural Meaning)

Ethics & Moral Character 162
Karma & Consequence 127
Impermanence & Uncertainty 121
Social Status & Hierarchy 73
Human Relations & Conflict 64

Table 7: Distribution of literal source domains and ab-
stract cultural themes observed in the SINFOS dataset
via hybrid thematic analysis.



F Model Classification

The results of classifying proverbs and idioms are
summarised in Table 8. Word2Vec showed the best
performance for Naive-Bayes and Linear SVC in
terms of recall and accuracy. In contrast, TF-IDF
3-gram vectorisation excelled with Random For-
est, XGBoost, and the ensemble model combining
these with Linear SVC.

Experi t Acc. | P-Rec. | I-Rec.
TF-IDF  (Unigram) | 0.7167 | 0.59 0.81
Multimodal ~ Naive-
Bayes

TF-IDF (Char 3-gram) | 0.8348 | 0.79 0.87
Multimodal ~ Naive-

Bayes

Gaussian Naive-Bayes | 0.9034 | 0.92 0.89
Word2Vec

TF-IDF (Unigram) Lin- | 0.7639 | 0.64 0.86
ear SVC

TF-IDF (Char 3-gram) | 0.8712 0.81 0.92
Linear SVC

Linear SVC Word2Vec | 0.9034 | 0.90 0.91
Random Forest | 0.8026 | 0.66 091
(tuning) TF-IDF (Uni-

gram)

Random Forest (tun-| 0.8927 0.83 0.94
ing) TF-IDF (Char 3-

gram)

Random Forest (tun-| 0.8755 0.81 0.93
ing) Word2Vec

XGBoost (tuning) TF- | 0.8090 | 0.65 0.93
IDF (Unigram)

XGBoost (tuning) TF- | 0.9013 | 0.86 0.93
IDF (Char 3-gram)

XGBoost (tuning) | 0.8690 | 0.83 0.90
Word2Vec

TF-IDF (Char 3-gram) | 0.9056 | 0.85 0.95
Voting Ensemble

Voting Ensemble | 0.8884 | 0.85 0.92
‘Word2Vec

Bi-LSTM 09163 | 0.86 0.96
Deep NN 0.9270 | 0.94 0.92

Table 8: Model Performance: Accuracy, Proverbs Re-
call (P-Rec.), and Idioms Recall (I-Rec.).

G Performance of all LLMs

A brief overview of each metric’s blind spots and
how each metric mitigates the other’s is provided
in Table 9.

Metric

Blind Spot

Mitigation Strategy

Cosine
Similarity

The “Keyword Bag”
Problem: the model
may achieve high
scores by guessing
relevant keywords even
if the grammatical
structure is flawed.

Fidelity acts as a
“Logic Gate,” requiring
semantic validity rather
than  just keyword
overlap.

Fidelity
Score

The “Hyper-Literal”
Problem: creative para-
phrases with different
structures might be
penalised.

Cosine Similarity per-
mits creative phrasing;
high similarity with
low fidelity suggests
a valid non-standard
translation.

Table 9: Evaluation Metrics and Mitigation of their

Blind Spots

The Figures 5 and 6 represent the Cosine Sim-

ilarity scores and Fidelity Scores of all the mod-
els across seven different categories. Along with
ar8emiesed® \ a:pea:pade:za, the models seem to
have decent performances for proverbs associ-
ated with nature as they seem to be able to de-
cipher the meaning using the phenomenon. In the
case of Ss®%S\ kijaman though, as in proverbs
based on folklore, the language models seem
to struggle. This is tied with the fact that un-
like gredemieselm \ apapade:za, SHcs@I \ kijaman
are more specific to the language.

Similarity Score Matrix

Figure 5: Benchmarking LLM Performance: Cosine
Similarity.

Fidelity Score Matrix

o (I
= - =

Deepseekv32

Model
g
E

vy Fidelity Score
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ca:pr

C1: Apthopadesha overb - Prapancha c6: Pudgalica
€2: Kiyaman €S Proverd - Sanithya ©7: Vaguyahara

Figure 6: Benchmarking LLM Performance: Fidelity
Scores.
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Abstract

We present the annotation of Swedish multi-
word expressions under the PARSEME anno-
tation scheme, including a new release and a
historical overview of previous releases. We
provide an overview of the evolution of the
Swedish datasets and of inter-annotator agree-
ment. We discuss general guidelines and the
development of Swedish-specific guidelines for
particle verbs and multiword tokens, as well as
additional challenges for the Swedish annota-
tion. We also conduct an initial comparison of
Swedish and other Germanic languages, identi-
fying aspects where the PARSEME guidelines
require revision to ensure better consistency
across languages.

1 Introduction

Multi-word expressions (MWEs) are non-
compositional expressions like halla ett dga pa
(‘keep an eye on’) or ge upp (‘give up’), where
the meaning of the full expression cannot be
directly inferred from the meaning of its parts.
MWEs are challenging for many NLP applications,
due to their irregularities, and have been called
“a pain in the neck for NLP” (Sag et al., 2002;
Shwartz and Dagan, 2019). The processing of
MWE:s is challenging for classical NLP, both for
MWE-centered tasks, such as MWE discovery and
identification, and for handling MWEs in other
tasks, such as parsing and machine translation
Constant et al. (2017). MWEs remain challenging
for LLMs; for instance, Mileti¢ and Schulte im
Walde (2024) find that transformer models struggle
with MWEs, largely relying on surface patterns
and memorized information.

PARSEME! is an initiative that provides univer-
sal guidelines for consistent annotation of MWEs
across languages. Their first iteration, version 1,
only covered verbal MWEs (VMWE:s), but since

"https://gitlab.com/parseme/corpora/
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version 2.0, the coverage has been extended to all
types of MWEs. PARSEME is based on general
MWE categories, present across languages, with an
annotation framework based on decision diagrams
for annotation. In some cases, language-specific
rules are added as a complement.

In this paper, we focus on Swedish and de-
scribe the evolution of Swedish MWE resources in
PARSEME. We give an overview of the Swedish
resources in the existing PARSEME releases and
describe the work on a coming release, which we
refer to as release 2.1. We discuss the annotation
process, inter-annotator agreement, and MWE dis-
tribution, as well as Swedish-specific guidelines
and challenges, related to phenomena such as mul-
tiword tokens and particle verbs. Finally, we com-
pare the MWE distribution for the Germanic lan-
guages available in PARSEME.

2 Related work

In this section, we describe the PARSEME frame-
work for MWE annotation, followed by a discus-
sion of other work on MWE resources for Swedish
and other languages.

2.1 PARSEME

The PARSEME scientific network has produced
guidelines and corpora for the annotation of MWEs
since 2017 (Savary et al., 2017; Ramisch et al.,
2018, 2020; Savary et al., 2023a, 2026). In ver-
sion 1, the resources covered only verbal MWEs,
but since version 2, all types of MWEs are cov-
ered.” The VMWE guidelines are thus tested in
several iterations, whereas the extended guidelines
for other MWE types are currently in their first iter-
ation. Most PARSEME releases have been tied to a
shared task on MWE identification (e.g. Scholivet
et al., 2026), but version 1.3 was released inde-

2https: //parsemefr.lis-lab.fr/
parseme-st-guidelines/2.0/
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VID verbal idiom att trdda i kraft (lit. ‘to step in force’) ‘to come into effect’
LVC.full [light-verb construction; bleached verb|att halla tal (lit. ‘to hold speech’) ‘to make a speech’
LVC.cause|light-verb construction; causal verb |art véicka hopp (lit. ‘to wake hope’) ‘to inspire hope’
fé IRV inherently reflexive verb att gifta sig (lit. ‘to marry oneself’) ‘to get married’
S|IVPC.full |idiomatic verb-particle construction |att héra #ill (lit. ‘to hear to’) ‘to belong’
”|IVPC.semi|semi-idiomatic verb-particle constr. |att fraga ut (lit. ‘to ask out’) ‘to interrogate / to invite out’
MVC multi-verb construction No instances found in the Swedish data
1AV inherently adpositional verb att bero pa ‘to depend on’ (Optional and experimental MWE category
not annotated in Swedish)
w|/NID nominal idiom [flodlhdst (lit. ‘river horse’) ‘hippopotamus’
Z|PronID  |pronominal idiom en del (lit. ‘a part’) ‘some’
E NV deverbal nominal MWE utlgava (lit. ‘out-gift’) ‘edition’ (cf. art ge ut (lit. ‘give out’) ‘publish’)
w|AdID adjectival idiom sa kallad ‘so-called’
Z|AdvID adverbial idiom over huvud taget (lit. ‘over head taken’) ‘at all, even’
5 AV deverbal adjectival/adverbial MWE |igenlkdnd (lit. ‘again known’) ‘recognized’ (cf. att kdnna igen
(lit. ‘know again’) ‘recognize’)
@ DetID determiner idiom ett par (lit. ‘a pair’) ‘a couple of’
Z|AdpID adpositional idiom i och med (lit. ‘in and with’) ‘due to, because of”
§ ConjID  |conjunction idiom savdl som ‘as well as’
£|IngID interjection idiom oj da (lit. ‘oh then’) ‘oh dear / ouch’ (No instances found in the Swedish
data)

Table 1: PARSEME typology of MWEs with Swedish examples.

pendently. Overall, the PARSEME corpora cover
33 languages, but the language coverage varies be-
tween releases. Release 1.3 includes 26 languages,
and release 2.0 includes 17 languages.

The main MWE categories are verbal, nominal,
adjectival/adverbial, and functional MWEs, each
of which has several subtypes. Table 1 provides
an overview of all MWE categories, accompanied
by Swedish examples. The verbal category has
six main categories: verbal idioms, VID, light
verb constructions, LVC, inherently reflexive verbs,
IRV, idiomatic verb-particle constructions, IVPC?,
multi-verb constructions, MVC, and inherently ad-
positional verbs, IAV. TAV is an optional and ex-
perimental category that has not been included in
any of the Swedish releases. Nominal MWE:s are
split into nominal, NID, and pronominal, PronID
idioms; adjectival/adverbial MWEs into adjectival,
AdjID, and adverbial, AdvID, idioms; and func-
tional MWEs into determiner, DetID, adpositional,
AdpID, conjunctional, ConjID, and interjection,
IngID, idioms. Nominal and adjectival/adverbial
MWEs further have a deverbal category, for expres-
sions that can be rephrased into a verbal expression
that passes the verbal MWE tests. These are fur-
ther subcategorized into the verbal subtypes, but
in this paper, we group them into the main classes:
deverbal nominal and deverbal adjectival/adverbial.
Some meaning-preserving variants that were an-
notated as VMWE:s prior to release 2.0, are now
instead considered deverbal.

3IVPC was called VPC in releases prior to 2.0. We will
consistently use the term IVPC even for earlier releases.
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The PARSEME guidelines are organized as
a decision tree, where the first question con-
cerns the distribution of the candidate expres-
sion, specifically whether it is verbal, nominal,
adjectival/adverbial, or functional. This is fol-
lowed by a specific decision tree for each MWE
subtype, which includes several tests to deter-
mine whether a candidate meets the MWE criteria.
The goal is to annotate expressions that are non-
compositional. Since it is hard to directly judge
the semantic idiomacity or non-compositionality
of expressions, the tests are based on the fact that
non-compositionality correlates with syntactic and
morphological inflexibility (Sag et al., 2002). The
rules thus test aspects such as whether a regular
syntactic or morphological change leads to unex-
pected meaning change, whether a cranberry word
is present, or whether the internal syntactic struc-
ture of the expression is irregular. MWE candi-
dates must consist of multiple tokens, but they
can also be multiword tokens (MWTs), i.e., cases
where one token contains several words, such as
compounds (e.g. skylskrapa ‘skyscraper’),* particle
verbs (e.g. inlgripa (lit. ‘in seize’) ‘intervene’), and
contractions (e.g. ‘don’t’). MWTs are common
in Germanic languages, which are compounding
languages, except for English.

MWE:s are annotated using the FLAT annotation
tool.> Annotators first identify MWE candidate
expressions, and then label them as MWEs if they

*Vertical bars are used to indicate token boundaries in
MWTs; they are not part of the Swedish orthography.
Shttps://github.com/proycon/flat
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pass the tests in the PARSEME decision trees. In
most cases, a file is annotated by a single anno-
tator due to annotator availability; however, inter-
annotator checks are regularly performed (Ramisch
et al., 2018, 2020). To further improve the qual-
ity, the PARSEME protocol of annotation includes
a consistency-check step, where all annotations
are reconsidered across files (Savary et al., 2017).
Inconsistencies can be identified by the use of a
custom tool that highlights examples of potential
MWE:s across all texts, based on lemmas, by search-
ing for all MWEs that have been annotated at least
once. A single annotator can then change incon-
sistently annotated examples, or add/remove exam-
ples that have been missed or erroneously anno-
tated. This process resolves many inconsistencies
between annotators.

PARSEME annotations use a format called
CUPT (Ramisch et al., 2018), which is an ex-
tension of the ConllU format from the Universal
Dependencies (UD) initiative (Nivre et al., 2020;
de Marneffe et al., 2021), adding a column with
MWE annotations. UD is another cross-linguistic
initiative for morphosyntactic annotation, focus-
ing on lemmas, morphology, part-of-speech tags,
and dependency annotations. PARSEME corpora,
from release 1.1, include UD annotations, either
by annotating MWE:s on top of existing UD tree-
banks, as for Swedish, or by parsing other corpora
into the UD format. Discussions on how to fur-
ther unify PARSEME and UD are ongoing (Savary
et al., 2023b).

2.2 PARSEME MWE Annotations in Other
Languages

The annotation of VMWEs for the Turkish
PARSEME corpus posed problems due to the ag-
glutinative nature of the language (Ozturk et al.,
2022). Specifically, the automatic lemmatization
of the Turkish corpus was often incorrect, with suf-
fixes being incorrectly or insufficiently stripped,
causing inconsistencies in the finalized corpus, as
a single MWE type is represented by a sequence of
included lemmas.

Hadj Mohamed et al. (2025) note that since Ara-
bic is an agglutinative language, with many MWTs,
only parts of an MWT may belong to an MWE.
They also note that Arabic has a high rate of dis-
continuous MWEs. Walsh et al. (2020) note several
issues, including the difficulty of distinguishing be-
tween particle verbs and inherently adpositional
verbs, where particles often are homonymous with
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prepositions. They note that language-specific tests
for this issue are needed for Irish.

2.3 MWE Annotations Beyond PARSEME

There are many datasets available for MWEs for
a single language, sometimes focusing on specific
types of MWEs only, such as Estonian particle
verbs (Kaalep and Muischnek, 2006) or French ad-
verbial MWEs (Laporte et al., 2008). Datasets cov-
ering many languages are not as common. ID10M
contains annotations of idioms for 10 languages,
created automatically based on Wiktionary entries
marked as idiomatic or literal, with matching occur-
rences from Wikipedia text, and a manual curation
for four languages (Tedeschi et al., 2022). Other
multilingual resources of MWE:s are often created
for specific tasks in a few languages, such as multi-
modal MWE comprehension in English and Turk-
ish (Pickard et al., 2025) or idiomaticity and se-
mantic text similarity for English, Portuguese, and
Galician (Tayyar Madabushi et al., 2022).

2.3.1 Work on Swedish MWEs

The Swedish lexicon resource SALDO (Svenskt
associationslexikon 2, Borin et al., 2013) con-
tains some lexicalized multiword and compound
word entries. When describing SALDO, Borin
et al. (2013) discuss the frequent compounding in
Swedish, and state that a single token often cor-
responds to an MWE in other languages. Such
lexicalized compound words often have a compo-
sitional sense that differs from the literal reading;
a trait that is emphasized in the PARSEME guide-
lines. For instance, the noun compound husbil
(hus+bil) means ‘camper’ or ‘trailer’, but the literal
meaning reading is ‘house car’.

Kurfali et al. (2020) form a dataset of 96 Swedish
verbal, nominal, and prepositional MWEs from
SALDO paired with human-judged scores for de-
gree of compositionality. They compare the human
judgment with scores from computational vector
models, and find that these agree poorly. Further-
more, Tiedemann et al. (2022, 2024) attempt to
relate MWEs extracted from SALDO to the lan-
guage proficiency levels of the Common European
Framework of Reference (CEFR). They compare
difficulty rankings of MWESs by L2 learners and
teachers of Swedish to frequencies in course books
and learner-produced texts at different proficiency
levels. Tiedemann et al. (2024) also suggest that
more transparent MWEs with a lower composition-
ality are easier for L2 speakers to learn, whereas



less transparent MWEs are more difficult.

3 Corpus Description

In this section, we give an overview of the Swedish
PARSEME releases, including our latest annota-
tions, and discuss inter-annotator agreement.

3.1 Swedish PARSEME Releases

Swedish was present in the first PARSEME release,
version 1.0 (Savary et al., 2017), with a very small
dataset covering 200 sentences, sampled from the
Swedish Newspaper Goteborgsposten (GP). Three
annotators were involved in this release. Swedish
was not part of release 1.1 (Ramisch et al., 2018).

From release 1.2 (Ramisch et al., 2020), Swedish
was added again, now with considerably larger
corpora. From this release, the data to annotate
was taken from the Swedish Universal Dependen-
cies treebanks Talbanken® and PUD’, containing
human-annotated morphosyntactic information and
lemmas. This data was annotated for MWEs by
a group of six annotators, covering the training
section of Talbanken. Release 1.3 (Savary et al.,
2023a) was an extension of 1.2, annotated by two
annotators from release 1.2, covering all of Tal-
banken. Up to release 1.3, only VMWEs were
annotated. The annotation group from releases 1.2
and 1.3 received initial training, followed by regu-
lar email discussions about borderline cases.

Release 2.0 covered all MWE types, and was
annotated by a team of five annotators, partially
overlapping with the team from version 1.2/1.3.
Most of the previously annotated data from Tal-
banken were reannotated with the new guidelines.
In addition, all data in the PUD treebank was an-
notated from scratch. The annotator team received
initial training, followed by regular meetings to
discuss annotation guidelines and tricky cases.

In this paper, we also describe a new annotation
effort, which we will tentatively refer to as release
2.1, where the annotations from release 2.0 are
revisited, and the remaining part of Talbanken is
added. In this annotation phase, two annotators
from release 2.0 participated. These annotators
held discussions to resolve disagreements over the
interpretation of the guidelines from version 2.0.

6https ://github.com/UniversalDependencies/UD_
Swedish-Talbanken/blob/master

7https ://github.com/UniversalDependencies/UD_
Swedish-PUD/tree/master
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3.2 Corpus Statistics

Table 2 gives an overview of all Swedish
PARSEME releases, and the distribution of
VMWE:s. Table 3 gives further details on the MWE
distribution for the two releases that contain all
MWE types. Percent distributions of the MWE
categories are shown in Tables 6 and 7. Except for
release 1.0, all releases are reasonably sized, cov-
ering at least 4,000 sentences, and range between
1,991 and 4,904 MWEs. Among the verbal cate-
gories, it is clear that IVPCs are the most common
type, followed by LVCs and VIDs. The only rare
category is LVC.cause; all other categories have
close to or over 100 instances in our latest release.
Among the new MWE types added in release 2.0,
AdvID is by far the most common type, followed
by NID and NV. The AdvID category largely con-
sists of prepositions followed by nouns for which
a morphological inflection would lead to ungram-
maticality or an unexpected change in meaning. In
many cases, the noun can only take the indefinite
singular form, as in (1). In other cases, the noun is
always in the definite form instead, as in (2).

)

till exempel
to example

‘for example’

i onddan

in non-necessity. DEF
‘unnecessarily’

2

We note that in all releases, except 1.0, that do not
cover them, multiword tokens are common. One
clear distinction between the releases is the propor-
tion of multiword tokens (%2MWT). The guidelines
for when to consider a token as an MWT changed
between release 1.3 and 2.0, as described in Sec-
tion 4.2, resulting in a decrease in the proportion
of verbal MWTs from approximately 50% in re-
leases 1.2 and 1.3 to under 30% in releases 2.0 and
2.1. This change especially affected IVPCs, with
a much lower proportion in releases 2.0/2.1. This
change is also reflected in the number of MWEs per
sentence. The MWT rate is overall high in releases
2.0 and 2.1, though, to a high extent due to new
categories with a very high proportion of MWEs,
such as NID (97%), NV (100%), and AV (100%).
Another notable change is the increase of ConjID
from release 2.0 to 2.1, which is mainly caused by
a changed decision for common correlative con-
junctions like varken ... eller ‘neither ...nor’ and
bdade . ..och ‘both ...and’, which are considered
as MWE:s in release 2.1, but not in 2.0.


https://github.com/UniversalDependencies/UD_Swedish-Talbanken/blob/master
https://github.com/UniversalDependencies/UD_Swedish-Talbanken/blob/master
https://github.com/UniversalDependencies/UD_Swedish-PUD/tree/master
https://github.com/UniversalDependencies/UD_Swedish-PUD/tree/master

Release Text source Sent.  Tokens VMWE VID IRV LVC LVC IVPC IVPC
Total %MWT Per sent. full cause full semi

SV 1.0 News (GP) 200 3,376 56 0 0.28 9 3 13 31

SV 1.2 Talbanken 4,304 65,482 | 1,991 48.6 046 | 291 115 279 11 871 424

SV 1.3 Talbanken 6,026 96,820 | 3,155 51.2 0.52 || 441 237 417 10 1461 589

SV 2.0 Talbanken, PUD | 5,553 90,392 | 1,779 27.9 032 396 186 389 19 494 294

SV 2.1 Talbanken, PUD | 7,026 115,944 | 2,275 27.7 0.32 | 480 295 500 29 580 391

Table 2: Corpus overview and distribution of verbal MWEs for the Swedish PARSEME releases. Note that no
distinction was made between subtypes of LVC and VPC in release 1.0.

Release MWE Verbal Nominal Adjectival/adverbial Functional

Total %MWT Persent. || Total | NID PronID NV | AdjID AdvID AV | AdpID ConjID DetID
SV20 |3,678 58.0 0.66 || 1,779 | 331 91 232 76 775 84 127 91 94
SV 21 |4904 53.7 0.70 || 2,275 | 492 111 318 98 929 116 187 222 156

Table 3: Overview and distribution of MWE:s in editions that annotate all MWE types. For verbal distribution, see

Table 2.
F1-score
Sent. VMWE All MWE
SV1.2 700 734 -
SV 2.0 500 46.3 47.0
SV 2.1 300 88.4 54.0

Table 4: Inter-annotator agreement as F1-score across
two annotators for three versions of the Swedish
PARSEME corpus.

3.3 Corpus Quality

For three of the PARSEME releases, we performed
double annotation to assess inter-annotator agree-
ment. For version 1.2, two annotators annotated the
same 700 sentences for VMWEs. In version 2.0,
the first version to contain MWEs beyond VMWEs,
500 sentences were annotated by a different set of
two annotators from scratch. For version 2.1, we
had no completely fresh data, so two annotators
separately annotated on top of the VMWE anno-
tations from version 1.3. Note, however, that the
guidelines for MWTs, as well as some guideline
interpretations, had changed between these two it-
erations, which affected a relatively large number
of VMWE instances.

To calculate agreement, we followed Savary et al.
(2026), and used the F1-score between the two
annotations, since calculating chance agreement,
which is needed for most agreement measures, is
challenging in cases like these, where relatively
few words in a text are annotated. Table 4 pro-
vides an overview of the results, reported both for
the full annotations and for the subset of version
2 annotations that are VMWEs. We note that the
agreement decreased from version 1.2 to 2.0, pos-
sibly due to the much more diverse sets of MWEs
being annotated, and new MWT guidelines being
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developed during the course of the annotation (see
Section 4.2). Between releases 2.0 and 2.1, the two
annotators had a discussion about disagreements,
borderline cases, and the interpretation of the guide-
lines in release 2.0, which led to a higher level of
agreement in version 2.1. We especially note that,
although the annotations for verbal MWEs were
performed on version 1.3, the agreement scores are
higher for VMWEs than for version 1.2.

While the agreement scores for non-verbal cate-
gories are low, the consistency of the final dataset
is improved by the use of consistency checks
across files (see Section 2.1), where one annota-
tor goes through all annotations across files be-
fore each release. To give an indication of the
proportion of changed decisions, Table 5 shows the
F1-score of comparing the annotations before and
after consistency-checking for the top categories
of MWEs. For categories with subcategories, we
report macro Fl-scores. Overall, VMWESs show
relatively few changes, with scores over 90 for
all types, further supporting that the annotation of
these categories is more consistent than for other
categories. Nominals, conjunctions, and deverbals
have considerably lower scores, between 62 and 84.
For conjunctions, this can mostly be attributed to
the decision to include correlative conjunctions as
MWEs (see Section 3.2).

As a further point of comparison, across lan-
guages for version 2.0, the average inter-annotator
agreement F1-score was 60.6, with scores ranging
from 20 to 99 (Savary et al., 2026). For 7 of the
14 languages for which inter-annotator agreement
was calculated, the F-score was below 65. This
warrants a detailed cross-lingual investigation into
agreement across PARSEME languages to deter-



VID IRV LVC

IVPC AV  AdjID AdpID AdviD ConjID DetID NID NV

92 97 97 94 78 90

89 90 62 76 84 8l

Table 5: F-scores per category when comparing corpus release 2.1 before and after consistency checks. For IVPC,
LVC, and deverbal categories, results are macro-averaged across subclasses.

mine whether the widespread low agreement scores
are primarily due to the new MWE categories in
other languages than Swedish as well. In addition,
a more detailed investigation of which categories
pose problems is needed. Such an investigation
could feed into a new, improved version of the
PARSEME guidelines.

3.4 Releases

Versions 1.0 to 2.0 described in this paper are al-
ready released, as part of multilingual PARSEME
releases. For the latest annotations, we plan to
release them in two ways: as part of the next
PARSEME release, 2.1 (which is currently not yet
scheduled), and as part of the next UD release, by
adding the PARSEME annotations to Talbanken
and PUD. The release of UD version 2.18 is sched-
uled for May 2026. Both releases will be under
permissive licenses.

4 Swedish-Specific Considerations

In this section, we discuss considerations for the
Swedish PARSEME annotation, first by describing
Swedish language-specific guidelines, and then by
discussing issues encountered during annotation.
While our discussion is based on a Swedish per-
spective, several issues are also relevant to other
languages, and we include some comparisons to
other Germanic languages.

4.1 Swedish-specific PARSEME Guidelines

The PARSEME guidelines include language-
specific tests that may relate to language-specific
MWE categories, more specific tests for some
MWE types, or elementary language features.
Swedish has language-specific tests for two issues
of the latter category, particles and MWTs.

4.1.1 Particles versus Prepositions

Particle verbs or phrasal verbs are pervasive in the
Germanic languages, and idiomatic uses of them
are covered by the IVPC category in PARSEME. In
many cases, particles are homonymous with prepo-
sitions in prepositional complements or verb pre-
fixes, and there is thus a need to be able to dis-
tinguish these cases. Language-specific rules cur-
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rently exist for Swedish, English, and German,,

but the need is also noted for languages from other
families, like Irish (Walsh et al., 2020). Exam-
ple (3) shows an ambiguous sentence in Swedish,
where a particle verb reading corresponds to the
English translation ‘visits’, whereas a prepositional
reading translates into ‘greets’. The main way to
distinguish particles and prepositions in Swedish is
through stress patterns, where particle verbs have
the primary stress on the particle, whereas preposi-
tional verbs have the main stress on the verb, with
an unstressed preposition (Svenonius, 2003). Thus,
the stress pattern is the basis of the decision rule
for Swedish in PARSEME.

(3) Hon hiilsar pa oss.
She greets on us

‘She visits/greets us.’

This rule contrasts with the English and German
rules, which are based on tests of movement and
insertion. In both English and German, the par-
ticle can be placed at the end of the sentence, as
in ‘she takes her clients in’, whereas in Swedish it
cannot. Additionally, English has a test based on
adjunct insertion, and German has a test for sep-
arable verb prefixes, which are not applicable to
Swedish; in contrast to German, where separated
and compounded forms of particle verbs are gov-
erned syntactically, Swedish particle verbs occur
either in a separated or compounded form based on
the expression, where some expressions can occur
in both forms, but sometimes with shifted seman-
tics between the forms (Norén, 1995). There could
be a possibility of a syntactic test for Swedish,
based on topicalizing the prepositional object, as
in (4), which is not possible with a particle read-
ing. However, this test can be challenging to apply
in certain cases (Svenonius, 2003), so even if it
were added as an additional test for particles in
Swedish, we still believe the test for stress patterns
is necessary.

8https: //parsemefr.lis-lab.fr/
parseme-st-guidelines/2.0/?page=060_
Language-specific_tests/@10_Particles,
_prepositions, _prefixes
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Pa oss hilsar hon.
Onus greets she

‘Us, she greets. *Us, she visits’

“

4.2 Multiword Tokens

To unambiguously identify multiword tokens
(MWTs) is crucial for identifying MWE candidates.
However, so far, Swedish is the only PARSEME
language with language-specific rules for MWTs.
We believe such rules should be added for other
languages as well, including German and Dutch,
which have a similar structure to Swedish regarding
MWTs.

For Swedish, there have been two iterations of
rules for MWTs, one for releases 1.2—-1.3, and one
from release 2.0 forward. The first set of rules
was part of releases that covered only VMWEs,
meaning the rules for MWTs also covered only
verbal expressions. Thus, there was a first rule for
testing whether the expression was verbal. The
second rule, splittable, states that the expression is
an MWT if it can be used in its split form, with the
same or slightly shifted semantics. The third rule
is very permissive, and states that an expression is
an MWT if all of its components can be used as
standalone words with the same part-of-speech as
in the full token.

As discussed in Section 3.2, these rules have a
considerable impact on the number of MWTs and
thus also on the number of MWEs, especially for
IVPCs, where the first set of MWT rules is highly
permissive. They lead to many instances of MWTs
that passed the MWE guidelines but did not align
with the annotators’ intuition. Additionally, the
MWT rules needed to be extended to cover non-
verbal expressions for release 2.0. Keeping these
rules would have led to inconsistencies, such as:
not considering the verb forllora (lit. ‘for LORA’)
‘lose’ an MWT, but considering the related noun
forllust (lit. “for lust’) ‘loss’ an MWT and also an
MWE, since ‘lust’ but not ‘lora’ happens to be a
stand-alone word. These issues caused discussions
among the annotators of the 2.0 corpus version,
leading us to revise the rules before finalizing the
annotations for the release.

The rules for release 2.0/2.1 first test whether
the expression is a noun-noun compound (NNC).
Noun-noun compounding is very frequent in
Swedish, and it is ungrammatical to directly split
an NNC into separate graphical tokens, while some
NNCs can be split using prepositional comple-
ments. We still wanted to consider all NNCs as
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MWTs to achieve a better cross-lingual compar-
ison with the many languages where NNCs are
written as graphically distinct words, such as in En-
glish, and thus are considered MWE candidates
in those languages. This means that an NNC
like bergslkedja (lit. ‘mountain chain’) ‘mountain
range’ would be considered an MWT and thus it
can also be an MWE as can its English counterpart.

For any remaining MWT candidates, we keep
the splittable rule from before. We also note that
many nominal, adjectival, or adverbial expressions
that are deverbal could be split in their verbal form,
but not in their original form. We thus add a third
rule: if a non-verbal expression has a correspond-
ing verbal form that can be split with the same or
slightly changed semantics, it should be considered
an MWT, but only the tests for the deverbal classes
NV or AV should be considered. For examples of
deverbals, see NV and AV in Table 1.

As a result of the updated MWT rules, candi-
dates like genomlsnitt (lit. ‘through incision’) ‘av-
erage’, ddrlfor (lit. ‘there fore’) ‘because’, and
forllust (1it. “for lust’) ‘loss’ are no longer consid-
ered as MWTs, whereas all NNCs are considered
as MWTs, so that those that fill the criteria for NID
are annotated as such. In addition, we now cover
the quite common class of deverbal MWTs.

The change in MWT guidelines affects the an-
notation of phrasal verbs (IVPC.full/semi), includ-
ing deverbal IVPCs. Swedish phrasal verbs that
have a split form, such as art hélsa pa (lit. ‘to
greet on’) ‘to visit’ and att fraga ut (lit. ‘to ask
out’) ‘to interrogate’, can often be compounded
into particle+verb. Deverbal forms of phrasal
verbs are commonly compounded in such a way,
for example pdlhdlsad (lit. ‘on greeted’) ‘visited’
(AV.IVPC.full) and utlfragning (lit. ‘out asking’)
‘interrogation’ (NV.IVPC.semi). There are many
cases of deverbal particle+verb compounds, such
as utlbildad (lit. ‘out educated’) ‘educated’ (from
utlbilda (lit. ‘out educate’) ‘educate’), where the
split verbal version is either not possible (*bilda ut)
or has a completely different sense from the com-
pounded verb. According to the previous MWT
guidelines, such cases would be annotated as de-
verbal IVPCs as long as the particle has primary
stress. With the new guidelines, however, such
words are not considered MWTs and are therefore
not annotated as MWE:s.



4.3 Issues for Swedish MWE Annotation

4.3.1 MWEs as Part of a Token

Due to frequent compounding in Swedish, the cor-
pus contains instances in which only part of a graph-
ical token belongs to an MWE, while other parts do
not. One example is the LVC.full in (5), where only
part of the compound word is a part of the LVC. In
other cases, an MWE can be embedded within an
MWT, such as the NV.IVPC.semi tilllsyn (lit. ‘to
see’) ‘supervision’ in (6) which has the verbal cor-
respondent se #ill (lit. ‘see to’) ‘look after’. With
the current PARSEME annotation framework, it is
not possible to annotate subtokens, which would
be preferable in this case, and thus, the full token
is annotated as an MWE. This issue has previously
been discussed with a proposed solution (Savary
et al., 2023b), but it has not yet been implemented,
as it requires changes to the entire annotation pro-
cess, including the ability to mark subtokens in the
annotation tool, process them during consistency
checking, and update the CUPT format.

&)

attha vardnadslratt
to have custody-right

‘to have right to custody’
(0)

barntillsynsproblem

barn tilllsyns  problem
child supervision problem

‘child supervision issue’

4.3.2 Reflexive Particle Verbs

PARSEME recognizes several subtypes of
VMWEs, including idiomatic particle verbs
(IVPCs) and inherently reflective verbs (IRVs). In
Swedish, it is common for verbs to take both a
particle and a reflexive, as in (7) and (8). However,
there is no specific category for this combined
category; they thus need to be annotated as verbal
idioms (VIDs), which is the only possible category
for verbs with more than one argument. We
would advocate for the inclusion of an IVPC-IRV
category for these cases in PARSEME. This issue
would also need to be discussed in connection with
inherently adpositional verbs (IAVs), currently
experimental and not annotated for Swedish, since
they can also be combined with reflexives and
particles, as in sla sig ihop med (lit. ‘hit oneself
together with’) ‘gang up with’.

(N

att bry sig om
to care oneself about

‘to care about’

34

®)

attta med sig
to take with oneself

‘to bring’

4.3.3 Splittability of Multiword Tokens

The updated guidelines for determining whether a
compound word is an MWE candidate (see Section
4.2) build on splittability, but it is not always clear if
a certain compound token is splittable or not. Many
compounds, especially adverbial compounds, orig-
inate from a co-occurrence of two separate tokens
that develop a new, compositional sense, and are
accordingly written together as one token more
frequently. For instance, dverlallt (lit. ‘over every-
thing’) ‘everywhere’ originates from the two words
‘over allt’, but it cannot be used in a split form
anymore, and it is thus not an MWT according to
release 2.0 guidelines. In other cases, as with ildag
(lit. “in day’) ‘today’ the compositional sense ‘to-
day’ can correctly be written also as two separate
tokens, ‘i dag’, which means that the form ‘idag’
is considered an MWT, according to the splittable
rule.

S Comparison of Germanic Language
MWEs

To further contextualize the Swedish MWE anno-
tations, we compare the MWE distribution across
MWE types with that of other Germanic languages.
Since not all languages are available in each re-
lease, we select the latest release for each Germanic
language present in PARSEME: English 1.2, Ger-
man 1.3, and Dutch 2.0. We compare this with
the two largest Swedish releases, 1.3 and 2.1. Ta-
ble 6 contains an overview of this comparison for
verbal MWEs, and Table 7 contains an overview
for Swedish 2.1 and Dutch 2.0, which also contain
other MWE types. Some languages annotated the
experimental IAV category (Dutch, 80 instances;
English, 71 instances), which are not present in the
other treebanks. For better comparability, these are
excluded from the tables and analysis.

For all languages except English, as expected,
the proportion of MWTs is quite high, around 30%.
We note that our Swedish guidelines from release
2.1 give an MWT proportion that is more similar to
German and Dutch than the permissive rules from
release 1.3. We also note that the MWT propor-
tion for types other than VMWE:s is considerably
higher for Swedish than for Dutch, with a large
difference for many categories , such as NIDs (97%
versus 13%) and AVs (100% versus 11%). This



Total %MWT | IRV IVPC.full IVPCsemi LVCfull LVC.cause MVC VID
Swedish 1.3 3155 51.2 7.5 46.3 18.7 13.2 0.3 0.0 14.0
Swedish 2.1 2275 27.7 | 13.0 255 17.2 220 1.3 00 21.1
Dutch 2.0 251 26.9 6.0 36.7 3.6 12.7 1.2 0.8 39.0
German 1.2 4041 30.7 8.0 432 4.8 1.1 0.8 00 356
English 1.3 1043 0.35 0.0 35.3 5.1 31.9 4.9 49 179

Table 6: Distribution of VMWE:s for Germanic language releases in PARSEME and proportion of MWTs.

Total %MWT | AV AdjID AdpID AdviD ConjID DetlD IngID NID NV  Verbal
Swedish 2.1 4793 537 | 24 2.0 39 19.4 4.6 33 00 103 6.6 47.5
Dutch 2.0 527 256 | 2.8 1.3 3.1 20.1 1.5 44 04 6.8 4.6 54.5

Table 7: Distribution of MWEs for Germanic language releases in PARSEME and proportion of MWTs.

discrepancy calls for the synchronization of MWT
guidelines across the Germanic languages.

Among the non-verbal categories, there are no
major differences in distribution between Dutch
and Swedish, except that ConjID and NID are
more common in Swedish, which may interact
with the MWT decisions. For the distribution of
VMWEs, English, as expected, stands out from
the other Germanic languages, with no IRVs and a
high number of LVCs. Compared to Dutch and
German, Swedish release 2.1 has a higher pro-
portion of IVPC.semi and IRV, and a lower pro-
portion of IVPC.full. We believe that this is par-
tially due to guideline interpretations, which war-
rant a more in-depth comparison and discussion
for the coming releases. A notable difference be-
tween the languages is that Dutch and English have
annotated MVCs, whereas Swedish and German
do not. This is mainly due to the annotation of
expressions with (en) ‘let’/ (nl) ‘laten’, as in to
let someone know. While this construction exists
in Swedish (‘1ata’) and German (‘lassen’), it has
not been considered an MVC for those languages.
The PARSEME guidelines currently have detailed
language-specific MVC rules for Hindi and Chi-
nese, with only a single rule on lexical inflexibility
applicable to other languages. Our interpretation is
that the let construction does not pass this rule and
should be treated as a regular syntactic construc-
tion; however, this needs to be revisited in future
guideline discussions. English also includes ‘get
rid’ and ‘cross examine’ as MVCs.

6 Recommendations

Here, we summarize issues that we recommend

the PARSEME community to address in order to

strengthen the annotation framework.

Agreement Perform an in-depth analysis of the
inter-annotator agreement across languages in
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release 2.0, to see if there are general difficul-
ties across languages, and update the guide-
lines to address these issues.

Subtoken annotation Update the PARSEME
framework so that subtoken annotation can
be used for MWEs that include only a part
of a graphical word (See also Savary et al.,
2023b).

IVPC-IRV Create joint categories of VMWE
types that can co-occur, such as reflexives and
particles, and investigate how these classes
interact with the TAV class.

MWTs and particles To determine whether a to-
ken is an MWT or not, and to distinguish
particles from prepositions, create language-
specific rules where needed, and synchronize
these rules across languages.

Synchronize guidelines Synchronize the guide-
lines for Germanic languages, especially for
IVPCs and IRVs.

MVCs Improve the language-independent guide-
lines for MVCs and discuss the status of the
let construction.

7 Conclusion

We discuss the Swedish PARSEME corpus ver-
sion 2.1, and give a historical overview of previ-
ous Swedish PARSEME releases. We present an
overview of the Swedish annotations and discuss
Swedish-specific considerations, such as the han-
dling of particle verbs and multiword tokens. We
also provide an initial comparison of the annota-
tion of Swedish and other Germanic languages, re-
vealing some inconsistencies. The inter-annotator
agreement for Swedish is good for verbal MWEs,
but quite low for other types, which were recently
added to PARSEME. There is thus a need for a
renewed overview of the PARSEME guidelines for
Swedish as well as for other Germanic languages.
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Abstract

This paper presents the development of a
corpus of annotated multiword expressions
(MWESs) for Ukrainian. The resource covers
four major categories of MWEs: verbal, nom-
inal, adjectival/adverbial, and functional. We
describe the methodology used for data selec-
tion, the annotation scheme, and the procedures
employed during annotation. In addition, the
paper discusses some specific types of MWE
constructions, illustrating their usage with nu-
merous examples and addressing complex and
borderline cases. The resulting corpus is an
important resource for linguistic studies and
NLP tasks involving MWEs, and is publicly
accessible here.

1 Introduction

Multiword expressions (MWEs) — such as idioms,
light verb constructions, and collocations — play
a crucial role in both linguistic theory and natu-
ral language processing (NLP) (Constant et al.,
2017; Giouli and Barbu Mititelu, 2024). They
represent combinations of words whose meaning
cannot always be reasoned from their components
(non-compositional), and they are essential for ac-
curate parsing, translation, and lexical semantics.
The identification and correct processing of MWEs
have been shown to improve performance across a
wide range of NLP tasks, including machine trans-
lation, information extraction, and language mod-
eling. Therefore, the availability of high-quality
MWE-annotated corpora is very important for the
development of language technologies that can han-
dle idiomatic and non-compositional constructions
effectively (Savary et al., 2017).

For the Ukrainian language, MWE research con-
tinues to be fairly underexplored. However, despite
recent progress in Ukrainian NLP, there is still a
lack of systematically annotated data that repre-
sent the diversity and complexity of MWEs. This
gap is partly due to the linguistic characteristics
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of Ukrainian — a morphologically rich and syntac-
tically flexible language, where free word order,
inflectional variation, and the presence of MWE
variants make automatic identification of MWEs
particularly challenging. Moreover, the lack of ex-
isting linguistic resources limits the ability to train
and evaluate computational models for Ukrainian
MWE detection.

In this article, we describe our experience in cre-
ating, annotating, and analyzing a new corpus of
Ukrainian multi-word expressions as part of the
multilingual PARSEME shared task!. The cor-
pus includes manually annotated MWEs and is
designed to support both linguistic research and
computational modeling.

This article is structured as follows. Section 2
discusses how phenomena corresponding to mul-
tiword expressions in the PARSEME framework
are treated within different areas of traditional
Ukrainian linguistics, including phraseology, and
different branches of grammar. Section 3 describes
the corpus structure and data sources. Section 4
outlines the annotation scheme and process, as well
as the types of MWEs, with examples. Section 5
addresses complex and borderline cases, includ-
ing specific constructions not fully covered by the
PARSEME scheme, such as multiword particles,
challenging instances of inherently adpositional
verbs, multiword adpositions, and the variation ob-
served within MWEs, based on the results of the
corpus analysis. Section 6 concludes the article and
outlines plans.

2  Multiword Expressions in Ukrainian
Linguistics

In Ukrainian linguistics, the term MWE is still not
widely used. Different types of MWEs are studied
within both phraseology and grammar.

Firstly, Ukrainian phraseology traditionally ap-
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plies a narrow approach to fixed expressions,
which includes only phraseologisms proper (id-
ioms). Proverbs and sayings, language clichés,
etiquette formulas, phraseme-like constructions,
and other fixed expressions are not included in this
analysis (Alefirenko, 1988; Bilonozhenko et al.,
1993; Uzhchenko and Uzhchenko, 2005). Accord-
ingly, well-known Ukrainian phraseological dictio-
naries contain only idioms (Bilonozhenko et al.,
2003, 1993), while proverbs and sayings are com-
piled separately (Nomys, 1993). Under this tra-
ditional approach, most types of MWEs are not
represented in lexicographic resources and are not
considered in the development of computational
tools.

Secondly, various types of MWEs are partially
described across separate branches of Ukrainian
grammar under different terminological labels. For
example, light verb constructions (LVC) corre-
spond to periphrastic verb-noun constructions or
periphrastic predicates, studied within functional-
communicative or semantic syntax (Zahnitko,
2001; Sytar, 2010). The term adposition idiom
(AdpID) corresponds to what is called a sec-
ondary compound preposition in Ukrainian gram-
mar (Vykhovanets’, 1980; Vykhovanets’ et al.,
2017), or alternatively prepositional equivalent or
prepositional analogue (Luchyk, 2006; Zahnitko
et al., 2007; Kushch, 2008; Zahnitko et al., 2009).
Conjunction idioms (ConjID), known as secondary
compound conjunctions, are recognized as a dis-
tinct structural type of conjunctions (Vykhovanets’
et al., 2017) and are described lexicographically in
(Horodens’ka, 2007; Luchyk, 2006).

The definition of inherently adpositional verbs
(IAV) is closely related to the well-developed con-
cept of verbal valency in Ukrainian grammar, in-
cluding valency-determined obligatory argument
positions of the verbal predicate (Vykhovanets’,
1988; Zahnitko, 1996; Masyts’ka, 1998) and the
concept of verbal government, which has also been
lexicographically documented (Kolibaba and Fursa,
2025).

3 Corpus Design and Data Sources

Research on multiword expressions has attracted
increasing attention in recent decades, with multi-
lingual NLP initiatives — such as the PARSEME
shared tasks (Savary et al., 2017; Ramisch et al.,
2020) — establishing common typologies and anno-
tation standards for over 30 languages. These ef-
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forts have produced multilingual corpora that now
serve as essential benchmarks for automatic MWE
processing.

For Slavic languages, existing resources (e.g.,
for Polish, Czech, and Bulgarian) demonstrate that
rich morphology and flexible syntax consistently
complicate both annotation and automatic detec-
tion (Savary and Waszczuk, 2020; Stoyanova et al.,
2016; Pala et al., 2008). Until now, Ukrainian has
lacked a fully comprehensive systematically an-
notated MWE corpus. UD_Ukrainian-ParlaMint
(Shvedova et al., 2025) contains MWE informa-
tion partially through fixed dependency relations,
with heads annotated using ExtPos tags (exter-
nal POS feature indicating the effective part of
speech of an expression); however, this annota-
tion covers only two PARSEME categories (adjec-
tival/adverbial MWEs and functional MWEs)?.

3.1 Data Sources

All annotated data originate from the General Re-
gionally Annotated Corpus of Ukrainian (GRAC)?
(Shvedova, 2020). The selected texts come from
the Ukrainian Week newspaper (2013-2016), and
the data type is interview. Initially, the cor-
pus was automatically annotated using the UD-
Pipe 2 model for Ukrainian (ukrainian-iu-ud-2.15-
241121)*(Straka, 2018), providing lemmas, UPOS
and XPOS tags, and morphological features in
accordance with Universal Dependencies conven-
tions. Multiword expressions were then manually
annotated with the FoLiA Linguistic Annotation
Tool (FLAT)’, following the PARSEME MWE 2.0
guidelines.

3.2 Corpus Statistics

The current version of the corpus contains 12,078
sentences with a total of 198,555 tokens, includ-
ing 5,993 annotated multiword expressions. Each
document is enriched with metadata detailing its
source, genre, and publication year. Annotations
are provided in CoNLL-U format, ensuring com-
patibility with Universal Dependencies resources
and other corpus analysis tools.

The annotated MWEs are categorized as follows:
verbal — 2,804, nominal — 818, adjectival and ad-
verbial — 1,017, functional — 1,354, deverbal nouns
— 345, and idioms — 1,134.

Zhttps://universaldependencies.org/uk/feat/ExtPos.html
3https://uacorpus.org/
*https://ufal.mff.cuni.cz/udpipe/2/models
>https://flat.readthedocs.io/



It is important that our data consists of contempo-
rary journalistic texts containing newly emerging
multiword expressions that have not been docu-
mented in phraseological dictionaries. Ukrainian
phraseological dictionaries were compiled in the
late 20th and early 21st centuries, with their
primary sources being folklore and works of
Ukrainian literature from the 19th to 20th centuries.
Examples of such new expressions include vnu-
trisn’o peremiscena osoba ‘internally displaced per-
son’, tymcasovo okupovana terytorija ‘temporarily
occupied territory’, zeleni colovicky ‘little green
men’ (unmarked soldiers), hlyboka sturbovanist’
‘deep concern’ (diplomatic formality masking inac-
tion).

The corpus also contains colloquial variants
of fixed expressions, e.g., vymusenyj pereselenec’
‘forced migrant’, povna majacnja ‘complete non-
sense’, vse po fen-Suju ‘everything as it should
be’ (lit. ‘everything according to Feng Shui’), vid-
pravyty na try litery ‘tell someone to go to hell’ (lit.
‘send to three letters’).

At the same time, the annotated MWE set in-
cludes prepositional units that have not previously
been described in Ukrainian grammars or dictio-
naries, such as komitet u spravax nacional’'nostej
‘committee on nationalities’; na moment svoho
vidkryttja ‘at the time of its opening’; Riven’ it
pidtrymky kolyvajet’sja v korydori 60-70% ‘its sup-
port level fluctuates between 60 and 70%’.

Additionally, cases have been observed where
the meaning of well-known idioms has shifted; e.g.,
imperija zla ‘evil empire’, a phrase used by Ronald
Reagan in a 1983 speech to refer to the USSR, is
used in Ukrainian texts of recent years to denote
Russia as a country that continues the totalitarian
and imperial policies of the Soviet Union: — Why
do so few Russians sympathize with the Maidan?
— Because Russia is an empire. An evil empire.
A fragment of the Soviet Union, not yet ready for
something different. They want to rule over others;
the empire is still coursing through their blood.
(Ukrainian Week, 2014, our transl. from Ukr.)

Therefore, the created corpus can partly compen-
sate for the incompleteness of existing phraseologi-
cal and grammatical dictionaries of Ukrainian and
serve as a valuable resource for addressing various
NLP tasks.
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4 Annotation Scheme

The annotation scheme for the Ukrainian MWE cor-
pus follows the general principles of the PARSEME
Shared Task 2.0 guidelines®, with adaptations that
reflect the specific grammatical and lexical prop-
erties of Ukrainian. The goal of the scheme is to
maintain cross-linguistic compatibility while ac-
curately capturing constructions characteristic of
Ukrainian. Figure 1 presents an example of an
output file from our corpus and illustrates the cor-
responding format.

The Ukrainian MWE corpus is distributed in the
standard .cupt format. The linguistic annotation fol-
lows the cupt column structure. Lemmas (column
3), UPOS tags (column 4), XPOS tags (column
5), morphological features (column 6), as well as
syntactic heads and dependency relations (columns
7-8), are automatically generated using UDPipe 2.
The UPOS and FEATS columns follow the Uni-
versal Dependencies tagsets, while XPOS is likely
based on the AnCora tagset. Additional metadata
in the MISC column (column 10) is also automat-
ically provided. The PARSEME:MWE column
(column 11) contains manually assigned labels for
multiword expression categories, including VID,
LVC.full, LVC.cause, IRV, and the experimentally
annotated AV category. All automatic annotations
were produced using the UDPipe 2 model’.

In the following, we describe the main MWE
categories and subcategories, together with rep-
resentative examples of multiword expressions in
Ukrainian.

4.1 MWE Types

The top-level categories cover all syntactic types
of MWEs and include verbal MWEs (VMWEs),
nominal MWEs (NMWEs), adjectival and adver-
bial MWEs (AMWEs), and functional MWEs
(FuncMWEs). This comprehensive classification is
introduced in version 2.0 of the annotation guide-
lines, extending earlier versions of PARSEME that
covered verbal MWEs only.

During manual annotation, candidate multiword
expressions are classified using category-specific
decision diagrams. The annotation scheme distin-
guishes four major MWE classes: verbal, nominal,
adjectival/adverbial, and functional.

Verbal MWEs (VMWESs) are subdivided into
universal, quasi-universal, language-specific, and

®https://parsemefr.lis-lab.fr/parseme-st-guidelines/2.0/
"https://ufal.mff.cuni.cz/udpipe/2/models



# source_sent id = . . news-69-27

# text = V|ToM camvum|gac Hama HeMOKpaTiHIpOSHaHaSThCH Ha prBKMI
T

1 v v ADP Spsa Case=Acc 4 case _ _

2 Toi To DET Pd--mnsaa Animacy=Inan|Case=Acc|Gender=Masc|Number=Sing|PronType=Dem 4 det _ _ 1:DetID

3 caMuit camMmit DET Px--mnsaa Animacy=Inan|Case=Acc|Gender=Masc|Number=Sing|PronType=Prs|Reflex=Yes 4 det _ _ 1
4 yac gac NOUN Ncmsan Animacy=Inan]|Case=Acc|Gender=Masc|Number=Sing 7 obl _ _ *

5 Hama Ham DET Ppslf-sna Case=Nom|Gender=Fem|Number=Sing|Person=1|Poss=Yes|PronType=Prs 6 det _ _ *

6 IeMOkpaTiA @HemokpaTia NOUN Ncfsnn Animacy=Inan|Case=Nom|Gender=Fem|Number=Sing 7 nsubj _ _ *

7 posnanaeTbca posnanatucsa VERB Vmpip3s Aspect=Imp|Mood=Ind|Number=Sing|Person=3|Tense=Pres|VerbForm=Fin 0 root
8 Ha Ha ADP Spsa Case=Acc 9 case _ _ 2

9 IPYSKM IOpy=2Ka NOUN Ncmpan Animacy=Inan|Case=Acc|Gender=Masc|Number=Plur 7 obl SpaceRAfter=No 2

10 . PUNCT ) _ 7 punct *

Figure 1: The output format of the Ukrainian MWE corpus is illustrated below using a sample sentence: U foj samyj
¢as nasa demokratija rozpadajet’sja na druzky. ‘At the same time, our democracy is falling apart.” In this example,
the multi-word expressions toj samyj ‘the same’ (DetID) and rozpadajet’sja na druzky ‘falling apart’ (VID) are

annotated (MWEs are in red blocks).

an optional experimental category. Universal
VMWE:s include light verb constructions and
verbal idioms, while quasi-universal categories
cover inherently reflexive verbs, idiomatic verb-
particle constructions, and multi-verb construc-
tions. Language-specific categories are defined
separately for each language, and an experimental
category is introduced for inherently adpositional
verbs.

Nominal MWEs (NMWEs) comprise nominal
idioms, pronominal idioms, and deverbal nominal
MWESs derived from verbal MWEs, inheriting their
subcategorization.

Adjectival and adverbial MWEs (AMWEs)
include adjectival idioms, adverbial idioms, and
deverbal MWEs derived from verbal constructions.

Finally, functional MWEs (FuncMWEs) form
auniversal class and include determiner, adposition,
conjunction, and interjection idioms.

More details about the MWE subtypes and ex-
amples can be seen in Table 1.

This typology ensures comprehensive coverage
of syntactic and functional MWE types, providing
a consistent framework for manual annotation and
supporting subsequent computational processing.

Fig. 2 shows the distribution of Ukrainian multi-
word expression types by frequency. The vertical
axis lists the MWE types, while the horizontal axis
represents the number of occurrences of each type
in the corpus.

The distribution is uneven and highly skewed.
The most frequent type is IAV, which clearly dom-
inates all other categories with more than 1,200
instances. Other high-frequency types include
LVC.full, AdpID, and AdvID, each represented
by several hundred occurrences.

A noticeable but lower frequency is observed for
VID and NID, which form a medium-frequency
group. In contrast, many MWE types (such as
AV.LVC.cause, IVPC.full, MVC, and NV.VID) are
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represented by only a few instances.

Overall, the diagram demonstrates a long-tail dis-
tribution typical of linguistic data: a small number
of MWE types account for the majority of occur-
rences, while most types occur rarely.

4.2 Annotation Process

Annotation was performed manually by two lin-
guists using the FLAT annotation platform®. The
annotators followed detailed written guidelines de-
rived from the PARSEME framework®. Ambigu-
ous cases and borderline expressions were dis-
cussed collaboratively to ensure consistency.

4.3 Quality Control and Agreement

To assess annotation reliability, a subset of 20 files
was independently annotated by two researchers.
Inter-annotator agreement (IAA) was calculated
using the MWE-based F-measure (Savary et al.,
2017), resulting in an MWE-based F-score of 54.
Disagreements were resolved through discussion
and guideline analysis.

The evaluation of MWE annotation shows sig-
nificant variation across categories, with functional
expressions showing the highest reliability. AdpID
and AdvID achieved the most robust results, with
F1-scores of 0.845 and 0.754 respectively, suggest-
ing that adpositional and adverbial idioms are more
easily identifiable in Ukrainian. Conversely, verbal
constructions such as IAV and LVC.cause suffer
from a severe recall gap (0.158 and 0.156), where
high precision indicates that while annotations are
accurate, a vast majority of instances remain unde-
tected. More detailed information about the eval-
uation scores for each MWE class can be seen in
Figure 3.

8https://flat.readthedocs.io/en
*https://parsemefr.lis-lab.fr/parseme-st-guidelines/2.0/



Type / Subtype

Examples / Description

LVC.full Semantically bleached verb (e.g., vyslovyty zaperecennja ‘to raise an objection’)

LVC.cause Verb adds causative meaning (e.g., sprycynyty rujnuvannja ‘to cause destruc-
tion’)

VID Verbal idioms (e.g., skakaty v hre¢ku ‘to commit adultery’, lit. ‘to jump into
buckwheat’)

IRV Inherently reflexive verbs (e.g., dozvolyty sobi ‘to afford’, lit. ‘to allow oneself”)

IVPC full Multi-verb constructions (e.g., daty (komus’) zrozumity ‘let someone know /

IVPC.semi MVC make clear’)

IAV (experimental)  Inherently adpositional verbs (e.g., vplyvaty na ‘influence smth.”)

NID Nominal idioms (e.g., prymxa doli ‘whim of fate’)

PronID Pronominal idioms (e.g., odyn odnoho ‘one another’)

NV Deverbal nominal MWEs derived from VMWE:s (e.g., znjattja sankcij ‘lifting
of sanctions’)

AdjID Adjectival idioms (e.g., tak zvanyj ‘so-called’)

AdvID Adverbial idioms (e.g., ostannim casom ‘recently’, lit. ‘in recent times’)

AV Deverbal AMWEs derived from VMWEs (e.g., ozbrojenyj do zubiv ‘heavily
armed’, lit. ‘armed to the teeth’)

DetID Determiner idioms (e.g., toj ¢y insyj ‘a particular’, lit. ‘one or another’)

AdpID Adposition idioms (e.g., pid ¢as ‘during’, lit. ‘under time’)

ConjID Conjunction idioms (e.g., dlja toho, $¢ob ‘in order to’ lit. ‘for that to’)

IngID Interjection idioms (e.g., Slava Bohu! ‘Thank God!”)

Table 1: Classification of multiword expression types with their main categories and examples.

5 Discussion

In this section, we discuss several notable features
and challenges encountered during the annotation
of Ukrainian MWEgs, highlighting patterns that may
be relevant for other Slavic languages and suggest-
ing potential extensions to the existing classifica-
tion framework.

5.1 Particle Idioms

Our annotation experience with Ukrainian MWEs
suggests that the current classification employed
in the project would benefit from the inclusion of
an additional type, Particle Idioms (PartID). The
news corpus contains a considerable number of
multiword particles that, during annotation, were
assigned to the Other category: vse 7 taky ‘after all
/ still / nevertheless’, navrjad ¢y ‘hardly / unlikely’,
xiba §¢o ‘unless / except perhaps’, xoc¢ by ‘at least’,
xoca b ‘at least’, etc.

We assume that multicomponent (compound)
particles are not specific to Ukrainian alone (Zah-
nitko and Karataieva, 2012), but are also charac-
teristic of other Slavic languages; cf. Czech kéZ
by ‘if only / I wish’, jesté aby ‘as if (... were to)’:
Czech.: KéZ by se mu to povedlo! ‘May he succeed
in this!” Jesté aby si stéZoval! Lit. ‘As if he were

42

to complain!’; idiomatic meaning: ‘He has no right
to complain.” Polish: Trzeba probowad, a nuz sie
uda? ‘You should try, what if it works?’ Pfowa
zwierzyna to bad? co bad? zwierzyna szlachetna.
‘An ungulate is, after all, a noble animal’, lit. bgd?
co bad? ‘be what be’.

During annotation, cases were found where
combinations such as particle+preposition, pro-
noun-+preposition, etc. are used as compound parti-
cles, i.e., in contemporary Ukrainian, they function
as Particle Idiom (PartID): Jaksco ljudyna xoce
provezty vodu, s¢odennyky, olivci, to do ¢oho tut
Sluzba bezpeky? ‘If a person wants to transport wa-
ter, diaries, pencils, what does the Security Service
have to do with it?” S¢o za dyvyna taka xova-
jet’sja za cym terminom, my §¢e pohovorymo nyZce.
‘What kind of wonder lies behind this term, we
will discuss below.” Novyny ne dyvijusja — $¢os’
meni ne do nyx. ‘1 don’t watch the news — I am not
in the mood for it’.

These cases are a zone of intersection between
MWESs and phraseme constructions. In the COST
Action CA22115'© Memorandum is indicated that
phraseme construction (PhraCons) is a construc-
tion that "consist of one or more lexically fixed

Yhttps://www.phraconrep.com/
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Figure 2: Distribution of Ukrainian MWE types by frequency.

element/s (=anchor/s) and one or more open slot/s
(Dobrovol’skij, 2011). The slots must be filled
by lexical elements (=fillers) according to lexical,
grammatical, communicative, stylistic and into-
national rules. Although PhraCons are partially
schematic, they have an abstract overall meaning
that is usually idiomatic, which means it cannot be
attained simply by adding up the meanings of its
constituents". This specific type of construction
is the focus of COST Action CA22115 - A Multi-
lingual Repository of Phraseme Constructions in
Central and Eastern European Languages (Phra-
ConRep) (Braxatorisovd, 2024), where Ukrainian
is among the 15 languages under study. The
structural, semantic, and pragmatic properties of
phraseme constructions in Ukrainian from the per-
spective of construction grammar are described in
(Sytar, 2017). It should be noted that in such con-
texts the phraseme construction is broader than the
MWE: the phraseme construction corresponds to
the pattern Ny ne do Ngen (Meni ne do novyn. ‘1
am not in the mood for news.”), whereas the MWE
is limited to ne do.
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5.2 Inherently Adpositional Verb (IAV)

As shown in Figure 2, our text corpus revealed
1,209 contexts of inherently adpositional verbs
(IAVs), which constitutes the absolute majority,
exceeding the predictably frequent nominal, adver-
bial, and verbal idioms (912, 815, and 523, respec-
tively). Cases of special optional and experimen-
tal inherently adpositional verbs (or prepositional
verbs) caused the greatest difficulties and required
discussion and agreement among annotators.

According to the project documentation, this
MWE type encompasses two groups of cases: "It
consists of a verb or VMWE and an idiomatic se-
lected preposition or postposition that is either al-
ways required or, if absent, changes the meaning of
the verb or VMWE significantly."!! Both subtypes
are present in Ukrainian:

a) verbs with mandatory postverbal prepositional
complement: asocijuvatysja z+Ins 'to be asso-
ciated with smth.’, vplyvaty na +Acc ‘to influ-
ence smth.’, gruntuvatysja na+Dat ‘to be based
on smth.’, naraZatysja na+Acc ‘to face smth.’.

b) polysemous verbs, which have different mean-
ings with and without a prepositional complement:

https://parsemefr.lis-lab.fr/parseme-st-
guidelines/2.0/index.php?page=iav#iav



BN Precision
- Recall
7 mmm F1Score

0.8+

0.6 4

Scores

0.4

0.2+

0.0 -
N
o°°\

¢

¢°°®

& ¢
o
&

®

&

Figure 3: Precision, Recall, and F1-score across Ukrainian MWE classes.

rozraxovuvaty+Acc ‘to calculate smth.” vs. rozrax-
ovuvaty na+Acc ‘to count on smth.’, zvil’nytysja
‘to become vacant’ vs. zvil’nytysja vid+Gen ‘to get
rid of smth.’.

Moreover, in the Ukrainian material we can iden-
tify polysemous verbs that occur both without a
prepositional complement and with different prepo-
sitional complements in different meanings, cf.:
tjaZity ‘to gravitate’, tjaZity nad+Ins ‘to weigh upon
smth.’, tjazZity do+Gen ‘to gravitate towards smth.’

Finally, the theoretically well-developed con-
cepts of valency-predicted obligatory position and
valency-predicted optional position (Vykhovanets’,
1993; Zahnitko, 2001) proved difficult to differen-
tiate in practice. Firstly, this is due to the possibil-
ity of ellipsis — the omission of certain structural
components in a sentence, including prepositions,
which can be easily recovered from context, cf.:
Firmy konkurujut’, s¢ob prodaty teplo v merezu.
‘Companies are competing for the right to sell heat
to the network.” (i.e. Firmy konkurujut’ odna z
odnoju ‘Companies compete with one another’ =
Firmy konkurujut’ miz soboju ‘Companies com-
pete among themselves’). Secondly, in colloquial
speech and social media posts, verbs may be used
without their prepositional complements in non-
normative way, cf.: To zaleZyt’ vid bahat’ox ¢yn-
nykiv. ‘It depends on many factors.” (normative)
vs. To zaleZyt’. ‘It depends’ (colloquial). 7o za-
lezyt’ vid toho, jak pytaty. ‘It depends on how
you ask.’ (normative) vs. To zaleZyt’, jak pytaty.
(Twitter 2017; colloquial, prepositional comple-
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ment omitted).

5.3 Adposition idiom (AdpID)

A distinctive feature of Ukrainian MWE:s is the
significant number of secondary multi-component
(compound) prepositions (Adposition idiom (Ad-
pID)): u meZax spravy *within the scope of pro-
ceedings’, za pidsumkamy vizytu ‘based on the
results of the visit’. This is the third most common
class of MWEs, comprising 865 units (see Figure
2). Such units reflect the processes of grammati-
calization and phraseologization that are ongoing
in the current stage of Ukrainian language develop-
ment. For more information on the expansion of the
group of secondary prepositions in Ukrainian, see
(Zahnitko et al., 2007; Sytar and Zahnitko, 2025).

Similar processes within the prepositional and
conjunctional subsystems of Ukrainian are note-
worthy, and one can conclude that these units com-
pete, cf.: nezvaZajucy na partiju ‘regardless of
party’ (preposition) vs. nezvaZajucy na te, xto
do jakoi partii naleZyt’ ‘regardless of who be-
longs to which party’ (conjunction); nezalezno vid
rivaja osvity ‘regardless of education level’ (prepo-
sition) vs. nezalezno vid toho, jakyj riven’ osvity
vin maje ‘regardless of what education level he
has’ (conjunction); vidpovidno do real’nyx doxodiv
‘according to actual income’ (preposition) vs. vid-
povidno do toho, jaki ix real’ni doxody ‘according
to what their actual income is’ (conjunction), etc.



5.4 Variants of Idioms

Despite the fact that one of the characteristics of
MWE:s is their fixedness or limited flexibility, vari-
ants of idioms that are easily identified by native
speakers and do not alter the holistic meaning of
MWEs have proven to be characteristic of contem-
porary Ukrainian. However, this very variability of
MWESs can complicate their automatic identifica-
tion in text and the performance of other NLP tasks.
According to our observations, idiom variants arise
through the following transformations:

a) constructions with zero copula, typical of
Ukrainian and other East Slavic languages: Istyna
zavZdy poseredyni. ‘The truth always lies in the
middle.” U straxu velyki oci. ‘Fear has big eyes.’
We classified such cases as verbal MWEs despite
the formal absence of the verb.

b) introduction of additional components into
MWESs: verbal phrase prolyty svitlo ‘to shed light’
modified by the adverbial particle troxy ‘a lit-
tle’: U rozmovi vin prolyv troxy svitla na per-
spektyvy ukrains’kyx bankiv ‘In conversation, he
shed some light on the prospects for Ukrainian
banks.” The verbal phrase povernutysja na Olimp
‘return to Olympus’ is modified by the introduc-
tion of the possessive adjective kyivs’kyj: povernu-
tysja na kyivs’kyj Olimp ‘return to the Kyiv Olym-
pus’. Common nominal idioms krok upered ‘step
forward’ and krok nazad ‘step back’: Te, s¢o my
robymo, - krok upered, try vbik, potim odyn nazad.
‘What we are doing is one step forward, three
steps to the side, then one step back.’

¢) replacement of components: the biblical ex-
pression prodaty za mysku socevycnoi jusky ‘to
sell (something) for a bowl of lentil stew’ is trans-
formed into prodaty za tarilku borscu ‘to sell
(something) for a plate of borshch’ (a traditional
Ukrainian dish): Such propaganda exploits the
servile mentality of the “nostalgic Soviet type”,
who is willing to sell freedom for a plate of borshch
(Ukrainian Week, 2014; our transl. from Ukr.).

d) omission of components: In the verbal phrase
zaxyscaty cCest’ [svoho] mundyra ‘to defend the
honor of [one’s] uniform’, the noun for ‘honor’ is
omitted in the interview text: Vony [pracivnyky
sylovyx struktur] duze zaxyScajut’ svij mundyr.
‘They [law enforcement officers] strongly defend
their uniform’.

Special attention was required during annotation
for cases in which multiple types of MWEs were
combined: Amerykans’ka delehacija vxodyt’ do
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skladu Parlaments’koi asamblei “The American
delegation forms part of the Parliamentary Assem-
bly.’: vxodyt’ do+Gen ‘to be part of smth.” is an
inherently adpositional verb, and do skladu+Gen
is an adposition idiom, ‘in smth.’, lit. ‘into the
composition of smth.’. Centr protydii teroryzmu
ta hibrydnym zahrozam sprjamovuje svoi zusyllja
na vidbyttja kiberatak ‘The Center for Countering
Terrorism and Hybrid Threats directs its efforts to-
ward repelling cyberattacks.’: spriamovuje zusyllja
‘directs efforts’ is a light verb constructions, and
sprjamovuje na ‘directs toward’ is an inherently
adpositional verb.

These observations highlight the complexity of
MWE phenomena in Ukrainian and point to areas
requiring further investigation and annotation im-
provement. Currently, the annotation scheme does
not provide a mechanism to link the variants as al-
ternative forms of the same multiword expression.
In future work, it would be beneficial to incorporate
this functionality into the annotation framework.

6 Conclusions and Future Plans

The obtained results show an imbalance in the dis-
tribution of MWE types in Ukrainian interview
texts. On the one hand, this imbalance highlights
specific features of Ukrainian phraseology and
grammar. On the other hand, these findings require
further validation on a larger corpus and through
the inclusion of data from other text styles.

The analysis of Ukrainian data also indicates
the need to refine the existing MWE classification.
In particular, we propose introducing a separate
category within functional MWEs, namely Particle
Idioms.

As a direction for future research, we plan to
identify and analyze cases involving overlaps be-
tween different MWE types, which will contribute
to a more precise and comprehensive description
of multiword expressions in Ukrainian.

These findings and future research directions are
enabled by the creation of a dedicated Ukrainian
MWE resource. With the expansion of PARSEME
in 2025 to include additional MWE types and
languages, Ukrainian became part of the shared
task for the first time. Supported by the UniDive
project'?, we successfully integrated Ukrainian into
this international initiative. Based on established
annotation guidelines and previous linguistic re-
search, the resulting resource represents the first

Phttps://unidive.lisn.upsaclay.fr/



comprehensive corpus of Ukrainian multiword ex-
pressions and supports both theoretical research
and computational modeling.

Limitations

The presented resource has several limitations that
should be mentioned. First, the size of the corpus is
still relatively small compared to MWE datasets for
Romanian, Hebrew, and Polish languages (more
than 13,000 MWEs). Although it is useful for ini-
tial research, some rare constructions may not be
well represented. In the future, the corpus should
be expanded to include more text types and topics.

Second, even though the annotation scheme fol-
lows the PARSEME Shared Task 2.0 guidelines,
some Ukrainian-specific constructions do not fit
perfectly into the existing categories. In such cases,
annotators had to rely on internal decisions, which
may lead to small inconsistencies or unclear bor-
derline cases.

Third, the automatic linguistic annotation pro-
duced by UDPipe 2 (such as tokenisation, lemmas,
POS tags, or dependencies) may contain errors.
While MWEs were annotated manually and inde-
pendently of these layers, such automatic mistakes
can still influence how some expressions are inter-
preted.

Finally, the annotation was carried out by a small
group of annotators. Although they worked to-
gether and discussed difficult cases to ensure con-
sistent decisions, involving more annotators and
calculating formal inter-annotator agreement in fu-
ture work would further increase the reliability of
the resource.

These limitations point to several directions for
improvement, such as extending the corpus, re-
fining annotation rules, and adding more quality-
control procedures.
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Abstract

This study investigates whether eye-tracking
measures predict if a word is the final token
of a multi-word expression (MWE), focusing
on two understudied MWE types: fixed ex-
pressions (e.g., due to) and phrasal verbs (e.g.,
turn out). Using mixed-effects logistic regres-
sion, we compared tokens in MWE contexts
with the same tokens in non-MWE contexts.
Results reveal a clear difference in processing.
For fixed expressions, reading-time measures
significantly predict MWEhood. In contrast,
phrasal verbs show no consistent predictive ef-
fects. Additionally, we compared the reading-
time models to models that included GPT-2
surprisal as a predictor. While surprisal does
predict MWEhood, it fails to capture the dis-
tinction between types. These findings high-
light the need to consider MWE typology in
models of formulaic language processing.

1 Introduction

Across languages, certain word combinations,
known as multi-word expressions (MWEs), are
conventional patterns associated with specific
meanings or connotations. MWEs take diverse
forms, ranging from structurally fixed idioms with
figurative meanings (e.g., break the ice), to com-
pounds (e.g., sea water), which vary in composi-
tionality, and phrasal verbs (e.g., carry out), which
can be either compositional or idiomatic and are of-
ten lexically productive (Avgustinova and lomdin,
2019).

MWEs are ubiquitous because they enhance lan-
guage efficiency through predictable transitions be-
tween words. Highly conventionalised MWEs can
be retrieved holistically from the lexicon rather
than incrementally processed, providing a process-
ing advantage over novel sequences (Siyanova-
Chanturia et al., 2017). From a communicative
perspective, MWEs reduce cognitive load for lan-
guage users, serving as devices that streamline pro-
cessing and facilitate comprehension (Conklin and
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Schmitt, 2012). Many studies have demonstrated
the processing advantages of MWEs using eye-
tracking and event-related potentials (ERP). These
studies show that MWE:s are generally read and pro-
cessed more efficiently than novel sequences, with
facilitation influenced by factors such as frequency,
predictability, familiarity, and type-specific prop-
erties (e.g., Siyanova (2010); Carrol and Conklin
(2020); Kessler et al. (2021)).

As shown by Carrol and Conklin (2020), dif-
ferent types of MWEs exhibit different cognitive
processing patterns. In the present study, we fo-
cus on two types: fixed expressions (e.g., due to,
out of ) and phrasal verbs (e.g., turn out, rush in).
These small lexical units have been understudied in
research on MWE processing. Our analysis focuses
on the final token of each sequence because MWEs
are characterized by highly predictable transitions
between constituent tokens. This predictability ad-
vantage is expected to manifest most clearly at the
final token, which is processed more rapidly when
it completes an MWE than when the same token
appears in a non-MWE context. To do this, we
compare tokens appearing in MWEs with the same
tokens when they occur in non-MWE contexts. Ad-
ditionally, we compare the results obtained using
reading-time predictors with models based on sur-
prisal estimates from a large language model, to
examine whether the surprisal behaviour of the fi-
nal token also differs according to MWE type.

2 Related Work

Eye-tracking studies have long shown that gaze
patterns are sensitive to linguistic and contextual
factors, including lexical frequency, verb complex-
ity, and ambiguity (Rayner (1975); Rayner and
Duffy (1986); Rayner et al. (2012)), providing a
foundation for understanding real-time processing
of multi-word expressions (MWESs) and formulaic
language.
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Frequency strongly influences MWE processing.
Siyanova (2010) found that high-frequency MWEs
are processed more efficiently by native speakers,
whereas non-native speakers benefit mainly from
very high-frequency items. Conklin and Schmitt
(2012) review evidence that MWEs are generally
read faster than novel sequences, with speed modu-
lated by frequency, predictability, and transparency.
Pellicer-Sanchez and Perez (2024) similarly high-
light frequency, familiarity, predictability, and de-
composability as robust predictors of processing
ease, especially for L1 readers.

Different MWE types exhibit distinct patterns.
Carrol and Conklin (2020) reported a general pro-
cessing advantage for idioms, binomials, and col-
locations, with type-specific effects: idioms were
sensitive to frequency, familiarity, and decompos-
ability; binomials to predictability and semantic
association; collocations to mutual information.
Kessler et al. (2021) extended this to spoken idioms,
showing listeners fixate predicted completions and
early semantic associates, with ERP data indicating
facilitated processing for correct completions.

Late gaze measures, including regressions and
re-reading, reliably distinguish MWESs from novel
sequences. Rohanian et al. (2017) showed that
combining gaze features with part-of-speech and
frequency enables computational models to predict
MWESs, consistent with findings that early gaze
measures are less informative (Siyanova-Chanturia,
2013).

The predictability of a final MWE element can
also be formalized with surprisal, the negative log
probability of an event (Shannon (1948)), with
higher surprisal leading to longer fixations. Onnis
and Huettig (2021) applied this to MWEs, showing
that frequent and predictable sequences are easier
to integrate, whether stored as chunks or composed.
Moreover, Alves et al. (2025) show that the nega-
tive surprisal slope over token sequences is a strong
predictor of MWEhood.

In this study, we focus on two under-studied
MWE types, using regression models to examine
whether reading-time measures predict MWEhood.
We also compare these effects with surprisal esti-
mates from a large language model, which have
been shown to predict reading times (Wilcox et al.,
2023).
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3 Methodology

3.1 Data

We used two eye-tracking corpora: UCL (Frank
et al., 2013) and Provo (Luke and Christianson,
2018).

The UCL dataset includes self-paced reading
times and eye-tracking data from 361 English sen-
tences drawn from three novels. The participants
were native speakers and first-year psychology stu-
dents (104 self-paced readers and 42 eye-tracking
participants; mostly native speakers). Reading-
time measures include word-by-word response
times, first-fixation, first-pass gaze duration, and
total fixation.

The Provo Corpus contains eye-tracking data
from 84 native English-speaking adults reading
55 short passages (134 sentences, 2,745 words)
from news, fiction, and popular-science texts. Mea-
sures include fixation durations, number of fixa-
tions, skipping, regressions, and cloze-based pre-
dictability norms. Unlike isolated sentence corpora,
Provo captures more naturalistic, continuous read-
ing, making it particularly suitable for studies of
predictive processing.

Sentences from both corpora were automati-
cally annotated using the Universal Dependencies
framework with Stanza (Qi et al., 2020) and the
combined English model. Fixed expressions and
phrasal verbs were identified from tokens labeled
as fixed and compound: prt, respectively, and as-
signed a value of 1 (MWE), while tokens with
the same surface form but different labels were
assigned 0 (non-MWE).

3.2 Reading-time Measures and Surprisal

In this study, we focus on three widely used
reading-time measures (Rayner, 1998). First fix-
ation duration refers to the duration of the initial
fixation on a word during first-pass reading. Gaze
duration is the sum of all first-pass fixations on a
word, while total fixation duration represents the
total time spent fixating on a word, including re-
gressions.

First fixation duration reflects early lexical ac-
cess, gaze duration captures lexical and syntactic
processing during initial reading, and total fixation
duration indexes later comprehension stages such
as reanalysis and integration difficulties (Rayner,
1998).

For the comparison of reading-time measures
with surprisal, we estimated the surprisal of each



word using the smallest GPT-2 model! (Radford
et al., 2019). We use GPT-2 because prior work
has shown that surprisal estimates from larger
transformer-based language models often provide
a poorer fit to human reading times than smaller
models, likely because increased capacity leads
to representations that diverge from human incre-
mental processing (Oh and Schuler, 2023). Sur-
prisal values were extracted using the surprisal?
Python library. Word-level surprisal was computed
by summing the surprisal values of the constituent
subword tokens.

3.3 Regression Models

We performed logistic mixed-effects regression
analyses in R, using Ime4 library (Bates et al.,
2015), to examine whether reading-time (RT) mea-
sures, tested one at a time, predict the likelihood
that a word is part of a multi-word expression
(MWEhood). Our analysis focusses specifically
on the final tokens that occur either in fixed expres-
sions or in phrasal verbs, comparing their behaviour
when they appear in MWE contexts versus non-
MWE contexts. For each token, we fitted a logistic
mixed-effects model with predictors including the
current word’s RT, word length, their interaction,
spillover RTs and word lengths of the two preced-
ing words, and random intercepts for participants
(Equation 1).

MWEhood;; ~ RT;; x WordLengch-j
+RTi7j,1 —+ RTZ"]‘,Q + WOI'dLel’lgthi,jil
+ WordLength; ;5 + (1 | Subject;)

)

The same type of regression was conducted in
a second step, replacing the reading-time measure
with surprisal estimates derived from a GPT-2 lan-
guage model for the occurrences of the MWEs in
the Brown corpus (Francis, 1965).

Finally, to complement our analysis, we calcu-
lated the pointwise mutual information (PMI) for
each fixed expression and phrasal verb identified
in the corpora’. The idea is to test whether PMI
values can account for the differences observed be-
tween the reading-time models and the surprisal
models.

"https://huggingface.co/openai-community/gpt2

2https ://pypi.org/project/surprisal/

3All MWEs extracted from the corpora for this study were
bigrams.
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4 Results
4.1 MWE Identification

From the parsed sentences of both corpora, we
extracted several MWEs. In the case of fixed ex-
pressions, six were identified in the UCL corpus;
however, for four of these, the final token did not
appear in a non-MWE context (e.g., at least, in
order). Consequently, only instead of and out of
were considered, with the preposition of as the
analyzed token. In the Provo corpus, nine fixed
expressions were identified, but only due fo and out
of had final tokens that also occurred in non-MWE
contexts.

Regarding phrasal verbs, seventy were extracted
from the UCL corpus. The ones retained for our
analysis included three with the particle on (knock
on, go on, and caught on), six with in (e.g., fill
in, step in), and seventeen with out (e.g., let out,
knock out). In the Provo corpus, fifteen phrasal
verbs were extracted, of which one had the particle
in (rush in) and five had out (turned out, help out,
dig out, built out, looked out).

4.2 Reading Time as MWEhood Predictor

Table 1 shows the significance and AIC values of
first fixation, gaze, and total fixation for the final
tokens of fixed expressions and phrasal verbs in the
UCL and Provo corpora, in predicting whether a
token is part of an MWE. Stars indicate statistical
significance (* p < 0.05, ** p < 0.01, *** p <
0.001, ns = not significant), and numbers in the
adjacent column represent the corresponding AIC
values of the regression models.

It is can be observed that reading-time measures
are statistically significant predictors of MWEhood
for fixed expressions in both corpora. The coeffi-
cients indicate, consistent with previous work, that
tokens are read faster when they form part of an
MWE. However, in contrast to earlier findings (cf.
Siyanova-Chanturia (2013)), we also find signifi-
cant and consistent effects for first-fixation dura-
tion, suggesting that MWE processing advantages
can emerge at earlier stages of lexical access than
previously reported.

On the other hand, for phrasal verbs, we ob-
served no significant effects (with the exception
of the particle out in the Provo corpus). Al-
though Kissane et al. (2024) reported that phrasal-
verb particles tend to be read more rapidly than
verb—preposition bundles, our results align with the
findings of Yaneva et al. (2017), who showed that


https://huggingface.co/openai-community/gpt2
https://pypi.org/project/surprisal/

Corpus Token MWE Type First Fix. AIC Gaze AIC Total Fix. AIC
Provo to Fixed Expression *ok 294 * 294 HAE 1959
of Fixed Expression * 107 ns 113 ns 491
UCL of Fixed Expression *k 522 *k 525 ns 531
Provo in Phrasal Verb ns 57 ns 57 ns 508
out Phrasal Verb ns 230 * 224 ns 1045
UCL on Phrasal Verb ns 513 ns 493 ns 504
in Phrasal Verb ns 655 ns 658 ns 661
out Phrasal Verb ns 806 ns 805 ns 805

Table 1: Significance and AIC values of reading-time measures for fixed expressions and phrasal verbs across
corpora. Stars indicate statistical significance (* p < 0.05, ** p < 0.01, *** p < 0.001, ns = not significant).

the final word in verb—particle combinations does
not differ in processing between MWEs and con-
trol phrases for either native or non-native speakers.
This is likely because readers often extract suffi-
cient information about particles before directly
fixating on them, resulting in high skipping rates.

In terms of AIC, models trained on the Provo
data show better predictive accuracy compared to
UCL models for first fixation and gaze duration.
However, when total fixation duration is used as a
predictor, the Provo-based models are less predic-
tive of MWEhood, suggesting that the status of the
token as part of an MWE has a stronger influence
during earlier stages of cognitive processing.

When replacing the reading-time measures in
equation 1 with surprisal estimates from GPT-2
(also for the previous tokens), we observe a signif-
icant effect (*** p < 0.001) for all tokens except
in. This suggests that surprisal does not distinguish
between MWE types in a way that reflects the cog-
nitive patterns observed in the eye-tracking data.
Additionally, the AIC values for models using sur-
prisal as a predictor are relatively high, over 3,000
for fixed expressions and over 1,200 for phrasal
verbs, indicating lower predictive accuracy com-
pared to models using reading-time measures as
predictors.

The differences observed in the reading-time
models may be due to structural differences be-
tween fixed expressions and phrasal verbs. While
the former function as grammatical units, the latter
behave as lexical items, which entails differences
in their overall cognitive processing. Moreover,
reading time reflects multiple stages of processing
such as lexical access, syntactic integration, and
comprehension, whereas surprisal is more limited,
capturing only how predictable a token is given the
preceding context. Table 2 presents the mean PMI
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values for the fixed expressions and phrasal-verb
particles included in our analysis.

Token MWE Type Mean PMI
to fixed 2.53
of fixed 3.81
on PV 3.42
in PV 1.65
out PV 3.94

Table 2: Mean PMI values for fixed expressions and
phrasal verbs.

Analysing the PMI values of the fixed expres-
sions and phrasal verbs shows that fixed expres-
sions and verb—particle combinations with out and
on generally show the highest PMI scores, although
some variability is evident (e.g., the low PMI of not
to, 0.81). In contrast, phrasal verbs with in show
the lowest PMI values, which may help explain the
lack of significant effects when using surprisal as a
predictor. Overall, these results indicate that PMI
alone cannot account for the differences observed
in the cognitive processing of fixed expressions and
phrasal verbs.

5 Conclusion and Future Work

This study examined whether eye-tracking mea-
sures predict whether a word is the final token of a
multi-word expression (MWE), focusing on fixed
expressions (e.g., due to) and phrasal verbs (e.g.,
go out). Logistic mixed-effects regression analyses
were used to compare reading-time measures for
tokens appearing in MWEs versus the same tokens
in non-MWE contexts.

The results reveal a clear processing distinc-
tion between these MWE types. For fixed expres-
sions, reading times, including early measures such
as first-fixation duration, significantly predicted



MWEhood. In contrast, phrasal verbs showed no
consistent reading-time differences. Additionally,
while surprisal estimates from GPT-2 generally pre-
dicted MWEhood, they did not capture this type-
specific distinction, and PMI values also failed to
account for the observed processing differences.

These findings highlight that MWE type matters:
fixed expressions, which function as grammatical
units, and phrasal verbs, which behave as lexical
items, engage distinct cognitive mechanisms de-
spite both being formulaic.

Although the present study focuses specific
classes of English MWEs, the proposed approach
is not inherently language-specific. It could be
extended to other languages by leveraging tokens
labelled as fixed in the Universal Dependencies
(UD) framework, which capture a wide range of
multiword expressions cross-linguistically. More-
over, while phrasal verbs are characteristic of En-
glish, the same methodology could be applied to
other MWE types, such as light verb constructions,
which are prominent in many languages.

Future work should extend this investigation to
additional eye-tracking corpora and other types of
MWEs not included in the present study.

Limitations

The findings of this study should be considered
in light of its limitations. First, the analysis re-
lies on data from only two eye-tracking corpora
(UCL and Provo), which constrains the number
and variety of multi-word expressions (MWEs)
available for examination. Consequently, many
fixed expressions and phrasal verbs were excluded
because their final tokens did not appear in com-
parable non-MWE contexts, reducing statistical
power and generalisability. Second, the findings
are specific to two MWE types (fixed expressions
and phrasal verbs); other important categories were
not tested with the same regression approach. Con-
sequently, idiomaticity, transparency, and semantic
compositionality are not examined in this paper.
Ideally, future eye-tracking experiments would in-
clude compounds in both compositional and non-
compositional contexts, enabling direct comparison
of reading-time measures.
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Abstract

In recent years, language models, both encoder-
only and generative, have been applied to a
variety of downstream NLP tasks, including
sequence labeling tasks like automatic multi-
word expression identification (MWEI). Mul-
tiple studies show that, in general, fine-tuned
encoder-only models like BERT tend to out-
perform pretrained generative LLMs on down-
stream tasks (Arzideh et al., 2025; Ochoa et al.,
2025; Bucher and Martini, 2024; Sebdk et al.,
2025). However, such comparisons are sparse
for MWEI, in particular for French, in part
due to the lack of comprehensive gold-standard
datasets. In this study, we address this research
gap by comparing CamemBERT with gpt-oss
and Qwen3 for MWETI, using the French subcor-
pus of the newly released PARSEME dataset.
CamemBERT outperforms both LLMs by large
margins in precision, recall, and F1. We com-
plement this numerical evaluation with a quali-
tative analysis of prediction errors.

1 Introduction

Multi-word expressions (MWESs) are prefabricated
sequences of words that tend to be stored and
processed as whole units in memory, rather than
composed online from their individual components
(e.g. briser la glace (break the ice), lors de (at the
time of), poser [une] question (ask [a] question)
(Siyanova-Chanturia, 2013; Siyanova-Chanturia
etal.,2017). MWE:s are ubiquitous in language and
are widely attested in different text types, making
automatic MWE identification (MWEI) a crucial
task in many natural language processing (NLP)
applications. At the same time, MWEI remains
a challenging problem due to the structural diver-
sity, variability, as well as semantic and syntactic
idiosyncrasies of MWEs.

In recent years, transformer-based encoder-only
language models have achieved strong performance
across a wide range of downstream NLP tasks, in-
cluding sequence labeling tasks like MWEI (Bello
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et al., 2023; Garrido-Merchan et al., 2023; Bui
and Savary, 2024; Labusch et al., 2019). In paral-
lel, generative large language models (LLMs) have
gained increasing attention since 2022 and are now
widely used by scholars for diverse NLP tasks, of-
ten in zero-shot or few-shot settings (Gilardi et al.,
2023; Tornberg, 2023).

Despite this progress, systematic comparisons
between fine-tuned pretrained models and gener-
ative LLMs for MWEI remain limited, particu-
larly for languages other than English. This pa-
per addresses this gap by comparing a fine-tuned
CamemBERT model (Martin et al., 2019) with two
open-source LLMs, gpt-o0ss-20b (OpenAl, 2025)
and Qwen3-32B-AWQ (QwenTeam, 2025), provid-
ing a focused evaluation in the context of automatic
identification of French MWE:s.

2 Related Work

Since the introduction of transformers technology
in 2017, pretrained encoder-only models like BERT
have proven to be powerful and versatile tools that
found their applications for MWEI as well. Fine-
tuned on gold-standard datasets, they show excel-
lent performance, achieving state-of-the art results
(Gombert and Bartsch, 2020; Premasiri and Ranas-
inghe, 2022). More recently, autoregressive LLMs
like GPT or Qwen also started to be used for non-
generative tasks, and researchers explored their ca-
pability to detect MWEs (Hashiloni et al., 2025;
Ide et al., 2025).

However, many endeavors in this field are only
tailored to detect MWESs in English (e.g., Schneider
et al. (2016)), which has much more training data
available in comparison to other languages. Ap-
proaches developed as part of PARSEME shared
tasks (Savary et al., 2017; Ramisch et al., 2020)
or using PARSEME data (Savary et al., 2023) do
foster multi-linguality and often consider French
MWEs (Bui and Savary, 2024). But PARSEME
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data released before 2025 only focused on verbal
MWEg, limiting considerably the scope of extrac-
tion.

For this reason, the recent publication of the
new PARSEME 2.0 corpora,! which extend MWE
annotation to all grammatical categories, is an im-
portant milestone in the MWEI task. Using the
French subcorpus of this dataset, we aim to address
the existing research gap in the analysis of perfor-
mance of masked models and LLMs in identifying
French MWEs of all types.

3 Data and Models

3.1 Data

We use the updated French subset of the newly
released data for PARSEME 2.0 shared task. In
comparison to the previous releases, which covered
only verbal MWE:gs, this dataset includes MWEs of
all structural types. Since annotated test data was
not available at the time this study was carried out,
we use the train split for fine-tuning and extrac-
tion of few-shot examples and subsequently test the
models on the dev split. Table 1 below summarizes
some statistics about the data, and Table 6 provided
in Appendix B gives an overview of MWE classes
represented in the dataset.

Split Sentences Tokens MWEs MWE Classes

train 3,357 80,559 4,604 16
dev 373 9,353 531 13
Table 1: Data overview.
3.2 Models

We use the large version of CamemBERT? (Martin
et al., 2019) as our main model for MWEI task.
CamemBERT is based on RoBERTa and has been
specifically trained on French data, making it ideal
for working with French MWEs. We further fine-
tune it for token classification using the train split
of the French PARSEME dataset. PARSEME an-
notations are converted to BIO format, preserving
the original tokenization, including split French
contractions. Table 3 illustrates how BIO annota-
tion was implemented. Fine-tuning is performed
for three epochs using the transformers® Python

1https ://gitlab.com/parseme/sharedtask-data/-/
tree/master/2.0/subtask1?ref_type=heads

2https://huggingface.co/almanach/
camembert-large

3https ://pypi.org/project/transformers/
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library, with the best hyperparameters selected via
grid search: a learning rate of Se-05 and a batch
size of 16 (see Table 2).

LR BS Precision Recall F1
2e-05 16 76 79 78
2e-05 32 .69 7371
3e-05 16 78 .83 .80
3e-05 32 74 18 .76
5e-05 16 .79 82 .81
5e-05 32 78 82 .80

Table 2: Grid search results.

Additionally, we use two open-source LLMs
for prompt-based MWEI: gpt-oss-20b* (OpenAl,
2025) and Qwen3-32B-AWQ (QwenTeam, 2025),°
which we will refer to as gpt-oss and Qwen for
brevity. Both models have strong multilingual ca-
pabilities, including in French. For instance, Qwen
shows similar performance on MMLU (Hendrycks
et al., 2021) and MMMLU® benchmarks, which
test models’ multitask language understanding in
English (MMLU) and other languages (MMMLU).
On MMMLU, Qwen outperforms other models of
similar size (QwenTeam, 2025). While gpt-oss
performs slightly worse on MMMLU in compari-
son to MMLU, it achieves one of the highest scores
in French among languages other than English
(OpenAl, 2025).

We prompt both models via the transformers
library using the text generation pipeline and set-
ting the temperature to 0.2 for more deterministic
responses. Qwen was prompted both with and with-
out reasoning, while for gpt-oss the reasoning was
set to medium. The prompt consisted of a system
message and a user message. The system message
described the models’ role, defined the MWEI task,
and provided examples (at least three per MWE
type). The user message included the instruction
to identify MWESs in the provided target sentence.
We tested two versions of the prompt: in the first
one, the models were required to return MWEs as
pipe-separated strings, while in the second one the
models were prompted to annotate each sentence
token following the BIO scheme. For the final ex-
periment, we chose the former because the latter
resulted in an extremely high proportion of invalid
responses. The full final prompt is provided in
Appendix A.

*https://huggingface.co/openai/gpt-oss-20b

5https: //huggingface.co/Qwen/Qwen3-32B-AWQ

6https: //huggingface.co/datasets/openai/MMMLU/
viewer/default


https://gitlab.com/parseme/sharedtask-data/-/tree/master/2.0/subtask1?ref_type=heads
https://gitlab.com/parseme/sharedtask-data/-/tree/master/2.0/subtask1?ref_type=heads
https://huggingface.co/almanach/camembert-large
https://huggingface.co/almanach/camembert-large
https://pypi.org/project/transformers/
https://huggingface.co/openai/gpt-oss-20b
https://huggingface.co/Qwen/Qwen3-32B-AWQ
https://huggingface.co/datasets/openai/MMMLU/viewer/default
https://huggingface.co/datasets/openai/MMMLU/viewer/default
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Table 3: Example of BIO labels compared to PARSEME labels. Original tokenization
is preserved. English translation of the example: Beyond this quarrel, the matter is sad.

4 Results

4.1 MWE Identification

We evaluate the models on MWE level with a
conservative procedure (i.e. full match with true
MWEs required), considering both macro and
category-specific performance. As shown in Ta-
ble 4, CamemBERT outperforms by large both LLMs,
achieving an F1-score of 0.74. Open Al’s gpt-oss
ranks higher than Qwen in terms of precision, how-
ever achieves considerably lower recall. This may
be due to a high proportion of invalid responses
delivered by this model. In 128 cases out of 373,
it either produced endless repetitions or generated
irrelevant text output. For comparison, the propor-
tion of invalid responses by Qwen is notably lower:
nine in the run without reasoning and 36 in the run
with reasoning. As expected, enabling the reason-
ing for Qwen improves the performance, albeit only
in terms of precision.

Model Precision Recall F1
CamemBERT 73 5 74
gpt-0ss .29 21 24
Qwen (no reasoning) 13 36 .19
Qwen <ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>