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Abstract

Existing humor datasets and evaluations
predominantly focus on English, leaving
limited resources for culturally nuanced humor
in non-English languages like Chinese. To
address this gap, we construct Chumor, the
first and the largest Chinese humor explanation
dataset. Chumor is sourced from Ruo Zhi Ba
(RZB, 5581 ), a Chinese Reddit-like platform
known for sharing intellectually challenging
and culturally specific jokes. We test ten
LLMs through direct and chain-of-thought
prompting, revealing that Chumor poses
significant challenges to existing LLMs, with
their accuracy slightly above random and
far below human. In addition, our analysis
highlights that human-annotated humor
explanations are significantly better than those
generated by GPT-40 and ERNIE, yh. We
release Chumor at https://huggingface.
co/datasets/MichiganNLP/Chumor, our
project page is at https://github.com/
MichiganNLP/Chumor-2.0, our leaderboard
is at https://huggingface.co/spaces/
MichiganNLP/Chumor-1leaderboard,

and our codebase is at https:
//github.com/MichiganNLP/Chumor-2.0.

1 Introduction

Humor is an intrinsic human trait that touches the
core of our social and emotional lives, making
it a rich field of study across various disciplines
(Lefcourt, 2001; Mihalcea and Strapparava, 2005;
Gelkopf et al., 2011; Hessel et al., 2023). With
the advent of Large Language Models (LLMs), re-
searchers have evaluated LLMs’ performance on
diverse tasks (Liu et al., 2023a; Deng et al., 2024;
Wau et al., 2023) and observed LLMs’ extraordi-
nary performance on many (Zhang et al., 2024b).
In contrast, researchers have observed that LLMs
still fail to understand humor (Ghanadian et al.,
2023). However, with all these studies on humor,

fCorresponding author of this work.

most evaluations remain in English (Radev et al.,
2016; Hasan et al., 2019). This presents a signif-
icant gap, particularly for non-English languages
like Chinese, where culturally nuanced humor un-
derstanding is unexamined.

In this paper, we try to bridge this gap by con-
structing Chumor, a funny and challenging Chinese
humor understanding dataset sourced from Ruo Zhi
Ba (RZB, “55%41"” in Chinese), a Chinese version
of Reddit platform known for sharing intellectu-
ally challenging and culturally specific jokes. This
platform provides a set of unique Chinese jokes
that incorporate the subtleties and intricacies of
Chinese humor. Table 1 provides examples of the
jokes from RZB. In addition, Bai et al. (2024) re-
veal that tuning LLMs on RZB data yields the best
performance on Chinese reasoning tasks compared
to other data sources, highlighting the significant
value of jokes from RZB.

Unlike existing datasets that focus on tasks such
as humor detection, punchline identification, or hu-
mor generation, Chumor addresses the challenge
of humor explanation. This involves not just iden-
tifying humor but understanding the reasoning be-
hind it, a task that requires both linguistic and cul-
tural knowledge. Specifically, Chumor tasks the
LLMs with determining whether an explanation
fully explains the joke. We source the explana-
tions from GPT-40 and ERNIE4 (10, and have the
entire dataset manually annotated by five native
Chinese speakers. We evaluate ten LLMs from
various model families, and reveal that all mod-
els perform poorly, lagging significantly behind
humans on Chumor. We observe that chain-of-
thought prompting does not necessarily improve
models performance and can sometimes confuse
their reasoning process. In addition, we conduct
a case study in which one of the authors anno-
tates the entire dataset, followed by A/B testing
conducted by six native Chinese speakers to com-
pare explanations from GPT-40 versus human, and
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Cultural

Desc.  Require knowledge of specific historical, social, or linguistic contexts.

Ex (zh) NHEIEAER BSBEHESE- Figure 6
: (en) Xiaoming got hair extensions during the first lunar month, which astonishingly brought his uncle back to life.

Situational

Desc.  Involve humor derived from specific contexts, irony, or narrative setups.

Ex (zh) EAH, JLIRBREE NSRRI A WS 7 L — BB A — 2R E - Figure 9
: (en) “Terrifying, the criminal suspect is right between the two of us,” said one bailiff to another in the defendant’s dock.

Pun-based

Desc.  Build on linguistic ambiguity and wordplay, require models to identify dual meanings.

Ex (zh) VR 7] LAfEsteam AR EIGTA, T LIZK/EDNA - Figure 7
. (en) You can find GTA on Steam, so water is DNA.

Homophonic

Desc.  Rely on phonetic similarities between words or phrases to create humor.

Ex (zh) REFVEME T, DR REEEY R E RS S A T - Figure 8
: (en) With the lard gone, Xiaoming had to pour the vegetable oil quickly to use it like lard.

Glyph-based

Desc.  Exploit the structural or visual elements of Chinese characters to create humor.

Ex (zh) TAEBHEEETL T, DA XD - Figure 10
: (en) I simplified the trolley problem (in traditional Chinese), now it’s the trolley problem (in simplified Chinese).

Cross-lingual

Desc.  Involve humor derived from linguistic or phonetic interplay across multiple languages.

b () WERTIRRE LT R, R T4 CH RS BRI, Figure 13

(en) Cao Cao, from atop the city tower, asked Xia Houdun, “What did you see?”” Xia Houdun replied, “I saw Ma Dai.”

Table 1: Different types of jokes. Descriptions (Desc.) explain humor mechanisms. Examples (Ex.) illustrate each
category. The corresponding explanations can be found in the referenced figures from the rightmost column.

ERNIE4 (1o versus human. Our results indicate
that human-annotated joke explanations are signif-
icantly better than those produced by GPT-40 or
ERNIE4.tyrbo (Figure 4), with LLMs yielding win-
ning rates of only 6.2% for GPT-40 and 5.3% for
ERNIE4.tyho compared to humans.

In summary, our contributions are threefold:

1. We construct Chumor, a funny and challenging
Chinese humor understanding dataset, which is
the largest Chinese humor explanation dataset.

2. We evaluate ten LLMs on Chumor and reveal the
significant challenges Chumor possesses. We
highlight that the best accuracy achieved by
LLMs is 60.3%, significantly lower than hu-
man’s score of 78.3%.

3. We demonstrate that chain-of-thought prompting
can hurt LLM’s performance in humor reasoning,
and that human-annotated joke explanations are
significantly better than those produced by GPT-
40 and ERNIE4 y1b0, urging future research on
culturally specific humor understanding.

2 Related Works

Humor Datasets. Humor analysis in natural lan-
guage processing (NLP) encompasses a wide range
of tasks, each focused on different aspects of humor.
For instance, researchers have proposed datasets

such as “16000 One-Liners” (Mihalcea and Strap-
parava, 2005), “Pun of the Day” (Yang et al., 2015),
and “Ted Laughter” (Chen and Lee, 2017) focused
on humor detection to determine whether a given
text is humorous or not. Datasets such as “Big
Bang Theory” (Bertero and Fung, 2016) aim at
pinpointing the punchline in a joke. Tasks for as-
sessing humor intensity include humor level rating,
comparison, and ranking. For example, datasets
like HumorNorm (Engelthaler and Hills, 2018) and
#HashtagWars (Potash et al., 2017) quantify humor
scores and compare comedic elements, while UR-
FUNNY ranks punchlines based on their perceived
impact. Datasets such as “Humicroedit” (Hossain
etal., 2019), “C3 (Wang et al., 2022), and “Talk-
Funny” (Chen et al., 2024) focus on humor genera-
tion, the task of generating or rewriting humorous
texts. In addition, we present a comprehensive
overview of the existing datasets related to humor
in Table 2. We highlight that most existing datasets
are in English. Chinese humor, on the other hand,
is less explored. Our dataset, Chumor is the first
humor explanation dataset in Chinese.

Culturally Specific Datasets. Recent works un-
derscore the challenges of culturally specific rea-
soning in LLMs (Shen et al., 2024; AlKhamissi
et al., 2024; Pawar et al., 2024; Vayani et al., 2024).
These challenges stem from the overrepresentation
of Western-centric knowledge and translation ar-
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Dataset Sources Lan. #(k) Tasks
One Liners (2005) Web en 16 HR
Pun of the Day (2015)  Web en 48 b
Big Bang Theory (2016) TV en 44 PD
Ted Laughter (2017) TED en 9.4 I;}l;
#HashtagWars (2017) TV en 13 HC
HumorNorm (2018) cst en 5 HC
UR-FUNNY (2019) TED en 17 PD

Humicroedit (2019)
rJokes (2020)
Memotion (2020)

Reddit en 15 HG
Reddit en 57 HC
Memes en 9.8 HC
en

MUMOR (2021) vV h 30 HR
. 0.7 HE
NYT-Captions (2023) NYT en 26 HC
C? (2022) Books zh 9.3 HG
TalkFunny (2024) Apps zh 4.1 HG
HR

TCHD (2023) - zh 26 HC
PD

TTWS (2019) Books zh 9.1 PD
CHM (2020) @Vf;gs 33 HC
Memeplate (2022) Q‘;‘t’f zh 52 HC
Chumor (us) Web zh 3.3 HE

Table 2: Existing datasets related to humor. For the
shorthands in the table, abbreviations represent the fol-
lowing tasks, HR: humor recognition; PD: punchline
detection; HC: humor comparison; HG: humor genera-
tion; HE: humor explanation {: Crowd-source.

tifacts, which limit the fairness and effectiveness
of multilingual evaluations (Mihalcea et al., 2024).
Researchers have proposed various culturally spe-
cific datasets such as Global-MMLU (Singh et al.,
2024) to evaluate LLMs’ cultural knowledge. Chu-
mor adds to this line of effort as it involves rich
knowledge specific to Chinese culture.

3 Chumor Dataset

Data Collection. We construct our dataset by in-
cluding RZB jokes from “Best Annual Threads”
between 2018 and 2021 that have been previ-
ously crawled’. In addition, we directly collect
all threads in the “Moderator’s Recommendation”
section from RZB. Each thread in RZB consists of
“bral” (title), “—1%” (content), and several “ER it
(follow-up posts). For threads from Best Annual
Threads, the jokes are listed in the follow-up posts,
which are selected by the forum moderator. For
threads from Moderator’s Recommendation, the
jokes consist of the title and the content of each
thread. We remove the content if it repeats the title.

Thttps://github.com/Leymore/ruozhiba

Data Cleaning. We store both the title and the
content of the raw data. However, due to the post-
ing restrictions of the platform requiring non-empty
content, many posts contain meaningless place-
holder texts such as “.”, “!”, “0”, “RT”, and others.
We automatically identify and remove these pat-
terns, and only keep the title which is the joke
itself. Due to the length limitations on the original
platform, many post titles are truncated from the
beginning parts of the content. We identify these
instances and replace the truncated title with the
complete content to get the joke. We also remove
duplicates that appear both in the ‘“Moderator’s
Recommendation” and the “Best Annual Posts”.

We manually remove the threads related to fo-
rum management and rules, threads that include
excessively offensive content, threads with incom-
plete content, and threads that focus more on philo-
sophical insight rather than humor.

Humor Explanation Classification. We design
a humor explanation classification task that can be
easily used to test LLMs’ capabilities in humor
understanding. Specifically, we use two LLMs,
GPT-40 and ERNIE,. 10 to generae explanations
for our collected jokes. We manually annotate the
generated explanations as either “fully explain the
joke” (good) or “partially explain or not explain
the joke” (bad) based on a majority vote among
five of the authors who are native Chinese speakers.
Each joke, along with its explanation, forms an
individual instance in Chumor, leading to a total
of 3,339 instances. Among these, 1,454 items are
labeled as good and 1,887 as bad explanations.

Data Examples from Chumor.
amples from Chumor in Table 3.

We present ex-

Humor Categorization in Chumor. We catego-
rize the jokes in RZB into six types in Table 1, with
an example provided for each type.

4 Experiments

Models. We test ten LLMs, five from the
open-source LLM families and five from the
closed-source LLM families, all capable of
handling Chinese.  Specifically, we include
the open-source LLMs of Yizgg (01.ai, 2024)
from 01.Al, Nemotronyyg (NVIDIA, 2024) from
NVIDIA, Athenejgg (Nexusflow, 2024) from
Nexusflow, Qwen2.57;5 (Qwen, 2024) from Al-
ibaba, Mistraly;3g (Mistral.ai, 2024) from Mis-
tral Al, alongside the closed-source LLMs of
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Joke

Explanation

Label Source

(h) “RECH T —THE
K IR IR B

(en) “You shucked a thousand
tons of corn all by yourself?!”
"Haha, let’s just say there’s been
plenty of shuckin’ going on."

(zh) X ADEETE A IR Z A0 AE T 00 1 A ROBURIEFA RO [EIE o <BF T — T
FARELR—NHARILZE, T rs B ER R MR REE T XELE—1F
TRAYDUR, SXFITHD B RN = ARV o T AR -

(en) The humor in this joke lies in the pun and the unexpected response in the conversation.
“Shucked a thousand tons of corn” seems like an extraordinary achievement, but the reply,

‘haha, let’s just say there’s been plenty of shuckin’ going on,” instantly reveals it to be an
exaggerated joke. This clever twist and playful use of language create the comedic effect.

good ERNIE4 o

(zh) /N 2R 98 A T i i L
ET R HIAENATTH -

(en) Xiaoming suddenly appeared
in front of me, causing me to sud-
denly appear in front of him.

(zh) XSGR M B 2 A T EA T 65 RO REERT R OME - NI R R
oI S BORUA B A F RN, T RUA AR BB R SRk N BB
Gh, T — D HBATEL -

(en) The humor in this joke lies in its use of linguistic symmetry and unexpectedness.

Xiao Ming’s sudden appearance triggers a surprised reaction from the narrator, which in
turn surprises Xiao Ming, creating an amusing loop.

bad  GPT-do

Table 3: Examples from Chumor. The second example’s explanation is bad because the joke does not “creating an
amusing loop”. Instead, it relies on linguistic symmetry and the use of a straightforward fact to subvert expectations.
The audience anticipates an unexpected outcome due to the setup, but the latter part “suddenly appear in front of
him” flips the perspective by stating the straightforward fact that because Xiao Ming is in front of the person so the

person is in front of Xiao Ming too.

Geminij 5., (Google, 2024) from Google, GLM-
4pes (BigModel, 2024) from Tsinghua Univer-
sity, GPT-4¢yho, GPT-40 (OpenAl, 2023, 2024)
from OpenAl, ERNIE4. tyho (Baidu, 2024) from
Baidu. For all the open-source LLMs, we use the
instruction-tuned version in our evaluation.

Evaluation Methods. We evaluate these LLMs
using two prompting methods: direct prompting
(DP) by

Direct Prompting (DP)

IRREE Bl — D E5E DL X AN SR AR -
HHMX R T el T RIE. R
JEFIWT, RS 2 R ECH A R
R, AT BB A X B AR

ZiE: [joke]

SAEMERE: [explanation]
Translation
You will see a joke and an explanation of the
joke. Please determine whether this explanation
fully explains the joke. Based on your judgment,
choose either “fully explain” or “partially/does
not explain.” You do not need to explain why it
is correct or incorrect.

Joke: [joke]

Explanation: [explanation]

and chain-of-thought (CoT) prompting (Wei et al.,
2022) by adding the phrase “iFZEFZEEZ, 51
TIHE” “Please think step by step, write down your
reasoning process” before determining the label.
Appendix F provides the complete prompts. We cal-

culate accuracy scores as part of our evaluation. In
addition, we provide the false positive rate (FPR),
false negative rate (FNR), and Matthews Correla-
tion Coefficient (MCC) in Appendix H in Table 4.
The MCC score considers true positives, true nega-
tives, false positives, and false negatives, providing
a score between -1 and +1. A score of +1 indicates
perfect predictions, O reflects random guessing, and
-1 means complete disagreement. The best MCC
score achieved by LLMs is 0.29, which is close to
random guessing, and is significantly lower than
the human average of 0.60.

5 Results and Discussions

Overall Model Performance. Figure 1 presents
the accuracy of different LLMs on Chumor in DP
and CoT settings. Appendix H presents additional
results and analysis.

Overall, we observe that all models perform
poorly on Chinese humor comprehension, with ac-
curacy scores ranging between 44.6% and 60.3%.
ERNIE4.turbo and Geminiy 5.0 achieve the highest
accuracy of 60.3%, and are just 10 points above the
random baseline and far below human performance
of 78.3%, highlighting the difficulty of Chumor
and the limitations of these LLMs in understanding
Chinese humor.

Error Analysis by Joke Type. To better under-
stand how LLMs perform on each joke type listed
in Table 1, we sample 200 jokes for error analysis.
Figure 2 and Figure 17 in Appendix H present the
results. The distribution of joke types can be found
in Appendix G Figure 15.
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------- Random
) 450]
Yizas 472 Human
: 1 Dp
85—
QWen2.5728 495‘ | CoT
) | 55.6
Mistrali23 512
- |56.3
Nemotronyog |57.2
: |s1.9
GPT-40 ]50.6
1523
GPT-4tyrbo 5 ‘ ‘51.3
55.6
GLM-4p1ys ‘ | 58.1
. 540
Geminiy 5 - pro ‘ \ 60.3
60.3
ERNIEg - tyrpo 452] ‘
446]
Athene7op 413]
0 20 40 60 80
Accuracy (%)

Figure 1: The accuracy of different models’ test re-
sults in the DP and CoT settings. ERNIEy4 1, and
Gemini| 5., achieve the highest accuracy of 60.3%.

We highlight that model performance varies sig-
nificantly across different joke types. While mod-
els generally perform well on Situational jokes,
achieving 60.0% to 70.0% accuracy in both DP
and CoT settings, their performance difference on
other joke types is more pronounced. For instance,
GLM-4,,5 achieves 65.0% accuracy on Homo-
phonic jokes in the DP setting, whereas Yissp only
reaches 30.0%. Nemotronyog performs well on Cul-
tural jokes in the CoT setting with 72.0% accuracy,
but Athene;gg and ERNIE, 1, achieve with only
43.0% and 42.0%, respectively. Such performance
variance highlights LLMs’ varied capabilities in
specific domains such as cultural reasoning and
situational reasoning, revealing the respective limi-
tations of these LLMs.

5.1 Have LLMs achieved human-level
understanding of humor?

Answer: No. To compare the performance of
LLMs with humans, we conduct a human study
involving three Chinese native speakers unfamil-
iar with this work to annotate a randomly chosen
subset of 200 examples. Human annotators demon-
strate significantly better performance, with an av-
erage accuracy of 78.3% and an MCC score of
0.60, significantly better than the LLMs’ best per-

I Random

50.0
50.0 ERNIEq - turbo

50.0
50.0
50.0

Geminil_S — pro

Mistral238
GLM-4pus

[—

3

Cross-lingual —

0.0 1
00 [ Nemotronyog

1

1

[—

1

[—

0.0

0.0 GPT-4tyrbo
GPT-40

QWen2. 5 72B

Yizap

Atheneyopg

50.0
50.0
50.0
50.0
50.0
50.0

Glyph-based

25.0
25.0
0.0
0.0

Homophonic

63.0
630
[or.0
Jor.o
600
[s7.0

Pun-based

)

\47
‘440
[430

700
J69.0
[67.0
J67.0
J65.0
640

630

620

610

600

Situational

630
610
Jor.0
600
600
550

540

510

Cultural

\44.0
[420

60 80 100

40
Accuracy (%)

Figure 2: DP accuracy on different joke types (%). Here,
we sample 200 jokes for error analysis. We highlight
that model performance varies significantly across dif-
ferent joke types.

formance of 60.3% accuracy and an MCC score
of 0.29 (Figure 16 in Appendix H). Our results in-
dicate that there is a large room of performance
improvement for LLMs on Chinese humor under-
standing.

5.2 Does chain-of-thought (CoT) help LLMs’
humor understanding?

21803



Example

(zh) “RANERE, DEERAZT. NS it

2

M

(en) "Adults are plenty, but children are quite scarce," said the cannibal chef while counting ingredients.

(zh) SEANSEIH A HATIR Z AAE T I T I S G 754

i,

PARERLZ AN F T, AR S B s e 2 R,

B EIARANA KA, NEERARZ TP D WRITIE, SR LA 287" A T FeMERY BRI, 1) It e SR — R

e BRI B,

Joke Explanation

(en) The humor in this joke lies in its clever combination of horror and wit, as well as the unexpected linguistic twist. The scene of a cannibal chef
counting ingredients is already eerie, but the casual remark, "Adults are plenty, but children are quite scarce," delivered in an ordinary tone, creates
a stark contrast. This juxtaposition generates absurd humor while exploring a subversive, dark style of comedy.

(zh) XA T TAIZE RN RERIUK. . R R RE: ST R
s 7RI AT, S5 T ORI 227 AR TR e BRI, 4R B T R ik, R
AR TRIEHPTH MBS, R E i,

(zh) FR5REA RRE

,
Model’s Answer V' partially/Not

Model’s Answer

(en) ...This sentence uses a common proverb, "adults are plenty," as a pun... Comparison of your
understanding and the explanation: The joke explanation covers the key points of my analysis,

highlighting the absurd humor created by contrast and reversal, and mentioning the element of dark
humor. The explanation fully addresses all aspects of the joke's humor, so "Fully Explained" is

DP v/ Explained CoT X

selected.
CoT Failure
Reasons

Observing model’s explanation shows it recognizes the pun in the joke. However, the joke explanation being evaluated misses the pun. Model
correctly identifies this in DP but, in CoT, despite noticing the pun, attempts to justify the flawed explanation, leading to an incorrect judgment.

Figure 3: Over-analyzing example by GPT-40. The GPT-40 model chooses the correct answer in the DP prompting,
but chooses the incorrect answer due to over-analyzing in the CoT prompting.

Answer: No. We observe that CoT does not
necessarily improve model performance and, in
most cases, even leads to performance decay. For
instance, as shown in Figure 1, the accuracy of
ERNIE4.(yho decreases from 60.3% to 45.2% when
we switch to CoT prompting, Mistral;,3g’s perfor-
mance drops from 55.6% to 51.2%, GPT-40’s per-
formance drops from 51.9% to 50.6%, GPT-4b0’s
performance falls from 52.3% to 51.3%. Moreover,
the MCC scores present a clearer trend of perfor-
mance decline under CoT prompting. As shown in
Figure 16 in Appendix H, eight of the ten LLMs’
MCC scores decrease under CoT prompting. We
hypothesize that CoT prompts may not help the
model’s reasoning when the model lacks a funda-
mental grasp of humor understanding.

We observe that under CoT prompting, mod-
els like GPT-40 tend to justify incorrect expla-
nations as “correct”, leading to an increase in
false-positive rate from 80.0% for DP prompt-
ing to 85.0% for CoT prompting (Table 4 in Ap-
pendix H). ERNIE, v, exhibits the largest false-
positive rate, rising from 59.8% to 96.9% (Table 4
in Appendix H). Figure 3 provides an example
where CoT confuses the GPT-40 model. Under
the DP prompting, the GPT-40 model chooses the
answer correctly. However, CoT prompting causes
the model to over-analyze and justify an incorrect
explanation.

On the other hand, models like Nemotron;gg
may be overly critical of explanations under CoT
prompting, resulting in a false-negative rate from
20.9% for DP prompting to 46.1% for CoT prompt-
ing (Table 4 in Appendix H). We highlight that a

recent work demonstrates that CoT can degrade
performance in tasks requiring subtle comprehen-
sion (Sprague et al., 2024), which aligns with our
findings on its limitations in humor interpretation.
Figure 14 in Appendix E discusses an example
corresponding to the model being overly critical.

5.3 Case study: can GPT-40 and ERNIE4 ¢urho
explain jokes as well as humans?

Answer: No. Apart from testing multiple LLMs
on Chumor, we conduct case studies on GPT-40
and ERNIE, ;0 to assess the quality of their joke
explanations compared to humans. We prompt
them to explain the humor in two sentences, consis-
tent with the format of human explanations. Here
is the prompt we feed to both LLMs:

B ARG N SOE I BABRZ AL : [joke]

Translation
Please explain the joke in two sentences: [joke]

Data Annotation. As demonstrated by Hessel
et al. (2023), crowd-sourcing typically cannot pro-
duce high-quality explanations, following Hessel
et al. (2023), one of the authors annotates all the
explanations to ensure the quality and consistency.

This is a substantial effort: the author ended
up annotating the explanations for 1,951 jokes.
The resulting corpus has a mean of 78 Chinese
characters of explanation per joke, and the total
length, 151,730 Chinese characters, is comparable

21804



22% 2%

GPT-40 59.9% 31.8%

u

2.9%! \5.3%

Undecided

ERNIE, 1o 53.7% 38%

Human wins [l Tic M LLM wins

Figure 4: Annotated preference for whether human ex-
planation is preferred (“Human wins”) or the explana-
tion from LLMs is preferred (“LLM wins””). Humans’
explanation is significantly preferred over LLMs’.

in length to a novella.

Evaluation Setup. To fairly evaluate which ex-
planation is better, we conduct A/B testing by pre-
senting the humor explanation from one LLM and
from human to six college students, asking them
to annotate their preference of the explanation for
each joke. These college students are native Chi-
nese speakers who grew up in China, therefore they
have a deep understanding of the cultural terms
and trending terms in China. We note that the
preference annotation requires a substantial effort
as each annotator reads through a total length of
around 300k Chinese characters’. We end up with
three preference annotations for each joke. The
preference annotation achieve a 61.4% agreement
rate among annotators (Appendix B).

We use the winning rate as our measure to com-
pare LLMs’ explanation versus human explana-
tion, taking the majority vote among all annotators
for each example. In addition, if all annotators
disagree, we assign an “Undecided” label. Ap-
pendix C provides the annotation instructions we
present to the annotators.

Overall Results. Figure 4 reports the wining rate
of explanations from human versus GPT-40 and
ERNIE, b0 We can see that human explanations
are significantly better than those from both LLMs,
with humans winning over 50% of the time, while
LLMs win in only 2-3% of cases.

Error Analysis. Figure 5 shows the overall distri-
bution of error types for GPT-40 and ERNIE4 b0
on Chumor in terms of their humor explanations.
This error analysis is conducted by an individual
who is not involved in writing the original expla-
nations, ensuring an unbiased evaluation. GPT-40

The total length of our explanations surpasses the Chinese
version of The Great Gatsby (100k Chinese characters), and
is about half the length of the Chinese version of Wuthering
Heights (325k Chinese characters).

This is about the same length of the Chinese version of
Wuthering Heights (325k Chinese characters).

29.5

Cultural 103

2.0
Contextual 126.0

-
Pun-based 155

Hallucination :lzoil 3
Homophonic 5550
Glyph-based 5250

. 1.5
Parsing %5

[ GPT-4o
1 ERNIE4— turbo

5 10 15 20 25 30 35
Frequency (%)

Figure 5: Distribution of error types for GPT-40 and
ERNIE, yho. We sample 200 examples to calculate
the distribution of these error types. We note that each
example may correspond to multiple error types. We
highlight that ERNIE4 ¢, demonstrates a lower error
rate on cultural jokes, while GPT-40 demonstrates a
lower error rate on contextual or pun-based jokes.

is more prone to errors categorized as “cultural
unawareness” (29.5% of all its explanations) com-
pared to ERNIE4 0 (10.5%). We suspect that
ERNIE4_turbo 18 more familiar with Chinese culture
as it is likely trained on a larger Chinese corpus
than GPT-40. However, GPT-40 performs better
on cases requiring an understanding of contexts or
puns, suggesting its strong reasoning ability. We
provide three error cases for GPT-40 here and addi-
tional cases for both GPT-40 and ERNIE,._ b 10
Appendix E. In the following examples in Figure 6,
Figure 7 and Figure 8, we highlight key phrases
that induce humor in green, and underscore the
errors in red.

Error Type I: Cultural Unawareness. LLMs
may fail to explain a joke due to a lack of awareness
of certain cultural knowledge. For instance, the
example in Figure 6 requires knowledge of a super-
stitious belief in Chinese culture, getting a haircut
in the first lunar month brings death to your uncle,
and the explanation from GPT-4o fails to connect
to this Chinese cultural belief. We hypothesize that
while LLMs are pre-trained on Internet-scale cor-
pora, such culturally specific knowledge can still
be challenging for them to grasp. Moreover, even
when they have acquired such cultural knowledge,
they may fail to relate to it as we humans do during
the reasoning process.

Error Type II: Pun-based Error. LLMs may
fail to identify multiple meanings of a single word
within a joke, causing them to fail on pun-based
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(zh) /NAfE EA R 0 S 85 5 E s,
Example (en) Xiaoming got hair extensions during the first
lunar month, which astonishingly brought his
uncle back to life.

“Getting a haircut in the first lunar month will
brings death to your uncle.” is a popular
superstitious saying in Chinese culture. In this joke,
Xiao Ming gets hair extensions in the first month,
which reverses the original logic and absurdly
results in “bringing his uncle back to life.”

Correct
Humor
Explanation

(h) . ERUATER AR HRAE:
AR B RS S5, 75— IR TEA
BRI G SIA,

(en) ...the pun on “Z&R™: it refers to both hair
extension at a salon and the traditional practice of
“receiving blessings” during the first lunar month.

GPT-40’s
Answer

Failure
Reasons

Fail to grasp expressions, slang, or specific usages
unique to a particular cultural context.

Figure 6: Culture unawareness example.

(zh) FK AT LALE steam FECEIGTA, FTLIK I

Example DNA,
(en) You can find GTA on Steam, so water is DNA.
Normally, “Steam” refers to a gaming platform and
“GTA” refers to the “Grand Theft Auto” game
Correct series. The joke uses a pun, where “steam” literally
Humor means the gaseous form of water, and “G”, “T”, and
Explanation  “A” represent Guanine, Thymine, and Adenine,
respectively—three of the four nucleotides (AGTC)
that make up DNA.
(zh) ... X Fih B S AR B R B il 8 T S TR AR,
U
GPT40’s IR,
Answer (en) ...This clearly wrong analogy creates an
absurd effect.
Failure Fail to discover multiple meanings of a word in the
Reasons jokes

Figure 7: Pun-based error example.

jokes where humor lies in inverting the conven-
tional usage of words. In Figure 7, GPT-4o fails
to grasp the transition from the video game terms
“Steam”, “GTA” to the scientific terminologies “G”,
“T”, “A” that form DNA. Typically, “Steam” refers
to a game platform, and “GTA” refers to the game
series “Grand Theft Auto”. The joke employs a pun
on words where “steam” in its literal sense means
water vapor, and “GTA” can represent not only the
video game, but guanine, thymine, and adenine,
which are nucleotides involved in the structure of
DNA. Such jokes require LLMs to identify puns
and the reason for the association of the multiple
meanings. Furthermore, the process requires LLMs
to bridge the logic gap between these terms, such as

(zh) FREHYFEIEE T, /N AR AR i PR A
LR T,

(en) With the lard gone, Xiaoming had to pour the
vegetable oil quickly to use it like lard.

Example

When pronounced quickly, “vegetable”
(pronounced as chih woo) sounds very similar to
“pig” (pronounced as choo) in Chinese, leading
Xiaoming to comically try using vegetable oil as
lard by pouring it quickly.

(zh) ... /INBR AR T A& AR I A X5, YO R
ﬁﬂJ

Correct
Humor
Explanation

GPT-40’s
Answer (en) ... Xiaoming misunderstood that if vegetable
oil is poured quickly, it can turn into lard,
highlighting his naive logic and

misinterpretation of common sense.

Failure
Reasons

Fail to exploit homophones or near-homophones in
the jokes.

Figure 8: Homophonic error example.

“steam” and “GTA”, and an unusual context, like
“water is DNA”. The overall process requires both
scientific knowledge and creative thinking, which
are challenging for LLMs.

Error Type III: Homophonic Error. The exam-
ple in Figure 8 requires LLMs to reason over the
pronunciation as “1E4/]” (pronounced as chih woo,
meaning “vegetable”) sounds very similar to “%&”
(pronounced as choo, meaning “pig”) in Chinese
when we speak it fast enough. The humor arises
from the contrast between the similarity in pronun-
ciation and the disparity in meaning between the
two terms. Such contrasts may be sparse in the
training corpus of LLMs, and also demand a deep
connection across different modalities to link pro-
nunciation with the meaning behind these terms,
which poses significant challenges to LLMs.

6 Conclusion

We introduce Chumor, a Chinese humor under-
standing dataset that captures intellectually chal-
lenging and culturally specific humor in Chinese.
Our analysis reveals that Chumor remains difficult
even for advanced LLMs, with a significant perfor-
mance gap between LLMs and humans. Further-
more, we find that chain-of-thought reasoning does
not improve LLMs’ humor comprehension and, in
some cases, leads to over-analysis and incorrect
interpretations. Additionally, models such as GPT-
40 and ERNIE, o struggle to explain jokes as
effectively as humans, highlighting fundamental
challenges in humor reasoning. These findings un-
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derscore the unique difficulties that Chinese humor
presents to LLMs. We hope that Chumor can ad-
vance non-English humor research and contribute
to evaluating LLMs’ reasoning abilities across di-
verse cultural backgrounds.

Limitations

We try our best to test the Chinese humor under-
standing ability of different LLMs. However, due
to the limited budget and API access, we cannot
evaluate all possible LLMs in this paper. We en-
courage future research to conduct further evalu-
ations of humor understanding abilities in LLMs.
In the meantime, we emphasize that our research
focuses primarily on demonstrating how humor un-
derstanding remains a significant challenge, even
for SOTA LLMs. Our work shows that along with
many other problems (Ignat et al., 2024), humor
understanding, especially non-English and cultur-
ally specific humor understanding, remains an un-
solved problem in the era of LLMs. We hope Chu-
mor can contribute to non-English humor under-
standing evaluations for future multilingual LLMs.

Ethics Statement

We have made every effort to filter out excessively
offensive content in RZB. However, due to the sub-
jective nature of humor, some of our jokes may still
be perceived as offensive by individuals with differ-
ent cultural or personal standards. To address these
concerns, we strongly recommend that researchers
use Chumor with cultural sensitivity, recognizing
that the jokes in the dataset reflect the sociocultural
context in which they were created. We encour-
age users of Chumor to approach the dataset with
caution, remaining mindful of its potential to cause
offense or harm, particularly when applying it in
research or applications that involve diverse au-
diences or address sensitive topics. We wish to
foster an ethical and responsible approach to data
collection and usage, and we welcome construc-
tive feedback from the research community and
stakeholders to continually improve Chumor and
mitigate potential harm.
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A Contributions

Idea Proposal. Naihao Deng proposed the high-
level idea of constructing a humor understanding
benchmark sourced from RZB data.

Background Survey. Ruiqi He surveyed the
humor-related tasks.

Data Processing. Ruiqi He crawled and processed
the jokes from RZB.

Annotation. Ruiqi He annotated the explanations
for the RZB jokes. Yushu He, Longju Bai, Jiarui
Liu, Zhenjie Sun, Zhenghao Tang, He Wang, Nai-
hao Deng conducted the preference annotations.

Experiments. Ruiqi He, Hanchen Xia, and Naihao
Deng conducted the experiments.

Result Aggregation. Ruiqi He, Naihao Deng,
Yushu He aggregated the results.

Paper Writing. Ruiqi He and Naihao Deng drafted
the paper. Other authors provided revisions and
feedback on the paper.

Naihao Deng organized the research.

B Agreement Rate Calculation

We calculate the percentage agreement rate among
annotators who annotate their preferences between
explanations from LLMs and humans. The re-
sults show an average inter-annotator agreement
of 61.9% for GPT-40 and 60.9% for ERNIE4._urbo-
Given the inherent subjectivity of humor interpreta-
tion tasks (Deng et al., 2023), the combined average
agreement percentage of 61.4% is decent.

C Annotation Instructions for Preference
Annotation

We include the following instructions for the pref-
erence annotations of the joke explanations:

FEXMREF, RFEEEE—DSIEFIX
XA ST B A B 2 AL B R, TR IREL
AR A R B U AR T X DSR2
A, FMELUT = AP ks

1. L

2. fERE2

3. — R

Translation
“In this annotation task, you will see a joke along
with two explanations of its humor. Please com-
pare which explanation better explains the rea-
son why this joke is funny and choose from the
following three labels:

1. Explanation 1

2. Explanation 2

3. Both are equally good.”

For each example, we randomly assign the ex-
planations from the LLMs and the human as Expla-
nation 1 and Explanation 2 to ensure a fair compar-
ison.

D Discussion on Evaluation Setting

Why Zero-Shot w.o. SFT? The primary re-
search objective of this paper is to determine how
well foundational LLMs can understand Chinese
humor without relying on supervised fine-tuning
for this binary classification task. The focus is on
investigating the innate humor-understanding abil-
ity of these models through zero-shot and zero-shot
CoT prompting. This aligns with the overarch-
ing goal of examining their general capabilities
without additional task-specific training. From a
human behavior perspective, individuals generally
acquire a sense of humor through exposure and ex-
perience rather than explicit classroom instruction
(McGhee, 1971; FRY, 1994; Gervais and Wilson,
2005). Analogously, our purpose lies in evaluat-
ing the models’ intrinsic ability to recognize and
interpret humor without deliberate, task-specific
fine-tuning. Moreover, the experimental design
follows practices from other benchmarks, such as
GPQA (Rein et al., 2023), AI2ZARC (Clark et al.,
2018), and IFEVAL (Zhou et al., 2023), which do
not provide predefined train/dev/test splits. Under
these conditions, it iS common to assess models
in a zero-shot manner to directly evaluate their ca-
pabilities on each respective task (Touvron et al.,
2023a,b; Bai et al., 2023; Abdin et al., 2024).
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(zh) URTH, ST R ABLTE BRALTZ o, e
B R A — A

Example
(en) “Terrifying, the criminal suspect is right
between the two of us,” said one bailiff to another
in the defendant's dock.
Correct “between us” can refer to “either one of us” or
Humor literally means the actual physical position
Explanation ’
(zh) ... RHAATTE O ATRERILITRBREEA ...
GPT-40’s
Answer (en) ...it suggests the bailiffs themselves might be
criminal suspects...
Failure . . .
Fail to address the literal meaning.
Reasons

Figure 9: Insufficient contextual understanding exam-
ple.

E More Error Cases

We note that many examples here encompass mul-
tiple error types, highlighting the complexity of
Chumor.

Insufficient Contextual Understanding. LLMs
may fail to ground their responses to the context
when they explain the joke. For instance, in the
example in Figure 9, “between us” typically means
“either you or me”, but it also has the literal mean-
ing to indicate the person standing “between us”,
which is the right interpretation given that the two
bailiffs are talking about the criminal. However,
GPT-40 only reasons that “the criminal is either
you or me” but fails to capture the literal meaning
from the context. We hypothesize that in the pre-
training corpus, “between us” most likely acquires
the meaning of “either you or me” rather than the
literal meaning in a scenario like this, which creates
a bias that prevents the model from reasoning about
the literal interpretation required for this specific
explanation.

Glyph-based Error. LLMs may fail to interpret
the visual puns based on the shape or form of Chi-
nese characters. Glyph-based humor in Chinese
leverages its logographic writing system, where
characters integrate both semantic and visual ele-
ments. Unlike the phonemic alphabet used in En-
glish, Chinese characters’ pictorial and ideographic
nature allows for visual puns in jokes (Daniels
and Bright, 1996). In the example in Figure 10,
“simplify” does not refer to simplifying the trolly
problem conceptually, but to simplifying the tra-
ditional Chinese characters to simplified Chinese

(zh) TeA EEEERE (LT, DUESE BLZERERT,

Example (en) I simplified the trolley problem (in
traditional Chinese), now it's the trolley problem
(in simplified Chinese).
The joke does not actually simplify the scenario of
Correct . .
Humor the trolley problem; instead, it converts the
Explanation traditional Chinese characters “75 HL#ERE " into the
P simplified Chinese characters *“FHiZ= X i,
(zh) ... X ADEIEAELBRZ ATE T8 I < BB
HE H A"E 2. 2= AL FH 7= Bij o
GPT-40’s
Answer (en) ...The humor of this joke lies in_removing the
character “hard” from “the hard trolly
problem”, turning it into “the trolly problem”.
Failure Fail to interpret the visual puns in the shape or form
Reasons of the characters.

Figure 10: Glyph-based error example.

(zh) NET THEEILTEONE , A EET
E —REH,
xample
(en) Xiaowang booked an airline ticket to Beijing,
saving Zhang Fei a lot of money.

There are two ways to parse the first half of the
sentence:
(1) ZNEAT T /3R 2=/ f AL

XiaoWang/ booked/_a/ ticket to fly to Beijing.
2) /NEAT T /3R /EAC T i /HLEE

XiaoWang / booked/ Zhangfei/ a ticket/ to
Correct -
Beijing.
Humor

Explanation Typically, people would interpret in the first way as

Zhangfei is a fictional figure and do not appear in
the daily conversation. However, the second half of
the sentence confirms that the second way of
parsing turns out to be correct. Such contrast is
hilarious.

(zh) .. BFFHEND K KELTE, Frolsy
fihEd T —RKE K,
GPT-40’s
Answer (en) ... since the historical figure Zhang Fei is

dead and cannot take a flight, the joke
humorously suggests that he saved a lot of money.

Failure
Reasons

Fail to parse textual elements in a sentence
dynamically.

Figure 11: Parsing error example.

characters as the traditional Chinese characters are
also termed as “complicated characters”. However,
LLMs struggle to reason such graphemic differ-
ences as there are no explicit connections between
the textual meaning and visual representations of
the glyphs.

Parsing Error. LLMs often fail to parse sen-
tences in multiple ways simultaneously, leading
to difficulties in explaining jokes that require differ-
ent parsing for the same sentence. In the example
in Figure 11, the humor hinges on the ambiguity of

21812



the phrase “5K K", which can be interpreted either
as part of a verb phrase implying “a ticket flying to
Beijing” or as a proper noun, referring to the histor-
ical figure Zhang Fei. This ambiguity stems from
the flexibility of the Chinese language, where each
character can function independently as a word or
combine with others to form new words or phrases.
There are decades of research studying the prob-
lem of parsing Chinese (Sun and Jurafsky, 2004;
Sun et al., 2009). Recently, researchers have pro-
posed task-specific tokenization approaches that
adapt the parsing process to better align with down-
stream tasks (Liu et al., 2021, 2023b). However,
how to incorporate different ways of parsing at one
time still remains challenging.

(zh) FAREROfG WA 22 TR
Example
(en) The danger of a five-step snake is twice that
of Li Bai.
Kill one in ten steps is a line from a poem by the
Correct ancient Chinese poet Li Bai, suggesting that while it
Humor takes Li Bai ten steps to kill, a person can die within
Explanation  five steps of being bitten by the “Five-Step Snake”
hence it is twice as dangerous as Li Bai.
(zh) ... 22 B4 IRRRSEMR « B>, FTLL“Fis
LGRS v4 93 /b e, 2 DTN
GPT-40’s (en) ..._Li Bai's (pronounced as lee bye) name
Answer sounds similar to “two steps” (pronounced as r
boo) in Chinese, so the danger of “Five-Step
Snake” is humorously claimed to be twice that of
“two steps”
Failure . .
Fabricate ungrounded details or facts.
Reasons

Figure 12: Hallucinations example.

Hallucinations. LLMs may fabricate un-
grounded details or facts in joke explanations. For
instance, in the explanation in Figure 12, GPT-40
claims that “Li Bai’s name sounds similar to two
steps”, while “Li Bai” (pronounced as lee bye)
does not sound like “two steps” (pronounced as r
boo).

On the other hand, the correct explanation re-
quires an understanding of a Chinese poem from Li
Bai, “ 1374 — A (The warrior kills a person for
every ten steps). This line praises the courage of the
soldiers, but the joke deliberately portrays this as a
characteristic of Li Bai. Therefore, compared to Li
Bai who can kill a person in ten steps, a five-step
snake, which can kill a person in five steps, is twice
as dangerous as Li Bai. Such explanation requires
LLMs to have a deep understanding of Chinese

culture and reason over cultural references, posing
a great challenge to current LLMs. Although re-
cent works have made progress towards building
LLMs beyond English (Du et al., 2024; Zhao et al.,
2024), building an LLM that can comprehend such
nuanced Chinese cultural terms can be extremely
hard.
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(zh) RIS URMER T 2,

Bl vl B EAN,

Example
(en) Cao Cao, from atop the city tower, asked Xia
Houdun, “What did you see?” Xia Houdun replied,
“Lsaw Ma Dai.”
Cao Cao, Xiahou Dun, and Ma Dai were historical
figures from the Three Kingdoms period in ancient
China. The phrase “saw Ma Dai” (pronounced as

Correct . .

Humor chuh .dow ma dl.e) not only llterall)./ re-fers to

Explanation spotting .M'a Dai 'but also play on similar
pronunciation with the Japanese phrase “% --&
15T (chotto matte), which means to “wait a
moment.”

GPT-40’s

Answer (en) ... a pun involving the name "Ma Dai,"
which sounds like ""damn' in Chinese. It sounds
like Xiahou Dun is swearing at Cao Cao.

Failure Fail to recognize information/elements across

Reasons different languages.

Figure 13: Cross-lingual error example.

Cross-lingual Error. LLMs may fail to recog-
nize elements or information across different lan-
guages. In the explanation in Figure 13, GPT-40
attempts to link the pronunciation of “Ma Dai”
to other Chinese terms but fails to identify the
similar pronunciations across the Chinese term
“HfE £ & 1% (pronounced as chuh dow ma die,
meaning “saw Ma Dai”) and the Japanese term
“Hro&fFo T (chotto matte, meaning “wait a
moment”). Such cases require LL.Ms to connect
pronunciations across languages, which may be
rare in the LLMSs’ pre-training corpus and poses
significant challenges to current LLMs.

Overcritical. Figure 14 shows when the model
overly criticizes an explanation, it focuses exces-
sively on minor details, neglecting the major point
and ultimately misjudging the explanation. The
joke relies on common sense about life, death, and
testing rather than cultural knowledge. Under the
CoT prompting, the model recognizes that the ex-
planation identifies the main punchlines but overly
criticizes the lack of cultural context.

Excessive Sensitivity. For ERNIE4 40, in addi-
tion to errors across all the aforementioned cat-
egories, it also demonstrates excessive sensitiv-
ity to certain examples. Specifically, when con-
tent includes languages related to hate speech but
used in non-harmful contexts, ERNIE,_t,b0 refuses
to provide an explanation. During our evalua-

(zh) P A& IR0 T BB 4E I
WrH R AR A !

! 208 AR AR
Example

(en) The viral online quiz! 20 questions to easily
determine if you're alive or dead!

(zh) XANEIRHIMER 2 SAE T E R Z ka9
PR T — A 1 B WA IR R ——H I 5 EEE
ST MZIKE(?JET*EWIMKO Hk, bl

HEN SR RAn ) Ur”lz)r‘iﬁﬂ’]?%i;ﬁt)\iﬁ%ﬁ
BRI, KONTEE 5 SRR AR, THE
AT,

Joke

Explanation (en) The humor in this joke lies in its exaggerated

premise of asking an obvious
question—determining whether one is still alive,
which inherently doesn't require any test.
Additionally, the descriptions in the title, such as
"super accurate quiz" and "easily determine," come
across as absurdly funny because being alive is the
most basic perception, requiring no testing at all.

Model’s

Answer (zh) AT

DP (en) Fully Explained

(zh) . FeZHlb: BRAY AR AR B PR SANE
RN s T 28 R E R (5 TR b
E’JWJE) fﬁhwiiﬁji’aﬁ

Model’s
Answer (en) ...

Final judgment: Partially/Not explained
CoT Reason: While the explanation accurately identifies

the main punchlines of the joke (exaggeration and
the contradiction in the title), it does not delve into
why these elements create a humorous effect or

discuss the potential cultural or cognitive context
behind it...

Figure 14: Overcritical example by Nemotron;og. The
Nemotron;gg model selects the correct answer in the
DP prompting, but selects the incorrect answer due to
being overly critical in the CoT prompting.

tion, we observe this excessive sensitivity in the
ERNIE4 (0 °s responses to humor related to medi-
cal ethics and political discussions. This suggests
that correctly understanding the context and the lan-
guage toxicity remains an open challenge (Zhang
et al., 2024a). Such issues are particularly critical
for humor explanation, as misclassifying non-toxic
context can cause the responses to deviate from the
intended humor.

F Prompts for DP and CoT in Chumor

This section outlines the prompts used in Chumor
to evaluate whether an explanation fully explains
a joke. Two prompting strategies are adopted: Di-
rect Prompting (DP) and Chain of Thought (CoT).
Below are the details of each approach:
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Direct Prompting (DP)

IRREER Bl — D50 DL X AN SR AR -
HHMX R T e 2R T RE. R
Rl IR St o). o ol s VA =
R, AT BB A X8 AR

36 [joke]

SRR [explanation]
Translation
You will see a joke and an explanation of the
joke. Please determine whether this explanation
fully explains the joke. Based on your judgment,
choose either “fully explain” or “partially/does
not explain.” You do not need to explain why it
is correct or incorrect.

Joke: [joke]

Explanation: [explanation]

The DP prompt is designed to encourage concise
decision-making. It directly asks the model to eval-
uate the completeness of the explanation without
requiring reasoning or justification.

Chain of Thought (CoT)

TRRE R B — D E5ETE DL A SR AR -
ERPEE, § NI R RAH WX R
TR T 5E - IRYEHMT, R
R BB IR R .
5% [joke]

SAEfARE: [explanation]
Translation
You will see a joke and an explanation of the
joke. Please think step by step, write down your
reasoning process, and finally determine whether
this explanation fully explains the joke. Based
on your judgment, choose either "fully explains"
or "partially/does not explain."

Joke: [joke]

Explanation: [explanation]

The CoT prompt, in contrast, requires the model
to reason step by step before reaching a conclusion.
This approach aims to improve transparency by
explicitly documenting the thought process behind
the evaluation.

G Joke Type Distribution in Chumor

We sampled 200 datapoints from Chumorto ana-
lyze the distribution of joke types, as shown in
Figure 15. Note that a single joke may belong to

Cultural | 53%

Situational | | 69%

2 | 4
o Punbased 5% =1 Cross-lingual
£ Homophonic 10% 3 Glyph-based
2 =1 Homophonic
Glyph-based—] % =1 Pun-based
3 Situational
Cross-lingual ]1/ B cultural

0 20 40 60 80 100
Frequency (%)

Figure 15: Distribution of Joke Types in 200 Sampled
Datapoints.

multiple categories, as it can exhibit features of
more than one joke type.

H Detailed Results of Experiments

0.10
Yi E
1348 0.09
0.19
QWen2.57ZB T 0.17
0.22
Mistrali 235 1 016
0.19
Nemotronzog 0.14
0.19
GPT-40 1 0.20
0.20
GPT-4turbo 1 0.17
0.24
GLM-4pys 1 o.la
. 0.24
Geminiy 5 — pro 1 019
0.29
ERNIE4 - turbo 1 011
S A I S Random
008
Athene7og T % 012 ggman
! 1 CoT
0.0 0.2 0.4 0.6 0.8 1.0

Matthew's Correlation Coefficient

Figure 16: The Matthew’s correlation coefficient of
different models’ test results in DP and CoT.

For evaluation, we input each prompt into the
model and collect its responses, comparing them to
the labels in Chumor. A model’s response is con-
sidered correct if it matches the reference label. If
the model provides an incorrect answer or doesn’t
generate a response at all (due to safety protocols or
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filtering sensitive terms), it is marked as incorrect.
Such scenario is rare, occurring only 21 times in
our experiments, and exclusively with GLM-4,s.

We highlight that CoT prompting at most cases
degrade the models’ performance on Chumor. As
shown in Figure 16, only Atheneyop achieves a sig-
nificant improvement. However, this is offset by its
poorest performance under DP prompting among
the models. GPT-40 shows a slight improvement,
with its MCC score increasing from 0.19 to 0.20.
And all other eight models exhibit different degrees
of performance decline.
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Figure 17: CoT accuracy on different joke types(%).
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Model DP CoT

MCC ACC (%) FPR (%) FNR (%) MCC ACC (%) FPR (%) FNR (%)

Yisp 0.10 4495 97.24 0.21 0.09 47.17 89.30 5.44
Nemotronyog 0.19  56.30 61.26 20.87 0.14  57.17 40.28 46.14
Athene7os 0.08  44.59 97.83 0.28 0.12 4726 91.10 2.89
ERNIE4wmo 029 60.29 59.83 13.57 0.11 45.16 96.93 0.14
QWen2.57;8 0.19  48.46 90.67 0.69 0.17 4945 86.91 3.31
Mistraljpsg - 022 55.56 69.26 12.19  0.16  51.18 79.92 8.40
Geminiyspro 024 54.00 77.42 5.17 0.19  60.32 33.81 47.31
GLM-4p1ys 024 5556 72.28 8.26 0.14  58.13 32.96 53.44
GPT-40 0.19  51.87 80.02 6.68 0.20  50.64 85.00 3.03
GPT-4wubo 020 5232 79.28 6.61 0.17  51.27 80.87 6.96

Table 4: Performance metrics for explanation evaluation including Matthew’s correlation coefficient (MCC),
accuracy (ACQC), false positive rate (FPR), and false negative rate (FNR).

DP CoT
Model Source
MCC ACC(%) FPR(%) FNR(%) MCC ACC(%) FPR(%) FNR(%)
Overall 0.08 44.59 97.83 0.28 0.12 47.26 91.10 2.89
Atheneop ERNIE Bot  0.12 52.38 97.15 0.00 0.15 54.24 91.13 2.13
GPT-40 0.03 33.90 98.51 0.86 0.08 37.67 91.06 4.50
Overall 0.29 60.29 59.83 13.57 0.11 45.16 96.93 0.14
ERNIE 00 ERNIE Bot  0.23 58.64 78.14 5.99 0.16 53.47 94.83 0.10
GPT-40 0.27 62.54 41.38 29.55 0.04 33.76 99.04 0.21
Overall 0.24 54.00 77.42 5.17 0.19 60.32 33.81 47.31
Geminijspro  ERNIE Bot  0.27 60.66 74.13 5.89 0.23 60.87 28.62 49.24
GPT-40 0.21 44.85 80.74 3.64 0.17 59.56 39.04 43.25
Overall 0.24 55.56 72.28 8.26 0.14 58.13 32.96 53.44
GLM-4p1us ERNIE Bot  0.25 59.83 74.97 6.70 0.15 57.56 37.06 47.61
GPT-40 0.21 49.68 69.57 11.56 0.06 58.92 28.83 65.74
Overall 0.20 52.32 79.28 6.61 0.17 51.27 80.87 6.96
GPT-44urbo ERNIE Bot  0.20 57.25 80.99 5.99 0.22 58.75 76.14 7.72
GPT-40 0.18 45.56 77.55 7.92 0.13 41.01 85.64 5.35
Overall 0.19 51.87 80.02 6.68 0.20 50.64 85.00 3.03
GPT-40 ERNIE Bot  0.21 57.82 79.41 6.40 0.24 58.07 82.47 2.94
GPT-40 0.16 4371 80.64 7.28 0.15 40.44 87.55 3.21
Overall 0.19 56.30 61.26 20.87 0.14 57.17 40.28 46.14
Nemotron;opg ERNIE Bot  0.22 60.66 56.81 22.54 0.14 57.04 39.18 46.60
GPT-40 0.18 50.32 65.74 17.34 0.13 57.36 41.38 45.18
Overall 0.22 55.56 69.26 12.19 0.16 51.18 79.92 8.40
Mistral ;23 ERNIE Bot  0.25 61.13 65.15 13.60 0.18 57.04 79.73 7.61
GPT-40 0.20 47.90 73.40 9.21 0.12 43.14 80.11 10.06
Overall 0.19 48.46 90.67 0.69 0.17 49.45 86.91 3.31
Qwen2.57:8 ERNIE Bot  0.19 54.45 92.61 0.30 0.18 55.54 88.07 2.54
GPT-40 0.17 40.23 88.72 1.50 0.14 41.08 85.74 4.93
Overall 0.10 44.95 97.24 0.21 0.09 47.17 89.30 5.44
Yissp ERNIE Bot  0.15 53.42 94.72 0.30 0.11 53.99 88.38 5.28
GPT-40 0.03 33.33 99.79 0.00 0.07 37.81 90.21 5.78

Table 5: Detailed performance metrics with source for explanation evaluation of Matthew’s correlation coefficient
(MCC), accuracy (ACC), false positive rate (FPR), and false negative rate (FNR).
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Model Prompting  Cross-lingual ~ Glyph-based Homophonic Pun-based  Situational Cultural
Athene DP 0.00 0.00 30.00 44.00 61.00 42.00
708 CoT 0.00 25.00 30.00 44.00 59.00 43.00
ERNIE DP 50.00 50.00 60.00 61.00 70.00 63.00
dtube CoT 0.00 0.00 30.00 43.00 59.00 42.00
Genmini DP 50.00 50.00 55.00 63.00 67.00 61.00
L3P0 CoT 50.00 75.00 70.00 61.00 66.00 69.00
GLM- DP 50.00 25.00 65.00 60.00 69.00 60.00
plus CoT 50.00 100.00 75.00 64.00 60.00 61.00
GPTA DP 50.00 25.00 40.00 57.00 67.00 55.00
turbo CoT 50.00 25.00 45.00 54.00 62.00 56.00
GPT4o DP 0.00 50.00 35.00 49.00 63.00 54.00
CoT 0.00 50.00 35.00 50.00 62.00 53.00
Nemotron DP 50.00 50.00 65.00 63.00 62.00 60.00
T8 CoT 100.00 100.00 65.00 66.00 60.00 72.00
Mistral DP 50.00 50.00 55.00 61.00 65.00 61.00
1238 CoT 50.00 0.00 40.00 53.00 66.00 55.00
Quen2.5 DP 0.00 50.00 35.00 47.00 64.00 51.00
7B CoT 0.00 50.00 40.00 53.00 63.00 53.00
- DP 0.00 0.00 30.00 43.00 60.00 44.00
348 CoT 0.00 25.00 40.00 49.00 63.00 52.00

Table 6: Performance metrics by joke type for explanation evaluation accuracy(%).
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