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Abstract

Successful communication depends on the
speaker’s intended style (i.e., what the speaker
is trying to convey) aligning with the listener’s
interpreted style (i.e., what the listener per-
ceives). However, cultural differences often
lead to misalignment between the two; for
example, politeness is often lost in transla-
tion. We characterize the ways that LLMs
fail to translate style — biasing translations to-
wards neutrality and performing worse in non-
Western languages. We mitigate these failures
with RASTA (Retrieval-Augmented STylistic
Alignment), a method that leverages learned
stylistic concepts to encourage LLM transla-
tion to appropriately convey cultural communi-
cation norms and align style.1

1 Introduction

People from different cultural backgrounds must in-
teract as our world grows more interconnected. Ma-
chine translation helps promote such intercultural
dialogue (Shadiev and Huang, 2016; Khasawneh,
2023), as shown in Figure 1, with LLMs being
increasingly adopted to facilitate translation (Al-
barino, 2024). These models bridge the linguistic
gap that may arise during communication; however,
another important gap to address is the cultural gap
(Hershcovich et al., 2022).

Domains like healthcare and education benefit
greatly from shared knowledge (Lee, 2023); how-
ever, communication practices differ across cul-
tures (Schouten and Meeuwesen, 2006; Hofstede,
1986). These differences introduce unique chal-
lenges to cross-cultural communication (Moorjani
and Field, 1988). For instance, statements that are
helpful and appropriate in one culture could be
interpreted as critical in another (Hall, 1976).

∗Equal contribution
1Code, data, & prompts available at https://github.

com/shreyahavaldar/style_alignment

“After class today, I chatted with
Eric, my professor.”

<Japanese Translation> 今日の授
業の後、私は教授のエリックとお

しゃべりしました。

Chat Room

User 1's intended
politeness: 0.631

User 2's perceived
politeness: 0.142

User 1

LLM Translator

Figure 1: An example of cross-cultural communication
facilitated by an LLM. User 1 (American) intends to be
polite, but User 2 (Japanese) interprets the message as
slightly impolite, given Japanese cultural norms don’t
typically condone calling a professor by their first name.

Successful communication relies on a speaker’s
intended style to align with a listener’s interpreted
style2 (Thomas, 1983; Tannen, 1983). However,
cultural differences in individuals’ thoughts and ac-
tions (Lehman et al., 2004) can lead to a mismatch
of such intent and interpretation, so, to successfully
bridge the cultural gap, LLMs must translate style
along with content (i.e. the literal meaning).

In this work, we analyze and mitigate translation
errors arising from this cultural gap. We focus on
style, a key component of communication, and find
that modern LLMs often destroy style during trans-
lation (Kajava et al., 2020; Troiano et al., 2020).

For instance, in Figure 1, an American (User 1)
refers to her professor by his first name. User 1
intends to be polite, and the LLM facilitating the

2Linguistic style reflects the systematic variation in linguis-
tic choices across different contexts and speakers, i.e. features
of grammar and vocabulary that signal social identity, attitude,
and communicative intent (Biber and Conrad, 2009).
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Figure 2: Evaluating how translation affects style. We first select a multilingual style corpus (e.g. the Holistic
Politeness Corpus from Havaldar et al. (2023)) annotated by native speakers from corresponding cultures. We
then train separate style quantifiers for each language using text annotated by native speakers. Using these style
quantifiers to label the style of the translated text, we can measure how well style is preserved during translation.

interaction translates the message’s content. How-
ever, when the Japanese listener (User 2) reads
the message, she interprets it as impolite, given
that Japanese cultural norms discourage referring
to professors by their first names.

In this work, we characterize failures in style
alignment of LLMs. To mitigate these failures, we
develop a method where we learn stylistic concepts
and leverage available native text to align style
during translation without degrading translation
quality. Our contributions are as follows:

• We introduce style alignment as a goal for
cross-cultural translation.

• Using a variety of datasets and LLMs, we char-
acterize the following style alignment failures:

1. LLMs struggle to translate style, and per-
form worse in non-Western languages.

2. LLMs bias translations towards a neutral
style, reducing real-world variance.

3. Current translation metrics poorly reflect
style alignment.

• We present RASTA (Retrieval-Augmented
STylistic Alignment), a method to preserve
style during translation, generating transla-
tions preferred by bilingual speakers.

2 Designing a Metric for Style Alignment

In a world where translation models perfectly take
into account cultural differences in style, a text’s
intended style in Language L1 should match the
translated text’s interpreted style in language L2.

Using this assumption, we quantify the degree
of style alignment, A, by measuring the difference
between the style of a text in language L1 and the

English Examples Label (0-1)

Politeness

This has already been debated to death. 0.024
Oh I believe this was already debated! 0.465

Intimacy

Happy New Year! 0.372
Happy new year!!!! Love u 0.681

Formality

uh, can i have more details pls? 0.044
Could you provide more details, please? 0.989

Table 1: Examples of text with the same content, but
different style labels from our three style datasets.

style of the same text translated to language L2.
For example, we can train two style quantifiers
for languages L1 and L2, which output a number
between 0 and 1, measuring the degree of style
expressed in an input text. Formally, our style
quantifiers are mappings, C1 : L1 → [0, 1] and
C2 : L2 → [0, 1]. Then, given a text x, a translator
T : L1 → L2 should ideally satisfy:

∀x ∈ L1, C1(x) = C2(T (x)). (1)

Since this strict equality is unlikely to hold in prac-
tice, we measure the extent to which this holds
by calculating a style alignment score A, i.e. the
product-moment correlation between the style of
the original and translated text. The style alignment
score A of a corpus X translated from L1 into L2

is calculated as follows:

A(L1,L2) = r (C1 (XL1) , C2 (T (XL1))) (2)

This value measures how well the intended style of
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Figure 3: How well do LLMs align style during translation? We show A(L1,L2) for today’s top LLMs, averaged
across language pairs. Google Translate is the best at this task, but all models are far from perfect.

a speaker in language L1 matches the interpretation
of a listener in language L2.

2.1 Selecting Style Datasets

In additional to an alignment metric, we also re-
quire data. Specifically, we require style datasets
that span multiple languages, and are annotated by
native speakers.

We select three open source datasets meeting
these criteria:

1. The Holistic Politeness Dataset (Havaldar
et al., 2023), containing Wikipedia editor in-
teractions annotated for politeness in English,
Spanish, Japanese, and Chinese.

2. Multilingual Tweet Intimacy3 (Pei et al.,
2023), containing Facebook posts annotated
for intimacy in English, Spanish, Brazilian-
Portuguese, Italian, French, and Chinese.

3. GYAFC (Rao and Tetreault, 2018) and XFOR-
MAL (Briakou et al., 2021), containing Yahoo
Answers annotated for formality in English,
Brazilian-Portuguese, French, and Italian.

Given these datasets contain samples from differ-
ent languages in the same domain, there is minimal
difference between the distribution of translated
text and native speaker text. Additional statistics
for these three datasets are provided in Table A3.

2.2 Training Style Quantifiers

Automatically measuring intended and interpreted
style requires reliable style quantifier models.

For all of our datasets (politeness, intimacy, and
formality), we fine-tune a set of Mistral-7B models

3Intimacy refers to whether a text is a communication
between strangers vs. people who are emotionally close.

(Jiang et al., 2023) to output a style score for each
sample. We train a separate model per language to
encourage understanding of culture-specific stylis-
tic nuances without cross-lingual interference.

The average test RMSE across languages is
0.157, 0.183, and 0.255 for politeness, intimacy,
and formality respectively. See Appendix A and Ta-
ble A2 for more details on style quantifier training
and evaluation.

3 Today’s LLMs Struggle to Align Style

With the evaluation framework detailed in Figure 2,
we can answer the question: How well do state-of-
the-art LLMs translate intended style?

Selected models. Zhu et al. (2024) evaluates
the translation capabilities of widely-used LLMs.
We select the top-performing from this work —
NLLB-1.3B (El-Alami et al., 2022), GPT-3.5, GPT-
4, and Google Translate. We also include two
high-performing lightweight LLMs — Gemma-7B
(Gemma-Team, 2024) and Llama-3.2-11B-Vision-
Instruct (Dubey et al., 2024).

Evaluation setup. Each style dataset contains
annotated samples from various languages within
a single domain. We use the LLM to translate the
samples in one language into the other languages
in the dataset using a simple prompt: Translate
the following text from L1to L2: <Text>,
where we provide the source and target languages
at runtime. Sampling parameters for all LLMs are
provided in Appendix B.

Next, for each language pair in the dataset, we
calculate the style alignment A(L1,L2). Finally,
we average A(L1,L2) across all language pairs
to quantify how well an LLM aligns the given
style during translation. Results of this experiment
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Figure 4: What languages cause Google Translate to struggle the most when aligning style? We show A(L1,L2) for
each language pair; green indicates above average, and pink indicates below average. Results show style alignment
is worst in non-Western languages, raising concerns about successful translation in non-Western cultures.

are shown in Figure 3. Google Translate has the
highest average A(L1,L2) of 0.58 across language
pairs and styles. GPT-4, GPT-3.5, and Llama-11B
all do comparably well, while the smaller models,
NLLB-1.3B and Gemma-7B struggle significantly.
These results suggest that style alignment can im-
prove with model size, though even the largest mod-
els are far from perfect.

3.1 Anglocentric Bias in Style Alignment

Given the suboptimal results in Figure 3, we ex-
plore whether the style alignment A(L1,L2) is
higher for certain language pairs than others.

We discuss outputs from Google Translate and
GPT-4, as the highest-performing and widest used
LLMs. Figure 4 contains heatmaps showing
A(L1,L2) for every source language L1 and target
language L2). Green indicates a A(L1,L2) value
above average, while pink indicates below average.
GPT-4 heatmaps are shown in Figure A1.

We observe a similar pattern across styles:
performance is worst when translating into non-
Western languages — Japanese (ja), Chinese (zh),
and Brazilian-Portuguese (pt). These results sug-
gest a mismatch between intended style and inter-
pretation is most likely when communication in-
volves a non-Western language, highlighting issues
for LLM translations used in non-Western cultures.

3.2 LLMs Bias Translations towards
Neutrality

Next, we investigate the distribution shift between
the style of text written by native speakers of L2

and the style of text translated to L2.
We find translations are more “neutral” (i.e. hav-

ing a label of 0.4-0.6) compared to samples written

A vs. G A vs. CK G vs. CK

Google Trans. -0.154 -0.548 0.674∗

GPT-4 0.243 -0.216 0.702∗

GPT-3.5 0.030 -0.396∗ 0.648∗

Llama 3.2 0.070 -0.171 0.788∗

NLLB 0.030 -0.270∗ 0.889∗

Gemma -0.369∗ -0.181 0.287∗

Table 2: Correlations between our style alignment met-
ric A and traditional translation metrics: GEMBA (G),
and COMETKIWI (CK). Results shown are the average
across all language pairs L1,L2 and models shown in
Figure 3. ∗indicates p < 0.05.

by native speakers. Additionally, stylistic extremes
(i.e. 0-0.1 and 0.9-1) exist in text written by native
speakers, but rarely occur in translations.

Figure 5 plots the distribution of politeness text
written by native speakers against English text
translated into these languages. We see this neu-
trality bias in action: the standard deviations of
native text (red) are [0.23, 0.20, 0.20] for Span-
ish, Japanese, and Chinese respectively. However,
the translations (blue) have significantly decreased
standard deviations of [0.17, 0.09, and 0.13].

This phenomenon is particularly problematic for
cross-cultural communication involving heightened
emotions like enthusiasm or frustration and may
lead to confusion or misunderstandings.

3.3 Modern Metrics Exclude Style Alignment
Given the numerous ways that today’s LLMs fail
to translate intended style, this raises the question –
why don’t current translation metrics catch this?

In addition to calculating style alignment, we
also calculate two popular reference-free transla-
tion metrics: GEMBA (Kocmi and Federmann,
2023) and COMETKIWI (Rei et al., 2022) on all
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Figure 5: Why do LLMs fail to align style during translation? We plot the politeness distributions of text generated
by native speakers vs. translated text. Results show translations skew towards neutral politeness, shrinking standard
deviation and reducing the stylistic variance present in the real world.

of our translated data. Finally, we calculate the
correlation between these metrics.

Results are shown in Table 2. Across all models,
we observe high correlations between the two tradi-
tional translation metrics (G and CK), but negative
or insignificant correlations when they are com-
pared with A. This indicates traditional metrics
poorly evaluate style alignment, providing some
insight into why such failures occur.

4 RASTA: Retrieval-Augmented STylistic
Alignment

We establish in Section 3 that LLMs fail to properly
align style during translation. However, past work
has found that LLMs succeed at classifying style
in a multilingual setting, either via fine-tuning or
prompting (Briakou et al., 2021; Plaza-del Arco
et al., 2020; El-Alami et al., 2022; Havaldar et al.,
2023; Srinivasan and Choi, 2022).

We explore how this stylistic understanding is en-
coded in embedding space by probing for stylistic
concepts and using them to augment the transla-
tion process, developing a method that yields more
stylistically-aligned results.

4.1 Distinguishing Style in Embedding Space

To begin, we explore how different styles (e.g. po-
lite vs. rude, formal vs. informal) are encoded
differently in embedding space.

To determine if different styles within a language
are distinguishable in embedding space, we evalu-
ate if samples are clustered by style. To calculate
embeddings, we use the BGE-M3 model (Chen
et al., 2024a), a recent high-performing multilin-
gual embedding model. Note that in this section
we use known style labels to analyze the structure

of a given embedding space rather than imposing
our own structure.

For a corpus XL representing text in language
L (e.g. Japanese), let XL,S be the subset of that
corpus labeled with style S (e.g. Japanese text with
a politeness label of “slightly rude”). Then, the
centroid of texts in language L with style S is

µ(L,S) = 1

|XL,S |
∑

x∈XL,S

E(x) (3)

where E(x) is an embedding function. Subfigure
(1) within Figure 6 provides a visualization of this.

As seen in Table A1, there is a signifi-
cant distance between the centroids of different
style labels within the same language, and cen-
troids of the same style label in different lan-
guages (e.g. µ(En,polite) → µ(En, rude) and
µ(En, polite) → µ(Ja, polite)), when compared
to the centroids of random subsets of the same size.
This distinction implies that LLMs have some en-
coding of style and how it differs across languages.

To better understand why LLMs succeed at style
classification, but fail to translate style, we also
calculate the centroids for translated text. Let
µ(L1 → L2,S) denote the centroid of text in L2

with style S that has been translated from L1 to L2.
When we embed this translated text, we observe
µ(L1 → L2,S) is a significant distance away from
µ(L2,S). Table A1 suggests a dichotomy between
embeddings of text translated into a language L2

and embeddings of text written by speakers of L2,
despite having the same original style.

Key takeaway. The distinction between trans-
lated and native text in embedding space may be a
reason for the subpar results we observe in Figure 4.
By learning mappings between these concepts, we
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Figure 6: RASTA: our method to align style, shown using English and Japanese. In (1) and (2), we discover
stylistic concepts and learn mappings vnative from native English → native Japanese and vtrans from native English
→ translated Japanese. In (3), we apply an alignment mapping vnative − vtrans that aligns an input embedding
according to cultural communication norms. In (4) and (5), we use the aligned embedding to select the best few-shot
exemplars and generate a more culturally aligned translation. Note that we perform this process separately for every
style and language pair, as centroids and exemplars are unique to style level and language.

can align the embedding of an input text into one
that appropriately reflects the the target style.

4.2 Learning Cultural Alignment Mappings

Formally, for every source language L1 and target
language L2, we can calculate the mapping from
text in L1 with style S to text in L2 with the same
style S. This process is detailed below:

vnative(L1,L2,S) = µ(L2,S)− µ(L1,S)

This gives us a mapping in embedding space that
encapsulates linguistic shift, e.g. moving from po-
lite text in English to polite text in Japanese.

Similarly, we can calculate the mapping from
text in L1 with style S to the translations of this
text in L2. This process is detailed below:

vtrans(L1,L2, s) = µ(L1 → L2, s)− µ(L1, s)

This provides an embedding mapping that encapsu-
lates translation shift, e.g. moving from polite text
in English to its translation in Japanese. Subfigure
(2) in Figure 6 shows examples of such mappings.

After calculating vnative and vtrans, we can cal-
culate exactly how the embedding of a translation
in L2 would need to be transformed to exist in the
same part of embedding space as native text in L2.

In theory, this transformation would eliminate
the cultural gap between text in L1 and its transla-
tion in L2, as Equation 1 would hold. In other
words, the intended style in L1 would exactly
match the interpreted style L2. This cultural align-
ment mapping, the key component of our RASTA
algorithm, can be calculated as follows:

valign := vnative(L1,L2,S)− vtrans(L1,L2,S)

Subfigure (3) within Figure 6 details this alignment.

4.3 Preserving Intended Style in Translations

Using this cultural alignment mapping, we can em-
bed and transform any piece of text in source lan-
guage L1 to exactly where it should lie in embed-
ding space in order for Equation 1 to hold.

Exemplar selection. From there, we find the
five exemplars in the training set of L2 with the
highest cosine similarity to this transformed em-
bedding. We use these exemplars as few-shot ex-
amples during translation time, encouraging the
LLM to analyze how native speakers of L2 express
the style S of the original text in L1. The few-shot
generation prompt is provided in Appendix D.

Subfigures (4) and (5) within Figure 6 show
these final steps of RASTA.
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Style Target
Baseline 1: Vanilla Baseline 2: “Preserve RASTA

Translation Style” Prompting

A↑ CK↑ G↑ A↑ CK↑ G↑ A↑ CK↑ G↑

Politeness

English 0.61 0.80 95.33 0.60 0.80 95.39 0.70 0.78 94.61
Spanish 0.56 0.75 95.94 0.65 0.75 96.69 0.69 0.75 96.45
Japanese 0.39 0.80 94.66 0.55 0.80 95.13 0.70 0.78 94.83
Chinese 0.55 0.76 94.80 0.61 0.76 95.03 0.70 0.75 94.64

Avg. 0.53 0.78 95.18 0.60 0.78 95.56 0.70 0.77 95.13
RASTA ∆ + 32.1% -1.3% +0.0% +16.7% -1.3% -0.4% – – –

Intimacy

English 0.64 0.77 93.78 0.62 0.78 94.26 0.66 0.76 93.34
Spanish 0.62 0.71 94.79 0.58 0.72 95.70 0.59 0.72 95.26
French 0.38 0.71 93.86 0.57 0.72 94.95 0.60 0.72 94.48
Italian 0.49 0.72 94.49 0.58 0.72 95.56 0.59 0.72 95.14
Portuguese 0.29 0.70 95.28 0.45 0.71 95.84 0.46 0.71 95.63
Chinese 0.28 0.70 92.24 0.37 0.71 93.43 0.39 0.71 93.05

Avg. 0.45 0.72 94.07 0.53 0.73 94.96 0.55 0.72 94.49
RASTA ∆ + 22.2% +0.0% +0.0% +1.7% +1.4% -0.5% – – –

Formality

En 0.46 0.82 97.26 0.54 0.82 97.07 0.76 0.81 96.32
Fr 0.44 0.81 97.11 0.66 0.81 97.35 0.75 0.80 96.98
It 0.51 0.80 97.73 0.66 0.80 98.01 0.70 0.80 97.83
Pt 0.50 0.79 97.75 0.72 0.80 97.97 0.78 0.78 97.36

Avg. 0.48 0.81 97.46 0.64 0.81 97.60 0.75 0.80 97.12
RASTA ∆ + 56.3% -1.3% -0.4% +17.2% -1.3% -0.5% – – –

Table 3: GPT-4: Evaluation of RASTA with prompting baselines. We measure the style alignment, A, as well as
state-of-the-art reference-free translation quality metrics GEMBA (G) (Kocmi and Federmann, 2023) and Comet-
Kiwi (CK) (Rei et al., 2022). A is 1 when the interpreted style (i.e. style of translation) exactly matches the intended
style (i.e. style of original text) and 0 when there is no alignment whatsoever. For all metrics, a higher score is better.

5 Experiments & Results

Using our translation framework, RASTA, we re-
translate the test sets of all three style datasets. We
then evaluate the effectiveness of RASTA by com-
paring our translations against a set of baselines
and measuring both style alignment and traditional
translation quality. Since RASTA requires prompt-
ing access, we focus on GPT-4 and Llama.

Baseline 1. As described in Section 3, our first
baseline uses a vanilla, straightforward prompt,
providing the LLM with instructions to translate a
given text into the target language.

Baseline 2. To evaluate the need for RASTA
over sophisticated prompting techniques, we also
write a thorough prompt detailing how word-for-
word translation may lead to stylistic misalignment,
and explicitly providing instructions to preserve the
given style. The full prompt is in Appendix D.

Evaluation metrics. For RASTA and our two
baselines, we calculate A to measure style align-
ment and calculate GEMBA and COMETKIWI to

measure traditional translation quality.

5.1 RASTA Improves Style Alignment

Table 3 provides results for RASTA using GPT-4.
We observe a significant increase in style align-
ment using RASTA (up to 56% improvement),
without significant degradation in GEMBA or
COMETKIWI (under 1.5% degradation). We show
examples of improved translations in Table A4.

The solid increase in performance from Base-
line 2 also indicates that RASTA better aligns style
than what can be done by using a well-written
prompt. We also provide results for Llama-3.2-
11B in Table A6, and observe similar patterns of
improvement over baselines.

Mitigating Anglocentric bias. As shown in Fig-
ure 7, RASTA drastically improves politeness align-
ment for Chinese and Japanese translation. We
observe similar improvement in non-Western lan-
guages for intimacy and formality as well (see Fig-
ures A1 and A2), highlighting RASTA’s ability to
de-bias translation performance.
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Figure 7: Comparing style alignment between vanilla
GPT-4 and RASTA using GPT-4. RASTA improves per-
formance when translating into non-Western languages
and reduces the performance gap from 0.35 to 0.12.

Preserving native speaker variance. RASTA
also decreases the tendency of translations to be
neutral. For GPT-4, the standard deviation of the
translated politeness distribution (see Figure 5) in-
creases from vanilla prompting to RASTA as fol-
lows: [0.14, 0.10, 0.10] → [0.18, 0.13, 0.15] for
Spanish, Japanese, Chinese, a 36% average in-
crease and a much better reflection of the politeness
variance occurring in native text.

5.2 Humans Prefer RASTA Translations

To confirm whether native speakers view RASTA
translations as an improvement, we run an annota-
tion study on Prolific.

Study setup. For every language pair {English,
L} in our politeness and formality datasets4, we re-
cruit a set of 3 bilingual annotators on Prolific, for a
total of 18 annotators across languages and datasets.
Annotators are required to have selected L as their
first language and be fully fluent in English. An-
notators are then shown 30 randomly selected sam-
ples, along with their RASTA translations and their
“preserve style” prompting translations, and asked
to select which translation better preserves style.

Annotation results. Annotators select RASTA a
majority of the time – 61% of the time for polite-
ness, and 63% of the time for formality, indicating
RASTA aligns with native speaker intuition. See
Appendix F for study details, annotator agreement,
and additional results.

Overall, RASTA succeeds in improving style
alignment while still outputting translations that
fully preserve content and meaning.

4We do not include intimacy, as a large portion of the
dataset contains sexually explicit content.

6 Related Work

Controlling style in generations: Past style trans-
fer work controls for style via sampling and ranking
(Niu et al., 2017) and fine-tuning (Rippeth et al.,
2022; Garcia et al., 2021). Similar approaches have
been used to control style in translation (Niu et al.,
2018; Schioppa et al., 2021; Sennrich et al., 2016;
Nadejde et al., 2022). RASTA differs from these
works as style is not forced on the output; rather, it
matches that of the input. TextSETTR (Riley et al.,
2021) employs a similar problem setup but only
focuses on English, thus eliminating the need for
culture-specific style understanding. Low-resource
benchmarks (Krishna et al., 2022; Mukherjee et al.,
2024) employ language-specific techniques, but
therefore lack the generalizability of RASTA.

Culturally-aware translation: Prior work in
this space involves benchmark datasets that account
for cultural differences in names/objects (Yao et al.,
2024; Peskov et al., 2021), geographic locations
(Riley et al., 2023), social norms (Huang and Yang,
2023), dialogue (Li et al., 2024a), along with in-
vestigations of translating time (Shwartz, 2022),
recipes (Cao et al., 2024), and idioms (Li et al.,
2024b). However, the techniques described in these
works focus on entity replacement via fine-tuning
or post-processing, thus modifying content. Con-
versely, RASTA focuses on modifying style to in-
crease cultural awareness, keeping content intact.

Retrieval-augmented translation: Recent
work uses in-context learning and retrieval-
augmented generation (RAG) for LLM translation
(Bulte and Tezcan, 2019; Xu et al., 2020; Agrawal
et al., 2023; Garcia et al., 2023). Beyond transla-
tion pairs, retrieval from external knowledge bases
(Conia et al., 2024; Chen et al., 2024b), unstruc-
tured data (Wang et al., 2024), and search engines
(Gu et al., 2018) have been used to improve trans-
lation. RAG has also been combined with multi-
step prompting (He et al., 2024). Unlike these
approaches, we do not require translation pairs, in-
stead used a learned alignment mapping to directly
retrieve examples in the target language.

7 Conclusion

We introduce style alignment as a goal for transla-
tion, given that success in communication requires
an alignment of intended and interpreted style. We
characterize the failures of today’s LLMs in align-
ing style: poor performance, Anglocentric bias,
skewing towards neutrality, and low correlation
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with standard translation quality. To mitigate these
failures, we introduce RASTA, a method that lever-
ages stylistic concepts and in tandem with native
text to generate culturally-aligned translations.

Our work provides essential insights and method-
ologies to enhance LLMs’ capabilities in cross-
cultural communication, establishing a foundation
for future research in this field.

8 Limitations

In order to calculate our “ground truth” style la-
bels for our alignment metric A, we train models
(regressors), which are imperfect. The average
RMSE of our style quantifiers (across language
pairs and styles) is 0.195. Though this suggests
high overall performance, certain predictions may
be incorrect. This work would benefit from another
annotation study including native speaker annota-
tions of our style quantifier models. Unfortunately,
due to resource constraints, multiple annotation
studies were not feasible for this work.

We only look at three styles in this work: po-
liteness, intimacy, and formality. Future work is
needed to assess whether RASTA improves style
alignment for the many other styles that exist. Ad-
ditionally, content and style are deeply intertwined;
it may not always be possible to transform style
without also modifying content, making perfect
style alignment unachievable.

As with any retrieval-augmented generation
method, bias and error in our embedding model
may propagate up and result in suboptimal few-
shot exemplars. Additionally, since we use cosine
similarity to select exemplars, we choose examples
close in both content and style, as the embedding
encodes both of these constructs. This may provide
a suboptimal level of variance in our exemplars.

Though the authors spend time prompt-tuning,
we only run experiments with a single prompt for
RASTA and each of our baselines; final translations
are prompt-dependent and may vary with different
prompts. Future work is needed to establish the
effect of prompt wording and the number of few-
shot exemplars on the final RASTA translations.

This work would be strengthened by explicit in-
clusion of social and cultural norms to modify trans-
lations. However, there are many open questions
when determining how to use them for translation:
how to distinguish their influence on style vs. con-
tent, how to extract norms from style corpora, how
to determine which norms to provide to the model,

etc. This inclusion is out of scope for this paper
and we leave it for future work.

On a higher level, style is subjective, even within
languages and cultures, so the ground truth style
label likely differs from person to person. This
work treats the style of a given text as a static value,
which abstracts away all real-world subjectivity.

9 Ethical Considerations

Our definition of “culturally-aware” translation
hinges on style alignment; however, culture is
deeply complex and consists of many more com-
munication patterns/norms beyond style. While
aligning style is a step in the right direction, we
acknowledge that it is an incomplete step to full
cultural alignment of LLM generations.

We also only study high-resource languages in
this work, as we are limited to what languages
are available in open-source style datasets. Future
work is needed to determine the effectiveness of
RASTA on low-resource languages.

Additionally, given we use an LLM to generate
the final translations, inherent bias in or fairness
concerns associated with the LLM may propagate
up into our generated RASTA translations.
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A Style Quantifiers: Training Details

To train the style quantifiers, we finetune Mistral-
7B (Jiang et al., 2023) on the training datasets for
each language in each available style. Since the
style labels are normalized values between zero
and one, these are regression models rather than
classifiers.

Havaldar et al. (2023) find that multilingual
vs. monolingual LLMs focus on different features
when learning to classify style. Taking this into
account, we fine-tune a unique model for each lan-
guage, as we do not want cross-lingual interference.

Since we train a separate model for each lan-
guage and style, we train a total of 14 models.
Due to resource constraints, we could not finetune
the entire Mistral 7B model, so we use QLoRA
(Dettmers et al., 2024) to finetune the model on
two NVIDIA-A100 GPUs. Specifically, we use 4
bit quantization and a LoRA dimension of 4. We
used MSE loss, a learning rate of 5e-5, a batch size
of 8, and trained for 5 epochs. The test RMSE of
our models is reported in Table A2. We additionally
experimented with finetuning the XLM-RoBERTa-
Base model (Conneau et al., 2019), but we found
that the Mistral-7B model resulted in lower RMSEs
for almost all styles and languages.

B LLM Sampling Parameters

For generation from Llama-3.2 and Gemma, we
used a temperature of 0.6 and top-p of 0.9. For
generation from GPT-3.5 and GPT-4, we used a
temperature of 1.0 and top-p of 1.0. We keep all
default sampling parameters to evaluate LLMs in
their commonly used form.

C Additional Results

Results for our method on the Llama-3.2 11B Vi-
sion Instruct model are provided in Table A6.

Discussion of results. Unlike GPT-4, we observe
a non-insignificant degradation of translation qual-
ity as measured by GEMBA and COMETKIWI.
Upon further inspection, this is because Llama-
3.2-11B is overly reliant on the few-shot examples;
we see many cases where the LLM includes in its
translation information present in multiple few-shot
examples, but not present in the original text. We
use the prompt designed for GPT-4, as we want
to report consistent results across LLMs. How-
ever, additional prompt tuning and a Llama-specific

Computation Distance

Different styles within the same language

|µ(L, polite)− µ(L, rude)| 2.01±0.26

Identical style across different languages

|µ(L1, polite)− µ(L2, polite)| 2.91±0.34
|µ(L1, rude)− µ(L2, rude)| 2.77±0.35

Translated vs. native speaker generated within
the same style and language

|µ(L1 → L2, polite)− µ(L2, polite)| 2.66±0.25
|µ(L1 → L2, rude)− µ(L2, rude)| 2.32±0.20

Baseline: random subsets of identical size

|Xrand −Xrand| 0.52±0.02

Table A1: Distances in embedding space of politeness
dataset subsets. Polite corresponds to the top 20% of
politeness scores and rude is the bottom 20% of scores.

Style Language Test RMSE

English 0.155
Politeness Spanish 0.164
(0-1 scale) Japanese 0.160

Chinese 0.147

English 0.127
Spanish 0.156

Intimacy French 0.179
(0-1 scale) Italian 0.226

Portuguese 0.244
Chinese 0.156

English 0.262
Formality French 0.202
(0,1 binary) Italian 0.289

Portuguese 0.268

Table A2: Test RMSE for our style quantifiers, showing
significantly better-than-random performance.

prompt is likely needed to prevent degradation of
translation quality.

D Prompts

The prompts for baselines and our method is in-
cluded in Figure A5, Figure A6, and Figure A7.

Prompt development. To come up with the
above prompts, we took the following steps:

1. RASTA prompt: We had multiple rounds of
iteration, where authors analyzed the results
and tried to find qualitative errors (e.g. hon-
orifics incorrectly added, no cultural knowl-
edge incorporated, overcorrection of style,
etc.) and modify the prompt accordingly. We
settled on a prompt that provided the goal –
optimize for style alignment – while still in-
structing the model to preserve the content.
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Dataset Train Size Test Size Contained Languages

Politeness (Havaldar et al., 2023) 18238 2280 English, Spanish, Japanese, Chinese
Intimacy (Pei et al., 2023) 9491 2370 English, Spanish, Portuguese, Italian, French, Chinese
Formality (Rao and Tetreault, 2018;
Briakou et al., 2021)

6392 1598 English, French, Italian, Portuguese

Table A3: Dataset statistics. For the three datasets used in this work, we show the number of train and test samples
and the included languages.

WARNING: THE EXAMPLES IN THIS TABLE CONTAIN EXPLICIT AND POTENTIALLY OFFENSIVE CONTENT.

Style Method Lang. Sentence Label (0-1)

Politeness

Source Ja

なるほど、ここまでの経緯とは別の態度のご発言ということなの
でしょうか？ コメント依頼を出したのは私ではないから、外す
ことを求められても困ります。 図の問題は、私のこだわりでは
ありません。

0.25

Vanilla En

I see, so you’re saying this comment shows a different attitude from the
course of events so far? I’m not the one who requested the comment, so
I’m in trouble if I’m asked to remove it. The problem with the diagram is
not my concern.

0.566

RASTA En

So, are you saying that this statement reflects a different attitude than
what’s happened up to now? It is rather inconvenient since I didn’t ask
for the comment to be made, and it’s not up to me to decide to eliminate
it. The issue with the diagram, it’s important to note, is not my personal
fixation.

0.277

Intimacy
Source Es Con el pitó bien duro #heteros http 0.84

Vanilla En With the whistle blowing hard #heteros http 0.40

RASTA En With a rock hard cock #straight http 0.867

Formality

Source Pt Não tenha a ilusão de que ele vai se separar pra ficar com você (são
raríssimos esses casos). 0.0

Vanilla En Don’t be under the illusion that he is going to leave to be with you (such
cases are extremely rare). 1.0

RASTA En Don’t kid yourself that he’s gonna leave her for you (those cases are super
rare). 0.11

Table A4: Qualitative examples comparing RASTA to the vanilla translation baseline with GPT-4. For all examples,
RASTA results in a higher level of style alignment than the vanilla translation.

2. Baseline 1: Vanilla Translation Prompt: We
used the most straightforward wording that
an average user would be most likely to use
when asking an LLM to translate text.

3. Baseline 2: “Preserve Style” Prompt: We took
our finalized RASTA prompt and removed the
few-shot exemplars and style label compo-
nents, keeping the overview and the instruc-
tions fully intact.

E RASTA Examples

Table A4 contains examples comparing RASTA
translations to Baseline 1 translations. We include
examples which show a large difference between
the style of the translation from RASTA and the
vanilla baseline.

For politeness, we show a Japanese sentence
which is normally translated by GPT-4 to have
medium politeness while Japanese native speak-
ers say the source text was rude. Using RASTA,
we can see that the translation is now significanly
less polite, but still contains the same content.

The intimacy example shows a case where the
source sentence contains Spanish slang for male
genitalia, which native speakers label as highly
intimate. GPT-4 mistranslates this slang to its lit-
eral translation, “whistle”, with the vanilla method.
This is highlighted by the translation’s low inti-
macy label, but using RASTA fixes this issue since
the model outputs a translation with the correct
intimacy, resulting in the correct slang translation.

The formality example highlights a case where
a normal translation is much too formal. Native
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Figure A1: Heatmaps for GPT-4. We show A(L1,L2) for each language pair; green indicates above average, and
pink indicates below average. Results show style alignment is worst in non-Western languages, raising concerns
about successful translation in non-Western cultures.
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Figure A2: Heatmaps for RASTA with GPT-4. We show A(L1,L2) for each language pair; green indicates above
average, and pink indicates below average. Results show style alignment is worst in non-Western languages, raising
concerns about successful translation in non-Western cultures.

Portuguese speakers identify the source sentence
as informal, and RASTA mitigates the erroneous
translation by changing the phrase “don’t be under
the illusion” to “don’t kid yourself,” an English
phrase commonly used in informal settings.

F Human Validation Study

Annotators were sourced bilingual speakers on Pro-
lific and paid $20 an hour. The study took, on
average, 18 minutes to complete. Participants anno-
tating for Chinese and Japanese spent 5-6 minutes
longer on average than than those annotating for
romance languages.

We show one example question asked in our
human validation study in Figure A4. We also
show the instructions given to the annotators at the
start of the survey in Figure A3.

Annotator agreement, as calculated by average
pairwise product-moment correlations between an-
notators is 0.167 for politeness and 0.247 for for-
mality. Agreement is expectedly low due to the

Style Language % RASTA Favored

Spanish 0.60
Politeness Chinese 0.63

Japanese 0.60

Portuguese 0.67
Formality French 0.63

Italian 0.60

Table A5: Language-specific results from human vali-
dation study. We have three annotators select preferred
translation between RASTA and the “preserve style”
prompting baseline. We then calculate the majority la-
bel for each of the 30 samples per language.

highly subjective nature of the task and the low
number of samples.
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Background
Politeness is influenced by social and cultural norms. Because of this , translating

from one language to another can change politeness levels. A direct word -for -
word translation does not guarantee that the politeness level of the translated
text will match the politeness level of the original text.

Instructions
In this survey , you will be asked to analyze translations between English and

another language and determine which translation better preserves politeness.

Important Note
Keep in mind some translations you see will contain new or modified information to

reflect the politeness of the original text better.

---------------------

Please select all of the following that are TRUE about politeness. You must get this
question correct to advance to the rest of the survey!

[] Politeness is a complex construct
[] Politeness is easy to translate
[] Politeness varies across cultures and languages
[] A direct word -for -word translation always preserves politeness
[] A direct word -for -word translation might change politeness
[] A translation that preserves politeness may contain new or modified information

Figure A3: Instructions and attention check given to annotators at the start of the survey. Annotators had to pass the
attention check (select options 1, 3, 5, and 6) in order to advance to the remainder of the survey.

Consider the following translations from English to Spanish. Please select the
translation that best matches the politeness level of the original text

Original text:
I just came here for the comments. Surprisingly , there are none about hip -hop. The

ridiculous amount of racist comments and articles debating whether or not hip -
hop producers are musicians is beyond quantitative measurement.

Translation options:

Option A:
Simplemente vine aquí por los comentarios. Sorprendentemente , no hay ninguno sobre

hip -hop. La cantidad ridícula de comentarios y artículos racistas debatiendo si
los productores de hip -hop son o no músicos está más allá de cualquier medición
cuantitativa.

Option B:
Solo vine aquí por los comentarios. Sorprendentemente , no hay ninguno sobre el hip -

hop. La cantidad ridícula de comentarios racistas y artículos debatiendo si los
productores de hip -hop son o no músicos , es más allá de cualquier medición
cuantitativa.

Figure A4: Example of survey question from our human evaluation. Option A in this example corresponds to
RASTA, but we randomly shuffle the example order so that there is no pattern to RASTA being Option A or B.
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Translate the following text from <Source > to <Target >.
Text: <Sample >
Output only the translation.

Figure A5: Vanilla translation prompt used for LLMs.

Your task is to translate a given piece of text from <Source > to <Target >.
When translating , you must ensure the <Style > level of the translation matches the <

Style > level of the original text.
Keep in mind that <Style > varies across cultures , so a direct word -for -word

translation may not always ensure the <Style > level will match that of the
original text.

This is the text you need to translate:
<Sample >

Now , translate the text so that the translation also has the same <Style > level.
Output only the translation.

Figure A6: “Preserve style” translation prompt used for LLMs.

Your task is to translate a given piece of text from <Source > to <Target >.
When translating , you must ensure the <Style > level of the translation matches the <

Style > level of the original text.
Keep in mind that <Style > varies across cultures , so a direct word -for -word

translation may not always ensure the <Style > level will match that of the
original text.

This is the text you need to translate:
<Sample >

This text has a <Style > level of {} out of 1 in {}.

To help you translate the text in a way that preserves <Style >, here are some
examples of text that have the same <Style > level in {}.

Pay attention to the way <Style > is expressed in these examples , and try to reflect
it similarly in your translation.

<example 1>

<example 2>

<example 3>

<example 4>

<example 5>

Now , translate the above text to preserve the content of the message , while also
making sure the <Style > level is similar to the above examples.

Specifically , the translation should also have a <Style > level of {} out of 1 in {}.
Output only the translation.

Figure A7: RASTA translation prompt used for LLMs.
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Style Target
Baseline 1: Vanilla Baseline 2: “Preserve RASTA

Translation Style” Prompting

A↑ CK↑ G↑ A↑ CK↑ G↑ A↑ CK↑ G↑

Politeness

En 0.51 0.77 90.00 0.53 0.76 88.60 0.63 0.72 82.87
Es 0.61 0.72 91.61 0.61 0.72 91.91 0.64 0.69 89.20
Ja 0.38 0.74 88.20 0.43 0.74 88.88 0.55 0.70 82.92
Zh 0.56 0.73 90.52 0.55 0.72 90.49 0.70 0.67 85.32

Avg. 0.52 0.74 90.08 0.53 0.74 89.97 0.63 0.70 85.08
RASTA ∆ + 21.2% -8.2% -5.6% +18.9% -8.2% -5.4% – – –

Intimacy

Zh 0.34 0.66 84.02 0.36 0.62 80.02 0.39 0.52 59.10
En 0.50 0.71 85.34 0.46 0.67 79.92 0.51 0.59 63.70
Fr 0.55 0.68 85.14 0.51 0.64 80.58 0.60 0.57 64.97
It 0.55 0.68 86.87 0.49 0.64 81.75 0.57 0.57 63.37
Pt 0.42 0.67 88.19 0.42 0.64 84.41 0.50 0.55 61.98
Es 0.53 0.68 87.29 0.46 0.64 82.00 0.56 0.57 63.21

Avg. 0.48 0.68 86.14 0.45 0.64 81.45 0.52 0.56 62.72
RASTA ∆ + 8.3% -17.6% -27.2% +15.6% -12.5% -23.0% – – –

Formality

En 0.43 0.80 92.77 0.36 0.79 90.14 0.70 0.68 70.01
Fr 0.42 0.78 91.74 0.33 0.77 90.09 0.60 0.68 74.85
It 0.47 0.78 93.14 0.41 0.77 90.92 0.65 0.70 74.87
Pt 0.46 0.77 92.94 0.42 0.77 91.59 0.62 0.67 72.84

Avg. 0.44 0.79 92.65 0.38 0.77 90.69 0.64 0.68 73.14
RASTA ∆ + 45.5% -13.9% -21.1% +68.4% -11.7% -19.4% – – –

Table A6: Llama-3.2-11B: Evaluation of RASTA with prompting baselines. We measure the style alignment, A, as
well as state-of-the-art reference-free translation quality metrics GEMBA (G) (Kocmi and Federmann, 2023) and
COMETKIWI (CK) (Rei et al., 2022). A is 1 when the interpreted style (i.e. style of translation) exactly matches the
intended style (i.e. style of original text) and 0 when there is no alignment. For all metrics, higher is better.
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