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Introduction

We are excited to welcome attendees to the First BabyLM Workshop! This follows two years of the Ba-
byLM Challenge (now in its third iteration). The workshop will be co-located with the 2025 Conference
on Empirical Methods in Natural Language Processing on November 8, 2025 in Suzhou, China.

This year, the program includes an oral session for the winning shared task papers, two oral sessions
for the award-winning workshop papers, and a poster session for all accepted submissions. There is also
an introductory presentation from the organizers summarizing the challenge, this year’s winning sub-
missions, and trends across submissions. In addition, we have two invited talks—one from a language
modeling expert and another from a cognitive modeling expert.

We received 32 workshop submissions (many of which also included system submissions to the BabyLM
Challenge) and 12 direct challenge submissions. We are grateful to the challenge participants, whether in
the challenge or workshop tracks, for advancing the science of language modeling. The participants’ ef-
forts are essential to advancing the state of cognitively plausible and sample-efficient language modeling.

We also extend our thanks to the organizers of EMNLP for their significant efforts in sustaining a confe-
rence of its scale, and in providing an environment for the BabyLM community.

Finally, we thank our program committee members—Iargely sampled from the participants of the chal-
lenge—for commiitting their time to help us curate an excellent program.

—The BabyLM Organizing Committee: Lucas Charpentier, Leshem Choshen, Ryan Cotterell, Mu-

stafa Omer Gul, Michael Y. Hu, Jing Liu, Jaap Jumelet, Tal Linzen, Aaron Mueller, Candace Ross, Raj
Sanjay Shah, Alex Warstadt, Ethan Gotlieb Wilcox, Adina Williams
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Keynote Talk
Benchmarking Baby and Large Language Models in Chinese

Hai Hu
City University of Hong Kong
2025-11-08 11:00:00

Abstract: In this talk, I will first briefly overview the efforts in creating linguisticsally oriented ben-
chmarks in Chinese. I will discuss the design and construction of benchmarks targeting the orthorgraphy,
phonology, syntax, logic and semantics, pragmatics and world knowledge of modern and classical Chi-
nese, by our lab and other teams in the field. The evaluations of baby and large language models show
that current LLMs are very powerful, especially with the addition of “reasoning” abilities. However,
certain linguistic blindspots remain and further refinement of evaluation tasks and methodologies is nee-
ded. Next, I will discuss ongoing studies in understanding the learning mechanisms of monolingual and
bilingual language models involving Chinese. Finally I will point out what the LM community might
learn from the language acquisition community.

Keynote Talk
Small Language Models through Insights from Human
Language Acquisition

Yohei Oseki
University of Tokyo
2025-11-08 15:30:00

Abstract: Large language models (LLMs) have achieved remarkable success, thanks to the rapid de-
velopment of Al and machine/deep learning, and outperformed humans at various downstream tasks.
However, those LLMs, despite their super-human performance, have been pointed out as not efficient
in terms of training data, model parameters, and computational resources. In this talk, I propose small
language models (SLMs) that efficiently learn natural language like humans, building on insights from
human language acquisition. Specifically, SLMs are trained on developmentally plausible corpora like
BabyLM Challenge via curriculum learning, batch learning, direct/indirect evidence, variation set, and
critical period. The results suggest that inductive biases are essential to efficiently train SLMs, with
scientific implications for human language acquisition, as well as engineering applications to edge Al
and low-resource languages.
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Rethinking the Role of Text Complexity in Language Model Pretraining

Dan John Velasco® and Matthew Theodore Roque*
Samsung R&D Institute Philippines
{dj.velasco, roque.mt}@samsung.com

“Equal Contribution

Abstract

Improving pretraining data quality and size is
known to boost downstream performance, but
the role of text complexity—how hard a text is
to read—remains less explored. We reduce
surface-level complexity (shorter sentences,
simpler words, simpler structure) while keep-
ing core content approximately constant and
ask: (i) How does complexity affect language
modeling across model sizes? (ii) Can useful
representations be learned from simpler text
alone? (iii) How does pretraining text complex-
ity influence downstream language understand-
ing? We simplify human-written texts using a
large language model, pretrain causal models
(28M-500M) from scratch on original vs. sim-
plified data, and evaluate them in fine-tuning
and zero-shot setups. We find that perplexity
is sensitive to the interaction between model
capacity and text complexity—smaller mod-
els degrade far less on simpler texts—while
text complexity has little impact on fine-tuning
evaluations, with zero-shot evaluations indicat-
ing that simpler texts benefit performance on
linguistic knowledge tasks, whereas more com-
plex texts favor tasks requiring world knowl-
edge and entity tracking. Our findings suggest
that different types of data diversity affect trans-
fer and zero-shot performance differently, pro-
viding insight into tailoring data curation to
specific goals.

1 Introduction

Let’s compare two versions of text:

(A) As the sunset cast its warm orange glow over
Manila Bay, people relaxed on the sideline
benches, enjoying the peaceful view of the
sunset.

(B) The sunset gave Manila Bay a warm, orange
light. People sat on the benches and enjoyed
the view of the sunset.

1

=®= fwedu_simp fwedu_hw

Pretrain

~<

o——o\.
\.

N

0.0

—0.5 1
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A PPL from 500M
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Figure 1: (Top) Perplexity (PPL) degrades faster for
models trained on fwedu_hw (human-written) than on
fwedu_simp (simplified) as model size decreases, sug-
gesting that smaller models handle lower-complexity
text more effectively. (Bottom) Average performance
across 7 language tasks remains similar across data se-
tups suggesting text complexity has limited impact on
general language understanding.

The two versions convey the same core mean-
ing, but one uses more nuanced, complex language,
whereas the other is simpler and less nuanced. This
can be likened to lossy compression, where version
(B) requires fewer bits to represent the information
in (A) but loses some nuance. It compresses by us-
ing common words and simpler sentence structures
while retaining the core information.
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What if our corpus is more like (B)? Can we
still learn useful representations by training solely
on simplified text with a simpler vocabulary and
sentence structure? To answer this, we manipu-
late surface-level complexity—shorter sentences,
simpler words, simpler structures—while keeping
the semantics close to constant, and measure down-
stream performance.

It is well-known that language models acquire
world knowledge during pretraining (Petroni et al.,
2019; Roberts et al., 2020; Zhang et al., 2021; Wei
et al., 2022), and transfer learning is more effective
when the pretraining corpus aligns with the target
task domain (Ruder and Plank, 2017; Gururangan
et al., 2020). For example, pretraining on medical-
related texts leads to better performance on medical
domain tasks than using finance-related texts. This
highlights that a model’s knowledge base strongly
affects downstream results. To isolate the effect
of text complexity, it’s essential to control for core
content. In this paper, we ask three core questions:

(1) How does text complexity affect language
modeling performance across models of vary-
ing capacity?

(2) Can we learn useful representations by train-
ing solely on simpler text, with simpler vocab-
ulary and sentence structure?

(3) How does the text complexity of pretraining
data affect downstream performance on lan-
guage understanding tasks?

We collected human-written texts and used a
Large Language Model (LLM) to produce sim-
plified versions while preserving core content.
Causal language models (28M-500M) were then
pretrained from scratch in two setups: on the origi-
nal texts and on their simplified counterparts. We
evaluated language understanding through fine-
tuning, and linguistic knowledge and common-
sense reasoning in zero-shot settings.

Our empirical evidence shows that reducing
surface-level complexity features does not signif-
icantly impact performance on general language
understanding tasks (Figure 1). These results sug-
gest that text complexity is not the primary driver
of performance; instead, knowledge coverage may
matter more. However, zero-shot evaluations (Ta-
ble 4 and 5) suggest that text simplicity can boost
performance in linguistic knowledge tasks, while
greater complexity tends to aid world knowledge
and entity tracking.

2 Related Work

Text complexity or readability. It refers to how
difficult a text is to understand (DuBay, 2004), in-
fluenced by linguistic factors such as word choice
(e.g., "utilize" vs. "use"), sentence structure (com-
plex vs. simple), and content type (academic vs.
children’s books) (Dale and Chall, 1948; Graesser
et al., 2004). Other factors such as the reader’s
knowledge affect readability (Ozuru et al., 2009).
In this work, we focus solely on linguistic aspects.

Common readability metrics—such as Flesch
Reading Ease (FRE) (Flesch, 1948), Dale-Chall
(Dale and Chall, 1948), and SMOG (Mc Laughlin,
1969)—use surface features like sentence length
and word complexity. These measures overlook
deeper dimensions such as coherence and style,
motivating machine learning and deep learning ap-
proaches (Hancke et al., 2012; Meng et al., 2020;
Imperial, 2021; Chatzipanagiotidis et al., 2021).
Recent work applies LLMs to readability estima-
tion (Trott and Riviere, 2024; Lee and Lee, 2023;
Rooein et al., 2024), achieving strong alignment
with human judgments even without fine-tuning.
However, LLM-based scoring is computationally
costly at corpus scale, so we use FRE to estimate
readability.

Text simplification (T'S). It aims to make text
easier to understand while preserving its content
(Agrawal and Carpuat, 2023; Alva-Manchego et al.,
2019; Truica et al., 2023). While simplified texts
tend to be shorter, this is not always the case (Shard-
low, 2014). This is different from Text Summariza-
tion, where the goal is to shorten the text even
if it changes the organization and content. Early
approaches used word substitution with lexicons
(Saggion and Hirst, 2017; Shardlow, 2014; Kriz
et al., 2018), while others framed TS as statis-
tical machine translation (SMT) (Wubben et al.,
2012; Scarton et al., 2018; Specia, 2010; Xu et al.,
2016). Subsequent work applied deep learning
encoder-decoder models (Zhang and Lapata, 2017;
Alva-Manchego et al., 2019; Agrawal and Carpuat,
2023), and recent studies explore LLMs (Trott and
Riviere, 2024; Imperial and Tayyar Madabushi,
2023; Farajidizaji et al., 2024; Padovani et al.,
2024). While some research targets specific grade
levels, we follow Trott and Riviere (2024) in sim-
plifying complex texts without grade constraints,
leveraging LL.Ms for this task.



Pretraining language models on simple texts.
Recent work has explored pretraining small lan-
guage models (SLMs) on simple texts. Huebner
et al. (2021) showed that models trained on child-
directed speech match larger models on probing
tasks. Eldan and Li (2023) found that SLMs trained
on synthetic short stories using only words famil-
iar to 3-4-year-olds can generate coherent, fluent
text. Other studies (Deshpande et al., 2023; Muck-
atira et al., 2024) reported that SLMs pretrained on
simplified language perform comparably to larger
models when problems are reformulated in simpler
terms. The BabyLM Challenge (Warstadt et al.,
2023; Hu et al., 2024) pretrains language models
on <100M words from child-directed and simpli-
fied texts, using provided or custom datasets within
the budget.

Pretraining dataset design. Large-scale pre-
training is a key driver of modern language model
performance (Brown et al., 2020; Kaplan et al.,
2020; Hoffmann et al., 2022). Dataset design
choices—domain composition, quality and toxicity
filtering, and collection date—affect performance
in ways that fine-tuning cannot fully correct (Long-
pre et al., 2024).

The work most related to ours, Agrawal and
Singh (2023), finds that models trained on more
complex text (e.g., Wikipedia) outperform those
trained on simpler text (e.g., children’s books),
with complexity measured by Flesch Reading Ease.
However, because they compare entirely different
corpora, complexity is confounded with other fac-
tors such as topic breadth, register, discourse struc-
ture, and domain diversity. We instead manipulate
complexity within the same source texts, preserv-
ing core content while varying only surface-level
features. This controlled setup isolates the effect
of textual complexity, complementing the broader
correlation observed by Agrawal and Singh (2023).

Although prior work reports positive results for
simple-text pretraining, no study has directly ex-
amined the impact of surface-level complexity at
larger scales (e.g., 2B tokens). Our experiments
address this gap, providing empirical evidence on
whether useful models can be trained solely on
simplified text.

3 Creating the Pretraining Datasets

3.1 Human-Written Corpus

We took a subset of FineWeb-Edu (Penedo et al.,
2024), a collection of high-quality English web

pages specifically optimized for educational con-
tent. This dataset is known for its permissive li-
cense! and its quality since it has gone through
rigorous processing such as filtering, deduplication,
and curation. The subset has 2 billion tokens?, de-
noted as fwedu_hw (short for FineWeb-Edu human-
written). The choice of dataset size is motivated
by Chinchilla Compute-Optimal guideline of 1:20
parameter-tokens ratio (Hoffmann et al., 2022) and
practical reasons (e.g. training under fixed compute
budget). While this size is not exactly compliant to
the Chinchilla guideline for the 124M, 256M and
500M models, it is at least Chinchilla Optimal for
the smaller models (e.g. 28M, 58M, 79M).

3.2 Simplified Corpus

We prompt Llama 3.1 8B (Grattafiori et al., 2024)
to transform fwedu_hw into simplified texts. For
efficient inference, we use the INTS8 quantized ver-
sion> of the model and vLLM (Kwon et al., 2023)
as our LLM serving system. We discuss more
about the prompt engineering and include the final
prompt in Appendix B.

We split the documents from fwedu_hw into
paragraphs*. Transformation is done at the para-
graph level because the model tends to summarize
rather than simplify if the input is a multi-paragraph
document. However, not all paragraphs are trans-
formed. This can happen under three conditions:
(1) when a paragraph is too short relative to its full
document (e.g. title, headers); (2) when a para-
graph is too long (e.g. tables, lists); or (3) when
the transformation is significantly shorter or longer
than the original text (e.g. incorrect simplifica-
tion). In all of these cases, we removed these para-
graphs from both datasets. This allows for more
control on text complexity of the datasets while con-
trolling for text content by keeping both datasets
perfectly parallel. On both datasets, the paragraphs
were not reconstructed back to document-level and
instead, pretraining is done at the paragraph-level.
We include a more detailed breakdown of these
conditions in Appendix C.

'ODC-By 1.0

2Token counts derived from Llama 2 tokenizer (Touvron
et al., 2023)

3Model accessed at:
https://huggingface.co/neuralmagic/Meta-Llama-3.
1-8B-Instruct-quantized.w8a8

*We use the term "paragraph” to refer to the smallest unit
of block of text in our data pipeline. It is not always the case
that the smallest unit is an actual paragraph. It can be a single
sentence, table, heading, author lists, or other text artifacts.


https://huggingface.co/neuralmagic/Meta-Llama-3.1-8B-Instruct-quantized.w8a8
https://huggingface.co/neuralmagic/Meta-Llama-3.1-8B-Instruct-quantized.w8a8

The final simplified corpus, denoted as
fwedu_simp (short for FineWeb-Edu simplified),
has around 1.71B tokens. To get a rough idea of
what the simplified texts look like, see the follow-
ing example:

Original: Your comment really helped
me feel better the most. I was sitting in
my office, feeling so bad that I didn’t
say how inappropriate and out of line his
comments were, and this helped.

Simplified: Your comment really helped
me feel better. I was feeling bad because
I didn’t speak up when someone made
inappropriate comments.

4 Experimental Setup

In our study, we investigate the effect of text
complexity on pretraining and downstream perfor-
mance of language models across varying model
capacity. We compare models trained on fwedu_hw
(human-written) with those trained on fwedu_simp
(simplified).

4.1 Model Architecture

Our model architecture is based on the design
choices of MobileLLM (Liu et al., 2024): deep-and-
thin architectures, SwiGLU activation (Shazeer,
2020), grouped-query attention (Ainslie et al.,
2023), and embeddings sharing (Press and Wollf,
2017). All models share the same set of architec-
tural details and hyperparameters as MobileLLM
except where explicitly varied. We removed em-
beddings sharing for the sole purpose of making the
results more generalizable to most contemporary
causal language models which do not use embed-
dings sharing. Architectural details are summa-
rized in Table 1.

4.2 Pretraining Configurations

All models are trained for one epoch on either
fwedu_hw or fwedu_simp. Both use the LLaMA-2
BPE tokenizer (Touvron et al., 2023) with a 32k
vocabulary. Training examples are individual para-
graphs, with no concatenation or sequence packing.

Inputs are right-padded to 512 tokens with the
EOS token (identical to BOS) and use a causal
attention mask. Each corpus is trained on indepen-
dently and remains perfectly parallel after filtering,
ensuring differences in model behavior stem solely
from surface-level complexity.

(ﬁgﬁfgxi) #Layer #Head #KV Emb Dim #Params
500M 40 18 6 1044  ~531M
256M 30 9 3 846 ~283M
124M 30 9 3 576 ~143M
79M 30 9 3 450 ~94M
58M 30 9 3 378 ~70M
28M 30 9 3 252 ~36M

Table 1: Model architecture configurations. Emb Dim is
the embedding size, Non-Emb refers to non-embedding
parameters, and #KV denotes key-value heads. The
number of layers and attention heads is fixed for models
up to 256M and increased for the S00M model. This
design maintains a consistent deep-and-thin architecture
while scaling parameter count.

Optimization uses AdamW (Loshchilov and Hut-
ter, 2019) with default hyperparameters, a peak
learning rate of 3e—4 (28M models) or 5e—4 (all
other models), linearly decayed, 5% warm-up, and
no dropout. Models with 28M-124M parameters
use an effective batch size of 256 (8 examples/GPU
x 8 GPUs x 4 gradient accumulation steps). Models
with 256M-500M parameters use 4 examples/GPU
with 8 accumulation steps to match the batch size.
Training is performed in FP16 mixed precision on
8x NVIDIA P100 GPUs; gradient checkpointing
is enabled only for the 500M model.

Validation is run on a held-out corpus slice after
300M tokens and at every subsequent doubling. Re-
sults are from the final checkpoint. Implementation
uses PyTorch and Hugging Face Transformers. All
runs fix the random seed to 42 for data shuffling
and initialization.

4.3 Fine-tuning Tasks

To assess the downstream impact of text com-
plexity during pretraining, we fine-tune our mod-
els on a suite of seven language understanding
tasks drawn from GLUE and SuperGLUE: BoolQ),
MNLI, MRPC, MultiRC, QQP, RTE, and WSC.
This set follows the evaluation configuration of the
BabyLM Challenge, and we use the same prepro-
cessed datasets provided in the BabyLLM evaluation
pipeline for both training and validation (Charpen-
tier et al., 2025).

All models are trained with an added classifi-
cation head. For tasks involving multiple input
sequences (e.g., premise-hypothesis or sentence
pairs), we concatenate the two sequences with
a separator token before feeding them into the
model. We perform two fine-tuning regimes for



each model-task pair: (1) full-model fine-tuning,
where all model parameters and the classification
head are updated; and (2) linear probing, where
only the classification head is updated.

Fine-tuning uses 8xP100 GPUs without gradi-
ent accumulation. Batch size is determined by
GPU memory constraints: for BoolQ and Mul-
tiRC we use 2 examples per GPU (effective batch
size of 16), and for all other tasks we use 8 ex-
amples per GPU (effective batch size of 64). For
each task, we perform a grid search over learning
rates le—4, 5e—>5, 2e—5, le—5, be—6 and training
epochs 1,2, 3,4, 5.

We use the same task metrics as the BabyLM
evaluations, namely: 3-class accuracy for MNLI;
binary accuracy for BoolQ, MultiRC, and WSC;
and F1-Score for MRPC and QQP. All experiments
are run with three random seeds; we report the
mean and standard deviation of the best-performing
configuration for each seed. Fine-tuning is per-
formed for all model sizes on all tasks under both
training regimes.

4.4 Zero-shot Tasks

To further evaluate the quality of representations,
we conduct zero-shot evaluations on eight multiple-
choice benchmarks, grouped into two categories:

Linguistic knowledge, entity tracking, and
world knowledge: BLiIMP (Warstadt et al., 2020)
and the BLiMP Supplement (as provided in the
BabyLM evaluation pipeline), probe syntactic and
morphological phenomena. Entity Tracking (Kim
and Schuster, 2023) and EWoK (Elements of
World Knowledge Ivanova et al., 2024), measure
a model’s ability to follow discourse entities and
recall factual knowledge. The models were evalu-
ated on these tasks using the BabyLLM evaluation
pipeline (Charpentier et al., 2025).

Commonsense reasoning: ARC-Easy and
ARC-Challenge (Clark et al., 2018), HellaSwag
(Zellers et al., 2019), and PIQA (Bisk et al.,
2020), require reasoning over everyday scenar-
ios and physical commonsense.  The mod-
els were evaluated on these tasks using the
Im-evaluation-harness (Gao et al., 2024).

All tasks are multiple-choice. For each evalu-
ation instance, we format the input according to
the benchmark’s specifications and score each can-
didate option by the sum of log-probabilities of
its tokens given the prompt. The option with the
highest score is selected as the model’s prediction.

We report accuracy for all zero-shot tasks. Evalu-

ation is deterministic, as predictions depend solely
on model likelihoods and not on sampling.

5 Results

We performed three independent runs with differ-
ent random seeds. For each run, we selected the
best result over our fixed hyperparameter grid, and
report the average of those three best scores. Ran-
dom seeds were fixed for full reproducibility.

5.1 Dataset Complexity Verification

Is the simplified corpus truly simpler? To answer,
we compute per-dataset and cross-dataset metrics
(Table 2) and analyzed their distributions (Figure 2).
The simplified corpus has fewer tokens, a smaller
vocabulary (Types), lower lexical diversity (Type-
Token Ratio), and reduced unpredictability (Uni-
gram Entropy)—all indicating lower text complex-
ity. Cross-dataset metrics show that 26.62% of
the data are more concise, 92% exhibits low to
medium lexical overlap (ROUGE-2), and 79% re-
tains at least 80% semantic similarity (Cosine Sim-
ilarity). These results suggest that the simplified
dataset differs in form while preserving core con-
tent.

Feature Simplified Human-written

PER-DATASET STATS

Total tokens 1.71B 2.00B
Total words 1.44B 1.57B
Types (unique words) 2.76M 5.23M
Type-token ratio (%) 0.19% 0.33%
Unigram entropy (bits) 9.87 10.58
CROSS-DATASET STATS

Compression (<80%) 26.62% —
Exact match 2.51% —
High lexical overlap 6.47% —
Medium lexical overlap 31.13% —
Low lexical overlap 61.75% —
Exact mismatch 1.56% —
Semantic Sim (>80%) 79.00% —

Table 2: Per-dataset and Cross-dataset statistics. Re-
duced per-dataset stats in Simplified indicate lower com-
plexity compared to Human-written. Lexical overlap
is measured using ROUGE-2 (R2), with the following
thresholds: exact match (R2 = 1), high (0.8 < R2 <
1), medium (0.4 < R2 < 0.8), low (0 < R2 < 0.4),
and exact mismatch (R2 = 0). Semantic Sim is com-
puted as cosine similarity of paragraph embeddings.
Cross-dataset stats suggest Simplified texts differ in
form but preserve core content.

Figure 2 compares the distributions of paired
metrics for fwedu_simp and fwedu_hw, labeled
as “Paired”. The first-row metrics are adapted
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Figure 2: Corpus Features distribution. First row shows metrics of fwedu_simp to fwedu_hw. Second row are
pairwise metrics except for Flesch Reading Ease (FRE) which only requires one input. The first row suggests
fwedu_simp is shorter, has more sentences, uses simpler structures, and more common words. The second row shows
that fwedu_simp is semantically similar to fwedu_hw, with low word-order overlap (low ROUGE-2), moderate
preservation of idea flow and structure (moderate ROUGE-L), and clearly higher FRE, indicating systematic
differences in readability. For visualization, we removed outliers, which account for only 2.9% of the data (see

Appendix F.2 for definition and examples of outliers).

from ASSET’s text complexity evaluation (Alva-
Manchego et al., 2020):

e Compression Level: ratio of character counts;
values < 1.0 indicate more concise texts.

¢ Sentence Splits: difference in sentence
counts; values > 0 indicate splitting of com-
plex sentences into simpler ones.

* Syntactic Complexity: ratio of maximum
dependency-tree depth; values < 1.0 indicate
shallower (simpler) sentence structures.

 Lexical Complexity: mean squared log-rank
of non-stopword tokens, based on the top
50k words in FastText embeddings® (Mikolov
et al., 2018); values < 1.0 indicate use of
more frequent words.

The second row of Figure 2 shows semantic sim-
ilarity, word overlap, and readability. We used
all-MinilM-L6-v2 to encode paragraph embed-
dings, optimized for tasks like sentence similarity
and clustering®. High scores near 1.0 indicate most

52 million word vectors trained on Common Crawl
(600B tokens), https://fasttext.cc/docs/en/
english-vectors.html

al1-MinilM-L6-v2 ranks 1st and 17th on the MTEB
leaderboard (Muennighoff et al., 2023) for <100M and <1B
parameter models.

simplified paragraphs retain the original meaning.

ROUGE was computed with the Evaluate tool
(Von Werra et al., 2022), scoring from O to 1.
ROUGE-2 measures exact bigram overlap, reflect-
ing local phrasing; most examples score 0-0.4, in-
dicating low lexical overlap. This confirms high
cosine similarity reflects shared meaning, not sur-
face form. ROUGE-L, measuring longest in-order
subsequences, shows more varied scores, suggest-
ing moderate structural similarity.

Readability was measured using Flesch Reading
Ease (FRE), which factors text length, word count,
and syllables. Higher FRE means simpler text: easy
(60+), fairly difficult (50-60), hard (<50) (Scott,
2024). fwedu_hw skews lower, fwedu_simp higher,
indicating systematic readability differences.

Together, these results show our simplified
dataset is simpler in form while preserving core
content. For examples, see Appendix D and E.

5.2 Main Comparison: Human-Written vs.
Simplified

5.2.1 Language-Modeling Performance

How does text complexity affect language mod-
eling performance across models of varying ca-
pacity? To answer this, we measured each model’s
perplexity degradation—defined as the absolute dif-
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Model boolq mnli mrpc multirc qqp rte wsc Avg.
Majority Baseline 64.0 33.1 68.1 57.5 62.7 53.9 61.5 57.3
28M

from_scratch 66.9+0.8 360+05 704+10 59.0+03 713+03 583+21 655+2.1 6l1.1

fwedu_hw 699+£02 61.9+07 790+£17 59.1+£02 786+03 606+£2.6 625+47 674

fwedu_simp 693+0.6 61.8+02 782+15 588+0.2 788+02 600+20 63.1+£27 67.1
58M

from_scratch 675+0.7 377+12 708+£0.7 588+04 71.8+03 574+£29 649+10 613

fwedu_hw 69.6+£04 632+05 796+£15 585+03 79.6+0.1 602+14 643+1.8 679

fwedu_simp 69.6+0.1 63.6+02 779+£10 582+04 802+00 664+24 619+£55 683
79M

from_scratch 67.4+£0.8 38.7+03 70.0+£03 583+03 721+04 562+£37 655+10 612

fwedu_hw 699+03 640+03 795+£1.1 587+02 804+04 662+21 63.7+4.1 68.9

fwedu_simp 693+1.0 652+03 803+14 582+04 807+0.1 674+£25 60.7+£0.0 68.8
124M

from_scratch 68.0+0.8 395+14 708+0.7 583+05 719+0.1 574+42 655+2.1 61.6

fwedu_hw 70.7+£02 659+02 803+£14 592+00 80.7+02 655+32 60.1+1.0 68.9

fwedu_simp 703+£04 669+05 821+£07 588+03 81.2+0.1 67.6+x1.7 61.3+27 69.7
256M

from_scratch 68.0+0.7 405+09 71.0+£10 585+£0.7 721+02 576+10 652+13 6138

fwedu_hw 708+04 679+04 80.6+£20 59.1+02 814+02 660+£0.7 625+1.8 69.8

fwedu_simp 70.8+0.7 67.0+05 81710 58.6+04 815+0.1 708+0.7 613+2.1 703
500M

from_scratch 68.6+£03 39.6+04 724+£03 585+00 725+00 606+£2.0 65510 625

fwedu_hw 70.5+05 67.6+0.1 834+£10 588+02 821+00 715+£07 643+£3.1 712

fwedu_simp 70.1+£0.5 674+05 827+£07 587+03 81.6+0.1 71.8+1.1 63.1+£2.1 708

Table 3: Full fine-tuning performance on 7 NLU tasks. Average accuracy across tasks is reported over 3 runs.
The Avg. column reports mean accuracy over available tasks. Task metrics are as follows: 3-class accuracy
(MNLI), Binary Accuracy (BoolQ, MultiRC, WSC), and F1-Score (MRPC, QQP). Overall results shows minimal
performance difference across pretraining setups regardless of model size which suggests text complexity have

minimal impact on general language understanding tasks.

ference in perplexity between the 500M model and
smaller models. Figure 1 shows that models trained
on fwedu_hw degrade faster than those trained on
fwedu_simp as capacity decreases, with a sharp
drop for the 28M model on fwedu_hw. This inter-
action between model capacity and data complex-
ity suggests that future model design and selection
should account for the complexity of the training
data.

5.2.2 Fine-tuning Evaluation

The results of the full-model fine-tuning are sum-
marized in Table 3. To contextualize the impact
of pretraining, we include scores from the Major-
ity baseline and models fine-tuned from random
weights (from_scratch). Notably, MNLI shows
the greatest gain from pretraining. More broadly,
similar from_scratch performance across tasks
and model sizes suggests an upper bound im-
posed by the training data on this specific archi-
tecture—model scaling alone does not improve per-
formance. On MultiRC, all models perform only
slightly above the majority baseline, suggesting
failure to learn the task. We suspect this stems from
paragraph-level pretraining, which may lack sig-

nals for skills like coreference resolution which is
important to succeed in MultiRC. The same likely
applies to WSC.

Overall, fwedu_hw and fwedu_simp yield simi-
lar performance across model sizes in full-model
fine-tuning. This pattern holds under linear probing
as well (Table 6 in Appendix A), reinforcing the
observation. Full-model fine-tuning also confirms
the well-established trend that larger models per-
form better, regardless of data complexity. These
results suggest that text complexity is not the pri-
mary driver of performance; instead, knowledge
coverage may matter more.

5.2.3 Zero-shot Evaluation

Linguistic Knowledge, Entity Tracking, and
World Knowledge. Table 4 summarizes the zero-
shot performance on linguistic knowledge and en-
tity tracking benchmarks. BLiMP performance
improves with model size, with both setups per-
forming similarly overall, though fwedu_simp
has a clear edge on BLiMP-supplement. Entity
tracking performance varies widely with model
size; fwedu_hw often leads, while fwedu_simp sur-
passes random chance (20%) only from 79M on-



Model blimp blimp-supp ewok entity Model arc_e arc_chl hellaswag piqa
28M 28M

fwedu_hw 67.83 55.90 52.79 16.15 fwedu_hw 33.33 20.22 26.99 56.20

fwedu_simp  66.90 57.47 52.67 18.78 fwedu_simp 31.94 21.59 26.40 55.93
58M 58M

fwedu_hw 69.69 59.03 52.69  26.35 fwedu_hw 39.10 19.54 27.38 57.89

fwedu_simp  70.73 62.15 53.81 18.36 fwedu_simp 33.59 21.42 27.50 58.22
79M 79M

fwedu_hw 70.67 60.47 54.09  28.89 fwedu_hw 38.80 21.25 27.69 58.71

fwedu_simp  70.44 61.55 53.09 20.73 fwedu_simp 38.05 20.65 27.43 59.52
124M 124M

fwedu_hw 71.64 62.61 54.07  25.09 fwedu_hw 38.09 19.37 28.08 58.16

fwedu_simp  71.30 63.27 54.01 21.79 fwedu_simp 38.85 21.50 28.36 60.77
256M 256M

fwedu_hw 72.37 62.61 56.18  29.71 fwedu_hw 42.09 22.70 28.85 60.99

fwedu_simp  72.53 63.65 55.09 2258 fwedu_simp 38.80 20.82 28.94 61.10
500M 500M

fwedu_hw 72.23 61.85 56.72  20.81 fwedu_hw 40.99 21.25 28.30 58.16

fwedu_simp  72.60 63.79 54.85 22.05 fwedu_simp 33.96 18.43 27.52 57.99

Table 4: Zero-shot evaluations on grammatical knowl-
edge (blimp), world knowledge (ewok), and Entity
Tracking (entity) show consistent improvement with
model size. Both setups perform similarly on BLiMP,
fwedu_simp scores higher on BLiMP-supplement,
whereas fwedu_hw leads on Entity and slightly on
EWoK.

ward. EWoK performance improves consistently
with model size, with fwedu_hw often slightly out-
performing fwedu_simp.

Commonsense Reasoning. Table 5 summarizes
zero-shot performance on commonsense reason-
ing benchmarks. Performance generally improves
with increased model size, especially on ARC-
Easy and PIQA. ARC-Challenge remains diffi-
cult across all setups, with accuracies near ran-
dom chance (20%). This may be simply due
to the pretraining data not containing the knowl-
edge that ARC-Challenge is designed to test. On
ARC-Easy, fwedu_hw consistently outperforms
fwedu_simp, reaching a peak accuracy of 42.09%
at 256M—3 points higher than fwedu_simp. On
Hellaswag, both setups perform comparably across
model sizes. While for PIQA, fwedu_simp slightly
outperforms fwedu_hw consistently. Interestingly,
500M models perform worse than 256M models
across tasks. We suspect this is due to the limited
data size—2B tokens for fwedu_hw and 1.71B for
fwedu_simp—bottlenecking the larger models.

6 Discussion

In this section, we reflect on the broader implica-
tions of our findings for data curation and synthetic

Table 5: Zero-shot accuracy on commonsense reason-
ing benchmarks shows that ARC-Challenge (arc_chl)
remains near random chance (20%) across all setups.
All other tasks improve consistently with model size.
fwedu_hw performs best on ARC-Easy (arc_e), while
fwedu_simp slightly outperforms on PIQA. Both se-
tups perform similarly on HellaSwag. All 500M models
show a performance drop relative to 256M across tasks.

data generation. We frame these as conjectures
rather than definitive claims.

Our experiments controlled for lexical, syntac-
tic, semantic, and stylistic diversity, though these
do not exhaust the full space of variation. Ide-
ally, optimizing along multiple dimensions may
yield broader benefits, but practical constraints of-
ten force trade-offs. Our results provide empiri-
cal evidence on which outcomes, such as transfer
or zero-shot performance, are most sensitive to
particular forms of diversity. This can help guide
decisions when prioritizing which dimensions to
optimize.

Data curation. In data curation or pruning, prac-
titioners sometimes emphasize surface-level variety
(lexical or syntactic) as a proxy for diversity. Our
experiments suggest this can be misleading. We
find that reducing lexical and syntactic variation,
while preserving topical and knowledge coverage,
did not harm transfer performance but did impair
zero-shot generalization. This implies that curation
strategies should be designed with the intended use
case in mind: fine-tuned applications may toler-
ate reduced surface variation, whereas zero-shot
settings are more sensitive to it.



Synthetic data design. Generation-based syn-
thetic datasets often suffer from low-diversity out-
puts (Gandhi et al., 2024) and are vulnerable to
collapse effects (Shumailov et al., 2024; Guo et al.,
2024; Briesch et al., 2024), underscoring the need
for diversity-aware generation. Our findings in-
dicate that not all forms of diversity contribute
equally: different axes influence different out-
comes. A practical design strategy may be to priori-
tize broad topic and knowledge coverage first, then
deliberately introduce surface-level variety (e.g.,
controlled paraphrasing) to support zero-shot per-
formance if needed.

7 Conclusion

In this work, we investigate how text complexity af-
fects language model pretraining. Specifically, we
ask whether simplified language—while preserv-
ing core content—can lead to representations that
perform as well as those learned from more com-
plex, human-written text. We pretrained causal lan-
guage models of varying sizes (28M-500M parame-
ters) on both simplified and human-written corpora.
Our results show that simplifying surface-level fea-
tures does not significantly hurt downstream per-
formance on a range of language understanding
tasks. However, models trained on more complex
text show an advantage in zero-shot settings on
benchmarks requiring reasoning and knowledge of
the world—such as Entity Tracking, EWoK, and
ARC-Easy—while performing similarly on BLiMP,
HellaSwag, and PIQA. These findings highlight
that different types of data diversity affect transfer
and zero-shot performance differently, providing
insight into tailoring data curation to specific goals.

Limitations

Our study has several limitations. First, the LLM-
based simplification process is imperfect and may
introduce subtle inconsistencies in core content due
to hallucinations. Second, the 2B-token corpora are
relatively small by today’s pretraining standards,
potentially limiting model performance. Third,
our fine-tuning evaluation focuses on a narrow set
of classification and multiple-choice benchmarks,
which may not capture the full range of model ca-
pabilities, particularly in open-ended or generative
tasks. Fourth, our zero-shot evaluation may not
fully reflect the targeted capabilities, as it is con-
strained by limited training data and model capac-
ity. Fifth, we focus solely on causal language mod-

els, leaving open the possibility that different pat-
terns may emerge with encoder models like BERT.
Lastly, we did not conduct a per-phenomenon anal-
ysis of BLiMP, leaving open the possibility that
certain linguistic constructions are more sensitive
to simplification.
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