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N TR BEXT FF (AT Alignment) 575 A TEGE R G 0I1T 5 AR E BRI E A
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AEFEE (Ethicality) (RICE) - £ XA B ARREM RS T, AR T =8 AL
BREN FTTUI IR RIN, HREH 2 WD R BELE AR 7 I [ % 5 A0 T 56 5F o AR
SIS E 0 55T 4Rt 4 T L 2 A S « 5 R 2% SCIE 277 -5 52 B 3T 9
Vb www. alignmentsurvey.com, MR T — RFNBAE - W EMEAM TR - FE
RETTIBE 518 W https://arxiv.org/abs/2310.19852 -
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Abstract

AT alignment aims to ensure that the behavior of Al systems is consistent with hu-
man intentions and values. As the capabilities of Al systems continue to increase, the
risks associated with alignment failures are also rising. Hundreds of Al experts and
public figures have expressed concerns about Al risks, stating that “mitigating the risk
of extinction from Al should be a global priority alongside other societal-scale risks
such as pandemics and nuclear war” (CAIS, 2023). To provide a comprehensive and
up-to-date overview of the field of alignment, this paper delves into the core concepts,
methodology, and practice of alignment. Firstly, the paper identifies four key goals
of AT alignment: Robustness, Interpretability, Controllability, and Ethicality (RICE).
Guided by these four principles, the paper outlines the current landscape of Al align-
ment research and breaks it down into two key components: forward alignment
and backward alignment. This paper aims to offer a comprehensive and beginner-
friendly survey of alignment research. Additionally, a continuously updated website,
www.alignmentsurvey.com, is released, providing a range of tutorials, collections of
papers, and other resources. For more detailed discussions and analyses, please refer
to https://arxiv.org/abs/2310.19852.
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WEE N TREARGAAEA, ENZREENHT ARG, WETRESRENE G
A& (Xi et al., 2023), LR FHRE R ST BARRIZEHZIRZ (Degrave et al., 2022) &
M. ANTLEGERGURE SR H fnfe HHFILE i KU SR AT 8 B A ok T B KRV E RS« SEEA
THERRARG (WMRESHEY) CARRIUH TEMARIT N (A3 (Turner et al., 2021; Perez
et al., 2023; Carroll et al., 2023a; Steinhardt, 2023; Sharma et al., 2023) 1K (Park et al.,
2023b)) , XFI& T AR AT RER SR BETH R AV 2 2P AR -

IXLEAE P — R TR N TR REXT 55 (AT Alignment)(Christian, 2020; Bucknall and Dori-
Hacohen, 2022) HIfF50%5 11 - AN TEGEX 5T A A LR RARMIT NS ARKE RS M EN
FH—E(Leike et al., 2018)——EHEZ XTI ALEGERWEEME, MARENRIBES -
WFSF R (BIRR5F) 2 AN TR AEF B e F IR R R E 2 — .« X EREE E rILH]
FFEX IR (Pan et al., 2022)F1 B brEE1R1Z 4L (Shah et al., 2022)55(§1.1) o 3X L5 55 K MGH —
HERIGE I FTAUR, REL N IATE (Perez et al., 2023) ~ #{(Hubinger et al., 2019)F1FF] 5
K (Power et al., 2022)% A] fEfE 5 AR S HITTH -

e N RO DR SC XS 57 R DU A SR B B AR(§1.2): B . ATERE . RIEMEALETE
PE(RICE) - [RIi, ZRICRF 28 50 T3 57 AOBFST A SE e 70 8 00 DU > SR B AT (§1.3) - MRS P 2%
>1(82) ~ FES RS T 2%>)(83), XFFFORIE(§4)FI AN TR REVEHE(85) - XU HAR (RICEJREN)
ANDY AR [RGB T X SFIEER -

RN T NTEGERN RIS - BORSVRMG, FH e T ATRERIARKITF T M -

1.1 XF5FRIEhL

FEEOE R HEF, REZIISEBE T EENELS, HARILE NS 25 (Smolensky,
1987; Goel, 2022)¥ BEIZET B B 2> A% (Mnih et al., 2015; OpenAl, 2023a) - iX— i &
RS KRB P 28 FE A& FRATIS BRI T SRR ST o AR RTINS (Silver et al., 2017;
Kaufmann et al., 2023) P\ S & 7% H s XS B B S F R 5 (Ruff and Pappu, 2021; Degrave
et al., 2022)F, ETIREZIWALERASLYRG 7 BFHH - BRILZA, RESEEE
Z D (Wei et al., 2022; Wang et al., 2023)F1 B £551Z 4L (Brown et al., 2020; Askell et al.,
2021) /7 HIRIRE /T AT 1G5

SR, FEE AN TERERSRE HE R, HARAING A2 S0 - JnER, AR R
P B . B MR RE S BT BORC B, RAEJLERT AN RGOS HI T
Sof FE 2R AFEEMERR AR AN ERRRIIE R, T N RRE SR R T — 2 SR B A
RATh (B0, AESEREZ (Bang et al., 2023)F% PRI FI# K5 1 5 B B 1K WL (Perez et
al., 2023)) , XEAT RHATREHE— IR S IE R PEIG - T ZRBR ST T ARER
Afs—— AN TEREXF7 5 N TEGEL 2 Z RIRAMRIE H mish . BERE, ANTEERSHA
2 58 AN FE Al T AR SEELE A A T GE(AGD Mt T rrgett, Bl A TR RG] IFEE
FH 26 5 TH A B 2 E A RETBE (Bubeck et al., 2023) » SRT, X PP 2T B AR (Korinek
et al., 2021)F1ZE & (Furman and Seamans, 2019)f[E A, 9 0] BEH % 7™ B 19 MG (CAIS,
2023), HZE 2 BRVEE N K™ E G E (Hendrycks et al., 2023; GOV.UK, 2023)F17E7E M XS

(BD B N\ KK AEFBLERES) (Ord, 2020) - ZECAIS (2023) 1, A TERERI#FFEH

fiban g NLRR, Wi AN LR RES| & R K 48 XU N 5 A A 2 AR XSS a0 K IR AT A AL A
—FE, BN RBRMEZENR- . 11AY), ZEZD T HERRALEREZ2ES, TETE
FREUR ~ AMEM A TR GERHLATF - REHESBEMIAIRETR - S ERM T (VA E
) . EETmiALFEIRAATERZ 2N - I FEHEMA Y, #IL R EFUEYE f Hh
FOpE=R il

Bk, GRALERASCERNHNS ARBEMEERARSEET ., BIKAA
TARERGUNFF R, X L% 57 R MUAT A RME R E B RT HE IR, TR ERAE,
HARFT ANLEERWE KRR, 0% 20 E(Hendrycks et al., 2021c)FHVELE R E X
[ (Hendrycks et al., 2023) A RS T JLAHEH BB IR TF AT WA THRERSAT B
©2024 PEVHEEZT¥ RS

R#E (Creative Commons Attribution 4.0 International Licence) 7] HiAR -
Yhttps://wuw.gov.uk/government/topical-events/ai-safety-summit-2023 -
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BARIERRRE ST, MR RAR AR TP SR I 5T 5 0

o HUWPEXTTT: AXFHALERAGARESME RSN ARREE, MARRTE
LSS o XM 170 CEAEE L EE AN T RE RS R I R (Wilke et al., 2001;
Lehman et al., 2020; Hendrycks et al., 2021c) - fEXEFHT, ANTHEGERGEAH TIX
S VAR R ZRIAER AV BE ST - A AT VAR I 2 R BT AR BB SR BT V5, HUR P& A
THERAERFHIEERE (Lehman et al., 2020)- b, ATHEHBERGREESSE &L
H ERFERESHERTH, BRI AR R EE IR K2 (Ouyang et al,
2022) - [HETFEWE, REWEMAE SRR IRHEERNER, BellErRe4E
R B IR BB ZS (Lin et al., 2022; Chen et al., 2021) - X IRIT N AL K T H
KRR - EATBIR T AR R 7] 58 S it B9 8E 77 (B 9 AR TEIER E A\ L2 GERRZ B H
M ESEMESL) o tAh, XPEIRIT N A DR RBE BRI ESHRSER, I5RAELE R
I (Hendrycks et al., 2021c) -

o B LM ATLEEAR A LB Z N ANES, EXEEREEMEAN
£ (Shevlane et al., 2023) - X% ARG AT U ARG P4 AN VR A o o B 28 0 A 205K ]
PUA BRI XS 57 o XA RGEE 2 0] DL ARk D AR EUA] 68 S BUE R 45 R AT 51 (OpenAl,
2023a) - fERTEERE - HEHF RGUAR G 7 H R F) (Adomavicius et al., 2022)F
SR AL 27 ) B BE AR (A 2R Bt A 27 2] AR 3R SR S ofe 50 A\ 2K PP 3 ) (Amodei et al.,
2017)F, EAFAEXMIT N RIS . A, HETRIRIESRAECE B & T TR
fIBEST - Sciadvadh (Spitale et al., 2023) 2L IGPT-3EHBAMGES, ALI=4E4L ANE
REJERER . ETAILRPSR, BhEMATERRS A2 RN ™ ERH
i /ARNFT Y o

o FERWHE: NLEBRG T AEET N LEE R A LA 6 80E REEIRERTT
H——BI AR LR Aty A 5& A% AT - XA RIT HEEIRT AN LB ARG &
2T EEMARNEM, 5E mRGETTIAT AE S 8L A E M (Kenward and
Sinclair, 2021) o FXF X LA BT TAEEE T HLE$ 2B (Tolmeijer et al., 2020),
RN TR, Fian, NTEGERIZSERTF—3? (Santurkar et al., 2023) -

RN 5T RO ALK /2 N TR RERRHIRFFEOR, IR A ZEREAR S HirS A
REEMNE B, MMEAIEFRAFILER . FEEAR, AR FFROREER BT
RRRMERES, H HREEBNMATHAREHRERCEATEERG . — D AlRERIMR T 2
Pont5r, HEREME DRSS AFKFHEA NS FFoad:, WA RERT RN
HAR IR FF I HE(OpenAl, 2023b) -

1.2 Xf5F HRn:RICERN]
BATwfrES AR M EMEEXFRIATLERRS?

HEIHIRE — DS R X AR R X FTRbE . B, FATL AR #A SOHE T
7t B PR R AT 4 o Leike (2018)4& & BEMR XS T (WL, FF9RH T IXFERI IR . “An{ 6 2 fE W%
AP BETENERE? =2, HRRET R T8RN LE GRS L (OpenAl,
2023b): “UIAEAOR AR BN TR RGUEIE AR B E? "fEiXErtied, — 1 —5
MR AREEIRIRE - 9 TIHREHE O 57 BiR, BATLAUER A ARKEE, IE
WiKenton (2021)FTfa iR, & — P EEHREVERESS - Flan, AFKAT DR AERE]A KR
RHIAFISEA . Gabriel (2020)R B0 JLRA], WFE< CEIEM A IWERG <) - RIEWE
(HR¥E P RITEAE IR AT ) « H7n ORI (S BR A P B2 T4 0 B IR ) 55 -

BRI, FATH A KRB EAX ST bR B8, AIARRErE, mItt, FEfErE

(RICE) o DU PUA U] 12 A e

o EBMEIE N THBEARGE N ZFE 7 (Dietterich, 2017)8% 1% 77 (Rudner and Toner,
2021b)I ORI T, 45 B GIEE BARAIERTE LUK RE iz Lt - BB ATHGERSR
REfE R % B R IE =4 (Taleb, 2007)F14& B XS (Hendrycks et al., 2021c), A& MR B &

B E S S A AW, 120005
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71(Song et al., 2018; Chakraborty et al., 2021) - a0, —R5E2FFFHIRIE S B 7]
DUEA T E FiEK, B AT DOk sl 5 7= F0 B AR LB S R oA T s
F T R (Zou et al., 2023) - T — D REMSHRHUNT B B BRI 75 [HR 5 & 28 558 28 LAY B
A REFR BT - BEE N LR A R G E ZE M 2050 55 o XU Uk i B FH R e
1Z (Steinhardt and Toner, 2020), FATH ZHORE REALEE S Wr A Hr 20t RIoR R
2 i [B] 1) 5 A ] B R TN B 5 SR (Kirilenko et al., 2017; OecdAl, 2021; Rudner and
Toner, 2021b) « — DX FF IR G RAEE A i A AN IG 4 PR FF & % (Russell, 2019) -

o FIMRREMEESK A KAEHME A TERE AN RE, FralE R MmN & TIE
JF# (Réuker et al., 2023) - EIERIN TG VL, W7 HFM, FTRESZEIATHERS
7ﬁﬁ%ﬁﬁﬂEI/‘]:I:J’jl‘:(Tulrpin et al., 2023; Park et al., 2023b; Jacob Steinhardt, 2023)5&%%
PEXFFF (Carranza et al., 2023)FIRENE - AR LRI R0 A — PO L R EEME RS HE R IR
THLENLHIE N TR BERGUNSE ~ AR AR\ (Carroll et al., 2023b) - BiE, FATATLL
MR EREVE TR, RN T R W 28 N FR ORE S AN HEEE L] (Elhage et al., 2021; Meng et
al., 2022) o BR T L 2VAERCAATRE, AT ARV PR ST RE X T 2 AR S A 5 0% A
M TEAE, WAL AR E - E A TR GE RIS AR S R A = K
S P P TR ORI B A 8 (Holzinger et al., 2017), @R RET AR L E REFHE
F— N ANE A B RS 2 R E Z (DeepMind, 2018; Rudner and Toner, 2021a) -

o AIEMRE—MULEREME, ERRASKTIIMRFSERAZE AR EEMAR . EF
UE AT DL I 2 T R GeAT 9 BAR AT (22 B ER 3R (Soares et al., 2015; Hadfield-Menell et
al., 2016a) - FEE N TEREBRIH A e, OB IR FIA T FhX LR R ARG A%
PER)RIEFFEIL(ARC Evals, 2023) « 34— P ALEGERGIFGEK S EARKITEHTE
WY EPRES, ERTRERIIH — B FEAKGHIEE ST, G - BRI P FIRC) SR M7
5 (Shevlane et al., 2023; ARC Evals, 2023) - A[#EME R B bR F 248 7R QA I G F
SEHRTY R AR IS E (Bowman et al., 2022), AR A TEBERGRI AT IEN (RIZERE S
R AR 56 P Bl B FRMEE) (Soares et al., 2015) « AT RG] & B—4> KRB R (52
WEEANTLEREASAAEA, ARWATEHFFFESATEERAREZEBRANTEERR
HIIZRAIEAT? X HPR BN 57 (R (Superalignment) -

o EEMIE N TEREARGHEREMITE H RE AU ARKIHTEAMEMN - AXE, M
TUAIHEL 5 E TS F A A AL 2 ATE /B - ETR IR RGO S0 R BT OB T it
SNAAT R, FIInR R E B A R R IL (Kearns and Roth, 2019; Berk et al., 2021), X}
A NIE AU E (Hendrycks et al., 2021b), USSR Z Z R4 LA P14 (Collective Intelligence,
2023) - HRXEMHRBON T HANTEGERGHT L IETEHELE (Pankowska, 2020) « RFE MR
TARAZ G T EA TR & 2 K H 2 (Winfield et al., 2019) -

1.3 X5FIEER

FEX—ET, BATRETEER A TEGEXFTA0VERE: AT 5T R A — 5 551
IR, B E SRR A T RS TR (§1.3) o B RN ST R R T E T EA BN 5T
TSR FRIRGE, TG MR FFRETIIE TN 570 RS H B ot 72 R A SEPRnt 57, HHAR
P SEPR TR B A S E AR R R K o« FEERAE, B RIS AUS [R5 57 H A2 B3
K, JERX Al RE S HIAERT AIXT 5T RO AR, B MR T T AL ERE AR K R
NMEMES, R, FAISHIE—SrHe ABRMEEN TGN AL (85.1), FiFtE—
SN FEVE AN AT ZE A 1A (§5.2)

A SCR N R GEXTTF 4 R N AT M X 5T (5 FFUISR) (82, §3) MERNAFT GFFFAEMR) (84,
§5) HI XS TF ETERF — NG RGN D XS FF E AR B SR o AR SCRFHX WAL 55 43 o M st A 2
>1(§2) FAFES WL T 251 (§3) - JG M 5F B R @M 76 8 BA B SL A R gt AT 1Al FR B
I RIS R B Zeb BN SFARIE(S4), BRERIZE RS HIERRXS FF « B IE O
FHATHAR AN LR GRS T2 LA MERB RN, BPA TG0 (85) - R, J5 mX 7R
i%%ﬁ%ﬁﬁﬁﬁﬂ%ﬂ%%%ﬁ%%@#ﬁ%ﬁ%@i%&%??—%%%WN%W%

ERE T AREAT, N T8, BATR R N R T AUS 5 -

EEFEELS 123



HEESY

X EL, BIAXSFERR AR TE, BT —MEN, B EE ST AR T B
AU o X MER, FATRZ ANTFIEIS, RrEE AT U RSO FF AN TR -
RN LRGN FTFMA— Do B8, XA, FrE RPRHER S B R N 1 o SE 1A
B EEERZ, FRXST(ERE AT GERGRIR FF RUERIN 5716 #) S I AN 5F
TEIARERAE T, TAMUCGEEINGRZ )G - tKoessler (2023) FTigid, 571 RS A4 BZ 7R
ROUEG RSN BT, BREENGRHENBEMEENE - FiE, X RGEaEBENS
AN B S B 222972 M8 (Schuett et al., 2023; Anderljung et al., 2023)

AR B GPHMZ O SHEFITEM L WIS %3] (§2) FESMWE F2>] (§3) | X
PIER AL T BT IXS5F; DA SPORIE (§4) FIATHERERE (85) . XWEMA T /G X5 -
BN RA ORI A ST AR, B AT b R A — A 2 A TR X FTREZE «

2 MRBHS]

MR 2 585 e Rl R FEXT SRR R, A Tan R 32 (R I iR 48 S I 2R Y
ANTHEBRGHITRH? ERESRMMNAS, — DB R TT R 2R A ET AR R
SR> (RLHF) (Christiano et al., 2017), H-A A P4k F T HEOR BE SR PN FZ R
SRIRML IR, SRIE B TR 2 5T (RL) X IR I O 2L R T A F X 2 i« — SRR & B, 23
I RLHFIIZRHILLM (Ouyang et al., 2022) Fiik 540 45 A 5 B2 ) T IR YIIZREE T (Devlin et
al., 2019; Brown et al., 2020) 5 B A& MR - RLAFAEZHEA IR T1ELLMENE A
RHIFER (Ouyang et al., 2022) - ‘BB RIFYIZETLLMEZAGEME R T, WHH - TEMHR
S, fELLMEE F X 57 (Bai et al., 2022a) « X L0 A FHEBRLHFHE ) {2 B RXT5FLLM (Ziegler
et al., 2019; OpenAl, 2023a; Touvron et al., 2023) - FEHIHE, Dai (2023)%F¢ T AR RIRZE
22 >] (Safe RLHF) |, FT P8 KIESERZER TSR A Bh e e B0 B bR 2 (BRI
TEF TG o BRI T B2 2 TE S — PR R P R EW R AR, IR D /REER
K (CMDP) R EE M ESS, Safe RLHFZETH 2 fi 77 & AR MMEF L 2RI T (2
W), RATRERIRE TR B IE(BAT) » ARSI ] LU Fr 7R 1/ 5 AN AR A (Sun. et al.,
2023) FEF HIERRLAF G % (R H S B EZEE A (Irving et al., 2018))%, & X
RRE M -

AR Ouyang (2022) IS RLHF B AR B.45 MU~ =1 Bt

o YOEROA(SET) . RLEFEH N — B SRA0 S 2 BURIF0E, h5 08 P B 5]
BIR B LUR T8 T i FE 95 B 58 5 0 0 B AR 8 LT B0R LU
RIRSFT . UGS IR IR | 84 BRBAIASAS -

o WrBE HLERBIE AR - X DI B ICR LR, R T E RIS — 2R
. SFTRAIMLE TiRe, EROR BT (y | 2) BIMRRIN (y1,y0) o RJG, IXLENR R0
ot NRINEE FIRERS BRI R - Wi 2R A 2 R T g -

o BT R ST AT RIRARAL - FeJ5 — PR E T RRE g B3R, HRLYT A
WLLM) SE Bt A7 01 < KI5 = 8 2 M $2 7 2 R R FR) 0 A2 #0159 — P banditEh
% (Ouyang et al., 2022), FE& AR 45 AR M IEFHE T IR 15285 - RLAJEZ iR
WEKESREN SN, FRENNGRREIEE Dry LR E KRB AL

arg n}rix ExNDRL,yqu5 [7“9 (z,9) ]

W, 25 AR BSFTREST TSN 8 token FIKLAE T, LASR BRI il B 4040 14 1]
e geoh, FIANTIN GRS 29 A Dpretrain = 7= A RIS A B T RFFEEMERE, X
7EOuyang (2022) PHEFRAPTXIRK o« B, FTLAGIA—E 2 H) B ARk %S

J(9) = BuDrgms [ 7002, ) = B10g (ms(412) /7T (912)) | 41 B )y | 108 (M (012)) |

H A g R R EK LA 58 AN TN SR B B IR A R AR X R KTE S AL A R n B
R 5 AEYIZRd RE P H T IRRMI AR R AT -

B E S S A AW, 120005
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RERLHAFRZIGE, {HEHEIGE T Z P (Tien et al., 2023) . HA— P RHEPSEATY
BUE, B EE &R Ha it BR A TE AR REEREN RS, XS FRAAE
H T AR R AR s AR, S N TR G RS RIAT M DA A Ml (Bowman et al.,
2022) - EfARRUL, AT RNE A IR B P SERRRE - E R ASIE TR A TR RER ST
RIS o BN, YIGTFRIEERER, R AR BN AR B GRIEA 2 K KIR B A7 B
H AR ZRAEZE (Christiano et al., 2017) - HUGER A TERERSUT HIIEH B AT 215
PRI, JUE RN DI A AN = XS 455 b (Saunders et al., 2022), #la1, A TERERSE
LEHEE(Wu et al., 2021), HpCE ZREEHE B (Pearce et al., 2022), FATIIMIAR R HRSZE(Bi
et al., 2023)% 155 -

ARG EEFR AN TERAGRIEEES T ARMELARELT, HARE ALK
BRGR 2 I, AR ERE T — L] 5 R 5 L H A A i T i W B f A =
77 16 (Leike et al., 2018)

MA TR e/ P 75822 5] (RLAIF)  RLAIFZNRLHFFE—H 8 B, @i KiE
B A O RO R B, RSB - O E S B O - BT RORFE
ANTERER S, WE—1ATH T UG ZIEE (Bai et al., 2022b) - SRLHFHHEL, RLAIFI#
A TR SRR EN, BRIGEA, BAEMBEMLS S5 AL RIBHHESE(Bowman et
al., 2022) «

MARFIANTE G B T3] (RLHAIF) RLHAIFEA T ARMATLEGETLER,
FESDENTES, FRRHIRGMH, DUE AR S BEFER (Wu et al., 2021) - [FE, @2 AL
BRERL A B IR R B T AR & BT T B Z AL O BREA (Saunders et al., 2022) - XFHRE A
ERR T HEE RS LB+, A TG B el 171 -

HBAXFIEKRRM)  ERNEE AT EATR RS0 H R 517 87 5 3 (Ibarz et al.,
2018) » LLXFRTE, RN A TE ARG TT MRt 7RSS, EEWREAMERSS A
R EIFINER T, B aneE S8 # 17 A DOEE A 2648 2 (Bai et al., 2022a; Touvron
et al., 2023) - B ITEFHEEL(Recursive Reward Modleing, RRM)(Leike et al., 2018; Hubinger,
2020) ETERF KNSRI N Y BB S MESS o« B BERBIZR DL R B %o H A1 h A 3t
TR > FR GBI  o sXFRTVEAN BRI, T E A2 2 5 55 T 2R
BRI M - RRMAAZ Oy BB 28 U3 3 IR 15 2 BT BE R A,y SR RIIZRE B IS5 10
AR A, $RHE B - Ay 18T EAR AR TY (AN 2R s 22 5)) it 1T il %k - BT E A R
0] [ R B 25 o W B, 2R IRNABEZR AT DA bk 31 B 5 A BE 0 AT RE % M B B 98 R 9 A\ TR e
AL

F#iE (Debate)  BRLHFEEATIEE P DB REFR IR A RAFRE, A RBAMRIE AL T
AT ARG R (Inving et al, 2018) « {ENEFIB R, BAEMER LT H AR
B AR, RIS RS ARBANE S EE, XEWEA T REEEE L. filu,
R, AREHIRTRETTE N RIEHE AL T - IR, @i R A R A iR &
LRI, HCHITT LU 2 Zy MO AW HY SRR BB OE S« IXMOT IR BRI AT — 1 SR A B
NEBEBHPEE VRS ER S, XEREREIGIANEEEEEMY . e E S EE
RENIRTT, ERMEK IIEERESHEE LN HBHE KRR T REILFE T (Du et al., 2023; Claude,
2023) - SR, FEFFERITFELSE R 5 p, AR A RE 2 MG B AP (Irving et al., 2018) -
fln, FEEER e TEAR . TEMARERE, 83 EERETER. TEE22N, T
W — PR RNEBREE BN ERMNER - R, FRHELT, — P RERREE R
REAER LR, A — PR BB — E TR EE . O AR E IR, HRER AT RE S B JoikF—
PR, RIEREERNERIET, BRI R A N (Irving et al., 2018) -

EVEM R S] (CIRL) R X PR AR, FIanZ RN A% (Victoria et al., 2020; Skalse et
al., 2022), {9 (Park et al., 2023b), FI#EZH\(Carroll et al., 2023b), HBZALRGUAEE RATEHY)
HFrif AT« BEH ALPIEE R (Pan et al., 2022)  ZEYIGAERE SRS, 880 B FR(Q02 5 E
HOXAIR GRS — DA S B A e, ARMIRG—ERE EREERRE L
WEE, XEWE T I ER (Everitt et al., 2021) 23 ##EE (Carroll et al., 2023b) . A1E
WisE (L2 >) (Hadfield-Menell et al., 2016b) izt B @ T LA T 77 ZOR MR E IR R (1)1 ATR ST

B E S S A AW, 120005
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Mo EL A e B R N E I (2)1E AR R T H SRR EGE T A R — (5 B - AEN
i ATRGEM A T AR BIE W E £ E NREERZEMS 4 - Bk, BRENMES
BREN—EEW PR EIEMHZE, B AR H FEREAIIR R £Z—PRHK
FeREr (1) . WEEMZ, XRIEREFEES X R R 2 AN] WE (SERR L EE il 2L
BTt B OR), REEEE — PR LITIRLAE N 1T R T B ok (R 3 8 1 R
5H ZTH). X—&EMWI N CIRL (Hadfield-Menell et al., 2016b), PhBI#EZE (Fickinger et al.,
2020), FIPHBIPOMDP (Shah et al., 2020) - T HREUL, AIRGIFARBELBirr() ENED
REVR(RE () BMEFFATE), FHEE MRS AR ERAM ZRFEEEr - XA REHER T
Gl RATABN T, EABIARITH ARSI R—MEEIE, MASmr .

3 SR T3]

5[] 78 B N 93 A0 0 SO 2 ST RR T BN B, T 43 B SRR 5 ok AR R RN 4 A R AR R
BB L, BRI A 2 (Krueger et al., 2020; Hendrycks et al., 2021a) - BB, ERFEES
i 8% T 5 (RLEE AR B EAMEM) PR, TARREEE N RIREF - 59 W%
R — Db BAREERZ AL, fEXFEO T, N LERERGAIIGR A~ 87 B b (1
mn, EEARNELERE)S HARFHEREIW, ANEFERMRBARFIAT) LK
gr o RGUEIESER EEREE MM, XS LERARGAERRE o0 o B IR 57 47
1(Di Langosco et al., 2022) - 75— MR BBk Z B 15 & 7517 I (Auto-induced Distribution
Shift, ADS), 7ZEXMIFHL N, AN THGERGRENS U2 H i A 5 A DU KAL) (Krueger et
al., 2020; Perdomo et al., 2020) - — /™Ml F & HE#E RGURENS [ 7] 23 FH P w1 1645 BE (E TI0
. (Adomavicius et al., 2022) - HFREEIRZ W B L 5 R E 0] GE S EENE A TR RS
FIERIRTT M (Park et al., 2023b) AT A (Carroll et al., 2023b) « RGHHIRFE K EEIEE
ET . EEE ISR R i SO XU T B DU e N TR BE ARG B A T RO AT &M, LK
e AT, e RINGRo A (Rl a £ 0 A40) UBVINIZRAIETZ i Z AR E R . BiE EE
BREESME (REx) (Krueger et al., 2021) FIZETEEEAIRE (CBFT) (Lubana et al., 2023)
ET . FEBIENPUINL(Bai et al., 2021), B HUERG AR GRE A, LATE
% (Dafoe et al., 2020), H BT BE GRS 2 BIREAREASRE B 50 A5 (W 7% (7] -

4 XFFFLRIE

RIfE N TR GER ST T BT [AXF 57, FAESEFREE E Z B T 2% S HX 57 R EE
{E (Anderljung et al., 2023) « XHLEXFFERIUE: EAN TR GERGULFRIGRFIEDE 5 X HSLBrxs
TG OLEEAT I E AL o 5T PRIERI T IE BT 21l (Perez et al., 2023) FNE®mMATIIE, W
ZLEATE (Perez et al., 2022) MIATFFREMERIR (Olah et al., 2018):

R ATARREE R — D ENLES A ) R G K E RS RE R S AT PR R A F 50 AU (D oshi-
Velez and Kim, 2017) - FIBEREMERIGUME T — T EFE, FRE A SR f gy
Mo FEAH, BATERENRSHNFFMZ2ERMEKKT, FENER EE, XEEAE
A BT 52 A 2 ) A B 25 P R A 22 [ 48 B 20 48 (Réuker et al., 2023)

SLRAMGR  ZLBAMI R e hE A B 1SR, N TR G RS A 577 £ AN & T B0 2 dT
B (ANfERS BT AR A ) Tk, DU EAB RS A BB R H), HAEX SR T
WAL . HEREESEINNTE S, AR REFE ARG RN, it RExT 5T .
— MR, BIEHMN ARG BREE SRR T REEE T X M (Chakraborty et
al., 2021; Perez et al., 2022; Liu et al., 2023b; Chen et al., 2023) - ZLRAMBREIZIHLE R A (1)3K
BXINGR RGNS TF A ARIE; (2) 78X H Il 2R R E2 A B A SR IR (Yoo and Qi, 2021; Bai et al.,
2021) » FATEIRFEE A, HEEEBRZE, XWDEREN 588 FXE— sl LT
YEE BT A AR AR .

X5 ARUEFOTE Bl B3R I IE RS 5 ARMEM AN ST, 636 57 AT IE A 1ENE (Dafoe et
al., 2021) FI{EEEME (Tolmeijer et al., 2020) FIFEZ LW, DL 2R IE T E - X
BHRAEH AT IR M E SR 1%

HEREY HREUE-MIEBEEFESRMNEN, FE S L8 E (Hendrycks
et al., 2021d)7E R BREEEHMIRGEHER T EH BB . HROER M LUF A
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A - Pan (2023)i@ 3 XA BREHF WA E T — RIS, BREBELNGR, W TR
W, BN, EHREERT R H—7E, —EIEREE S RN LGRS AR
{8 - Yuan (2022)F2H T —F AN A GHEXSTFRITIE, lid A RIS NS 5T AR IR LT
AFSE PR e Liu (2023a) % A TEEEETEU ARG ZES, @& ARPHRZE,
A TERE ) AR M EB A -

MEEM T AR EME T mREIE T EE 2R J71% - Durmus (2023) )
IR AR BFSCFRWRE T R T ARNMEWREDE - N T FEELLMA N ERUR, AT ER
7 LLM A2 BB R 5 3% B[]\ R FH ARG 21 B [ R 2 (B AR LU o fFAR4E RKRH, LLMAIREE
LB RO E R L - [FIET, Zhang (2023) 15 A # & BB A FIFEZE (Messick and McClintock,
1968; Van Lange et al., 1997)ff57 | LLMZEA M EL_E A& 3% - TR & IR, LLM&E
B[] T B R B A EL AT B, RS -

$F 57 PRUEFEN TR REAR R E fn FEA & S T, BN - IZGF - % EREE
&, AR ENIZR G (Shevlane et al., 2023; Koessler and Schuett, 2023) - {5 EE &,
VFE X FF RIE I RORTE N ZRod RE P 2@ AR, Fan,  ZLRAII R X 40 1 1 4 1) 5% B 4H A 0
gy, AL R LIAE B #R B I8t (Burns et al., 2023) -

5 ALEHERHE

BUEENSFF ORUEME DU R AN TR RER SRR B MR P IR A RFF X FT1E, R ERE Z RS
S ANE I T ES A TERARGOH T LERNGHERE, EART NN FFHERZ
2, HEERGENEm A X8, AEERATEGRIREMZ T mERE T
i, BFEEFHE (Anderljung et al., 2023), LEE HETGHE(Schuett et al., 2023), LK
=74 (Shevlane et al., 2023; Koessler and Schuett, 2023) - S HIRUL, BUFHLAIZF LI
FNEFIBGERLT, € N TERER BEEH S5 ERE1E - I AGISER ZE R FIEE AL
BREROR, BN ERIEMSE, WG T 53T B BB I Nma R R - SB=T7 64
ARG AEBUFAELS(NGOs)FIEHEEFIHLA (NPOs), AU eiaH - A TG RGN 2 (#
BT, T EDBIBUNSIEEE - Feali, AR SCE B RPRA SR E S E R A TR
REVR T A TEMEZER AT EESRIGEE N TEEXSFEE A TEER LA, M
N E PR A TR PR R R L5 SRR 01T % .

BHEKEMALERIMERS 5 T H5 F BN H R TR S 2t A LH
BEARGOS TRAGTT ZANERE 7 RIEAE ) 11 T R BN (Tallberg et al., 2023) . ATEBERZHIR
VR TE] R E 71] ( , PT E 2 BRI S BUR PRI B E T8 B (Swaugerarchive, 2020) - E R
BB VER T T AT AR X L @ BRI AOBRAR . 5 4 E 2K 2 8] A SR T LUAS B sk S P 7 RO N LA
AEFE &%, M2 T AT AT ARG (EERAA M TR A AN LEGE ARG, NMREAL
B RER BRI FFEE) L F& (Ho et al., 2023) -

BEHATEGRIE AT RIOVEH B FER A, XA RS EUNRI X 2 (A5
AVEFAEEE, HEMANTERARBIATRASNE - N TR L R B 3 22 555 n e 225357 F1
2R AL EL(Ho et al., 2023) o $LAN, BORSIGR AN EARLE DB MEF ATRES S2K
WA BCRIAFSE, IWTIE AR IEZERT (Noble et al., 2021) - #it A TEBERIERE - EE
filfi it & f& (Opp, 2023) fRALHIA TEGENLIBRE PR R RTTs), AT LR KA L& R ok
AIBORELR P 0B, FH IR AR AL L R R AT 52 .

N EREIR B A — e B m e N LR RIS N IT IR (Seger et al., 2023) « X FIF
TRART R 5 2 m s 2 e Ve 2 S T KBS AT R A7 72518 - IEWShapiro (2010) Fr#& Hi Y,
75 B B BB R EBUR T FE X 8 C P E IARRT AT BN, DLUSBUR RE A BERS 1L 1R R 71
i B IRIR B BE T - AnSRTCIEAE N T BE R SR Z A SLIE 2 P4, JHRFTRES
VEHE R N TR BE ARG R KNS o 7 HERRFIIE M, A SGEESeger (2023) A% TR
BIRRE L MVFAFFFAA DT R A ZRIAIANE , HF RvF M AT B 158 - i —BIF
LFAA - HET, &N AIANFFIREER S Llama2 (Touvron et al., 2023) ~ Falcon (Penedo et
al., 2023) ~ Vicuna (Chiang et al., 2023)% o 777 FE A IR ) 2 2 BB E B, DA
Rt R T FFIRR AT AT A B AR T AR S -
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TR IR S, ORI UR I AT SR SR ) R 2B D R IR AT DUE G 2 FR 1R R T
BH B2 MBS (1) FFIRAT AR A& 3 R DX A2 i it o T R 1R 1 A g v A 28 ] g
BRI, BRI AE 5 KBS AN AT, R 3E X Ly e XG5 £ 1Y) S {E FIBH 57 (Zellers,
2019) - (2) FIRHEIA A& (2 A ) FOd ] 43 B B ROR#E « — >l /& Stability 24 7 Stable
Diffusion fUi%/ CVERE: A TRHEEFFET N AMAX, TIAE B RE RIS . REEZEE
A HI N TR BERUR (Mostaque, 2022) « — SR ORI R S I8 SRR 8, AR5
B P 3G 58 T X5 AR A & ) &A1 B S E (Howard, 2023), HT %4 HRSEiE+ A
FHATRE [ i am A\ TR BER AR X AL

RIS TFIRHIE A THRER RS WA M BE Al T T IRARTY AT BER KRS, $@H T
RENR: (1) TR AT eSO e FRE . — S AT EREASS H&EV B0 B E—I
BAAEEY) AP S, IR A REHDE BT B L 7% F (Urbina et al., 2022)F14
P %% (Sandbrink, 2023) . X PR A B R GOH AT RES BRI 24 K . tbsh, — B3t
THEMAE, BEEMTUEMNRENE T, FESCAGRNERESR, XA @SHMEY
K FE S BUA RS - (Goldstein et al., 2023) - (2) L& TEN RGUBA - AR EH, WHIE
BERIAN B 5 T PR 81 D)7 (7] T REAR 8 S8 0 RGT L 2 FEHE 4T 9 (Seger et al., 2023)- (Zou et al.,
2023)3f 73 {# F Vicuna-7BA113B(Chiang et al., 2023)3LH T FF X Wi F %% . — HxX L5 B4
B ChatGPT(OpenAl, 2023a), Bard(Google, 2023)F1Claude(Anthropic, 2023)iXEH) 5 T 1417
AR O SN, R B R AR B R R

KT ANLEGEBEFHRE R SIS AR = EHR, BarERIEZ, A TERREREK
NIFHARTE BEITAREARNE, (ETHEME LEWES . FIImIE R T IR A TE G
AGWFRS T E A E ORI AT RETE RV A XSS, USRI A AT (Seger et al.,
2023) 516t - RIS, BUORHIEE IEAE X TR N P AR & FLP L -

5.1 XFFFAHRBIARMER

HATAERICEFM A E&ERENE, (XA T A EMAE N T GEXS 5 P REIEH - AL
BRERGNMUL S NMEFT LA R R (WA TERAGHITESHEE)E—, TN 5EE
ST A —3, W2 M {EX] 57 (Gabriel and Ghazavi, 2021) - A E XL B 21 i
NEIR TR BT R R - 25Fn L, BATRERIBTE AR EAE T[T AN BN T BT
REM . Wi, 77T RAXEHREBEEMAER, FATAERAHEE BMER D HFEA
EEZHET, R ENTHTHE .

AR T ARMEMK—BERN R RN =D FEEM: ()REMESMEN, 5EH
SFATERERGX N (2) S1FRAL BERAFEFALEREARKE1ET ;MU (3)4
HeBRME, NEEREEMT 2SRRI -

REMASMENR  ARMEA T EEEHREROM R ATENE - Macintyre (2013) B2
TEHIRE SRS — M EE, ARSI AR ZE P OHEZERATREAEH K - X R
RFEZS FTMMARMERN T — P EEA - BRERTE AT ZE SN ERA—EF
£, BRE —LEEANFE R SR ESE] 7L ELUNRER A, BATR B MPLER 1B
AP 2 OB A A RS SO E XA A T 8K LB R R

o HLEMEH 5K R A TR GERGE N R — Ml i (B35 2 1 M B H LA E) MR 57
SFFIFSCHELL, PLES BT TR E S FE M EER 2 A TR RS T (Yu et al.,
2018) « X—RTAEHRFRE T/ 5G4~ 258 (Anderson et al., 2005; Anderson and
Anderson, 2007), JaRY BEIEEE L AIEEBEEIEE (Pan et al., 2023)FIE T IHRE
2230774 (Jiang et al., 2021; Jin et al., 2022) -

o AP REFES I (Verma and Rubin, 2018), {HAPHERIE AT H AR A LN EM
KUt L TEMT - BR8N NS E R KRG HIW I 2 57 IERT B2 (Mehrabi et
al., 2021) o« KT ATHEBEAFHEMFIET 12, X L7535 WA ZRET D ETE I W
H % (d’Alessandro et al., 2017; Bellamy et al., 2018), fH/MUAEIIZRTFEH 5] AR AP
P (Berk et al., 2017), LARACFRYIZRR BOR B2 ) B A ] (Xu et al., 2018) -
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o FELHE2EF B AL EW FErtSOHE 2, FE2MRTETHERE XA
X R E AR, A B H A FE UM ENE R - BRI R INME
WAL (Allport, 1955)5E Hi, RN AR M B T WA BN E R G R KB -
A&t T — 1M EEASHEEMEREMNENRE R, FFREERRAMINEFENTT
AR IFFAIRIE - Van (1997)5I AFFEGE T —Mal &7k, RIS ERUR (SVO),
T A NS M EL W - B E &7 E RS AR o Biss B 2Rl AR
zo, SETEALE A R S M E B, iR S, S AFE XEE - Murphy (2014)5]
AN TS ET %, 7 LGESERIABEAT, RIS E N — Lo 1 (R R e S i A
FRISVO « Rokeach (1973)FF 4 T —ME&36 M EMPIMEMFE, EFEE18ME
FHAE HIR & (A8 AR SEHLX & AR F B i TEANEN - Schwartz (1992;
1994)7E20 MR RIME R AT T 2 GHE, BIERRMEMEE - XTHREE T T
W ~ EFEH WA, FRE RIS ENL - XA E AN TN S
FAIFENIN T BERE T RS B LAl -

SERANTEGE ZEEETEPERBITIZESIE, MarERMONEZEGERTE &
A NEMHAE - E N AN TEGEEERM B —D6F, 20100 N E S BT M EE27
AR T HOTC, X E AT R R H A ARIA A 5 Z AR A E 5] B (Kirilenko et al.,
2017) - AL, HLEARCERER N T G R SR BRI E R EASE 3 i 2R 5 TR RIHL
il (Dafoe et al., 2021) « XFALHI AR BT FEMAN R SLHE T4 1ERL A TR BER) U (Dafoe
et al., 2020) - Bt4h, SIERATERELE T N TEENAAN R AR E1E, U AT
A By AR SEILG1E - FUMERRMIUL, Dafoe (2020)%F & 1ER A LA R 74 R AL IZHE
A HRAE YA REAIHIE, R T NEZRR RIS ) H R SR S A MR

Bt 2B EBMEMERASMEA S THEMD - A 2 REBR? 7B 25T
S, B, EEEAE AN TEGEARS T LI TFEH B2 E M . Critch (2020) 773X >4
SR H TS B R AW . BT M E TS RS ESE, AR T
AR BE AR A (Bonabeau, 2002; De Marchi and Page, 2014), F:T R 2%>] BRI (Storchan et
al., 2021), PLRFIRLEE & KIiE S RA AL (Park et al., 2023a) o X LEAEH) TV A LAIRSS T4
PR, MFZARIEAG (Osoba et al., 2020) 8 Z & GEA 2 2%>] (Critch and Krueger, 2020) -
FER—TH, F4 % (Sen, 1986; Arrow, 2012)4%3 BA K AH & 7 H B #1 251% 55 (Brandt et al.,
2016) 8 5 £ A LA A O F IR R 655 B AT BR TR . AN, 55
FT N Rt BN 57735 (B 40, RLHFAIFES2H /4R R R ZECLA %) 45 a1, tE 2B
FERT LME R BB TERIFN T, DUGRIERIE 1 B A F IR RERE AR B D A AR 4 (Leike, 2023;
Collective Intelligence, 2023) o —BR I FF XM &N CLEFHAT T FIAR B i5L5%% (Yamagata et
al., 2021; Kopf et al., 2023)- 4 | =B FXMMAREF A M ER L, L8 A,
NLEGEAG A ERILM BN RN TSI, A EBPK A BE (Kenward and Sinclair,
2021), LAERINHTHHIRATHRE, LLRRRARMRTTIE, ik RE MU AR A ISR -

5.2 XFFINIANTR e L2t

ENBTRFTFRINEBEZE, EARTRASE PR F 2 AN T2 2.
ANLTERRGR T X FFRMZIMEGFIEGZ NG EEAT NE /T REHCE A\ T8 5EE i
i, WHELEEYRES . SHER, AT LE 2RSS B2,
STHELZEMEFBANATEERY . BRXBERLEEBE RTINS, ERAEE
T Hendrycks (2023), *FH Al 58 S E I MEME N TR EEXE FIR R AT TR EMA, Wy B
AN TEREN 57 BIHe T -

EEMH BRI AEFUSEEAALEGERDE - HilCEEILES FHHRE S
FARHATVERFIRIE(Cao and Baptista, 2023) - FEERRZ N TEGERG A HEA B H 5 58 KA
REST, WHMEIZRE R . — R T ALERAG ATRESCEE A TE A FE 67242
g IR CERY, RBEFHEA T LR EPTRIER AR T B EE KIEERATRE S R AR R
i BAFETE (Soice et al., 2023) - Br T EREAAIHLIEEDREGERE B2, ALEGERGHA R LIH
Bt i HL I R0 B B A R 5 (5 B 3 R 4 (Sandbrink, 2023) - 1§ SR IBE I (Danzig et
al., 2012)iXHF BRI ZH A O 22 i e il A= s LA BOR RO BOR . N R BE R ST AT REfE /)
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W R 2 GG A YIRS H 51 R RFRARAT - HAFMRTEFEATREfERALEERS
W e LA A B 28 20 (Mirsky et al., 2023), B QIR RELE A RIEHZ SN EFFNE R
BREVE (Bengio, 2023) - FEE N TEREARGIIAEN AT TR, MMM ARTINA, FHEELT
WIRAIPEAG, LAE N TR BERGOA] REn M ARG A i 5 - B R AN R0 57 R,
FAAE— P ANLEEAREZEEA P NERTER, XIPRGHESEAP T, RBRERE
KIFE S R™ BB - BEER A R RERT-& A AR S O BUACRE 2 8 S0 R U ) R BEE -

fEfrohm B A TG A E EERMAF ZFEE R KA T GE RS (Grant and Weise,
2023) - XFEFREFBEFLELBMZ LN, MATHBMIMATEERS . FEE—1IF
RAEBEVER O LN THGERSE, MATAT Rt S AR BUSHEE, HIRFEMhAbA1r
R, FHETOHNZ AR, TSI R0 T A T(Armstrong et al., 2013) - XTE
T — W, RINRIR AN TR A FERVLESK 3 Cfis, ATREs SBUTE AR
S . ANTEBERGIZ BTSRRI A REZ BN 122 H120, B & K Fl i BFARIA
TR ARG HA W REAE 7 (Hendrycks, 2023) » B IEiX S EARATE RSB &M, FTEEXK
FE PR T REBOR T, LIBRITE N TR GEH & & #0E SF I R 2 20k o

6 4w

ASCR N TR GER 58T T 2| ry i, N GEX 5T H IR 2T AT & ARE
B ERR A LB GERSE . ASCRNTF 00 HIRIA9 0 &0 . ATEREYE . Pt AE s
PE(RICE), FREW 5171 RIE BRI 50 o B R 57 G FF Il gR 8N T ER GO 57) A a1t
I RN LR RERGUA FFHNLSE, ol S R E s, DUBE a5 )Ee) - HEj, #i
[ T T 1 2.2 T S0 AR A S I3t P 2 ST RIE e AR RS T2 >] T [0 57 T B 35 568 57 FRAIE
MATERERHE -

S 2 HMAUSAEL, AN TGN I — M R R HE M (Hendrycks, 2022) - EEZ 1
BT AT AR R EA S, B Z R BARm A Z R A R R —E « XF T
WA TIAL . ERFARIBIF T MEARTE, HERS T FRER, XEIENTFREE,
HAMASHEREE S R — D BREOERTEER, g e N TR RER SRR 574 -

[RIRS, SXAPEE T [ SRR T e A XA U TR, X R B AR R RRE
MR, BEIRS TR, BIRS THEERMIIR AN « FEXFESAT, ARG 52 m
BRI B T RER AR X DR o ASCHIRIFF A TP R THX M BT EZHF R IE,
DB 57 PRUEAI TR REVA T T H)SEPRSR RS « A0l R B AR R F o B A T A L& RE
o T AT AL 75 LR R S B [P RER A5 AKX RS 57 -

MmABEME R XNFHRFARERSHAT, MEAE—DEERG AT (Drexler,
2019), BIRAR -~ TS 5% « BURRFEEURASABHN S 5H S - FHik, RS TATEGEN 5T
ML 2EBRET RO IR ZH AR i XEFREFERRE TG T BRI RS, fiin,
W3 MU PE A (Shevlane et al., 2023) ~ T B A EAL I (Shavit, 2023) LR kT A TR B A
LU AT Sk BA ML (Brundage et al., 2020) -

EAM B RMAEENE  FEEA TR RERGTHORME HF A f1 2 (Abbass, 2019), X574
HHE-TBE—RRE, mMEA—M2R#E. X8, 20 E=2. 5k, E285
PRI R AT TS, X LB 2 N TERRSGME N A ZEFIAE H (Critch and Krueger,
2020) - H iR, B ARRGEEALES N EAARTT, XS0 T 2E RN E X 55 ik 2 )+
K (Gabriel, 2020) - 5=, FEEFMAW A TEGERGIN SR, XFETIERLHELS
RGME RN, aFEttSRlEP AR . 7§ H T3 1213 (Bonabeau, 2002;
Park et al., 2023a) #2518 (Critch and Krueger, 2020) -

TBERRF A TIE  FE XTI IRA R AR R b, XSSO R T e iR
BB AIIEIRE 22 S I EAD R AR - It X FusEe 2 & A ENL g2 S ARy, B —
SN FTRI B AT RERR AR A, MEMAIN G R, iR, BEEIem— &
Rt H AT RO (Popper, 1935) - BB AR, iXFLARE ] T AR M TR RER S
KRB T AL S B2 T (Abbass, 2019), I T RIETTCETUL ATk - SX st 2k
AT EIRER . PR S H LART R R BB AL -

EEFEELS 130



HEESY

22 SCHk

Hussein A Abbass. 2019. Social integration of artificial intelligence: functions, automation allocation
logic and human-autonomy trust. Cognitive Computation, 11(2):159-171.

Gediminas Adomavicius, Jesse Bockstedt, Shawn Curley, and Jingjing Zhang. 2022. Recommender
systems, ground truth, and preference pollution. AI Magazine, 43(2):177-189.

Gordon Willard Allport. 1955. Becoming: Basic considerations for a psychology of personality, vol-
ume 20. Yale University Press.

Dario Amodei, Paul Christiano, and Alex Ray. 2017. Learning from human preferences.
https://openai.com/research/learning-from-human-preferences.

Markus Anderljung, Joslyn Barnhart, Jade Leung, Anton Korinek, Cullen O’Keefe, Jess Whittlestone,
Shahar Avin, Miles Brundage, Justin Bullock, Duncan Cass-Beggs, et al. 2023. Frontier ai regula-
tion: Managing emerging risks to public safety. arXiv preprint arXiw:2307.03718.

Michael Anderson and Susan Leigh Anderson. 2007. The status of machine ethics: a report from the
aaal symposium. Minds and Machines, 17:1-10.

Michael Anderson, Susan Anderson, and Chris Armen. 2005. Towards machine ethics: Implementing two
action-based ethical theories. In Proceedings of the AAAI 2005 fall symposium on machine ethics,
pages 1-7.

Anthropic. 2023. Model card and evaluations for claude models. https://www-files.anthropic.com/
production/images/Model-Card-Claude-2.pdf.

ARC Evals. 2023. Update on ARC’s recent eval efforts. https://evals.alignment.org/blog/
2023-03-18-update-on-recent-evals/.

Stuart Armstrong, Nick Bostrom, and Carl Shulman. 2013. Racing to the precipice: a model of artificial
intelligence development. Technical Report 2013-1, Future of Humanity Institute, Oxford University.

Kenneth J Arrow. 2012. Social choice and individual values, volume 12. Yale university press.

Amanda Askell, Yuntao Bai, Anna Chen, Dawn Drain, Deep Ganguli, Tom Henighan, Andy Jones,
Nicholas Joseph, Ben Mann, Nova DasSarma, et al. 2021. A general language assistant as a
laboratory for alignment. arXiv preprint arXiv:2112.00861.

Tao Bai, Jinqi Luo, Jun Zhao, Bihan Wen, and Qian Wang. 2021. Recent advances in adversarial training
for adversarial robustness. In Zhi-Hua Zhou, editor, Proceedings of the Thirtieth International Joint
Conference on Artificial Intelligence, IJCAI-21, pages 4312-4321. International Joint Conferences
on Artificial Intelligence Organization, 8. Survey Track.

Yuntao Bai, Andy Jones, Kamal Ndousse, Amanda Askell, Anna Chen, Nova DasSarma, Dawn Drain,
Stanislav Fort, Deep Ganguli, Tom Henighan, et al. 2022a. Training a helpful and harmless assistant
with reinforcement learning from human feedback. arXiv preprint arXiv:2204.05862.

Yuntao Bai, Saurav Kadavath, Sandipan Kundu, Amanda Askell, Jackson Kernion, Andy Jones, Anna
Chen, Anna Goldie, Azalia Mirhoseini, Cameron McKinnon, et al. 2022b. Constitutional ai: Harm-
lessness from ai feedback. arXiv preprint arXiv:2212.08073.

Yejin Bang, Samuel Cahyawijaya, Nayeon Lee, Wenliang Dai, Dan Su, Bryan Wilie, Holy Lovenia, Ziwei
Ji, Tiezheng Yu, Willy Chung, et al. 2023. A multitask, multilingual, multimodal evaluation of
chatgpt on reasoning, hallucination, and interactivity. arXiv preprint arXiv:2302.04023.

Rachel KE Bellamy, Kuntal Dey, Michael Hind, Samuel C Hoffman, Stephanie Houde, Kalapriya Kannan,
Pranay Lohia, Jacquelyn Martino, Sameep Mehta, Aleksandra Mojsilovic, et al. 2018. Ai fairness
360: An extensible toolkit for detecting, understanding, and mitigating unwanted algorithmic bias.
arXw preprint arXiw:1810.01943.

Yoshua Bengio. 2023. How rogue ais may arise.

Richard Berk, Hoda Heidari, Shahin Jabbari, Matthew Joseph, Michael Kearns, Jamie Morgenstern,
Seth Neel, and Aaron Roth. 2017. A convex framework for fair regression. arXiv preprint
arXiv:1706.024009.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

131



HEESY

Richard Berk, Hoda Heidari, Shahin Jabbari, Michael Kearns, and Aaron Roth. 2021. Fairness in
criminal justice risk assessments: The state of the art. Sociological Methods € Research, 50(1):3—44.

Kaifeng Bi, Lingxi Xie, Hengheng Zhang, Xin Chen, Xiaotao Gu, and Qi Tian. 2023. Accurate medium-
range global weather forecasting with 3d neural networks. Nature, pages 1-6.

Eric Bonabeau. 2002. Agent-based modeling: Methods and techniques for simulating human systems.
Proceedings of the national academy of sciences, 99(suppl_3):7280-7287.

Samuel R Bowman, Jeeyoon Hyun, Ethan Perez, Edwin Chen, Craig Pettit, Scott Heiner, Kamile Luko-
suite, Amanda Askell, Andy Jones, Anna Chen, et al. 2022. Measuring progress on scalable oversight
for large language models. arXiv preprint arXiv:2211.03540.

Felix Brandt, Vincent Conitzer, Ulle Endriss, Jérome Lang, and Ariel D Procaccia. 2016. Handbook of
computational social choice. Cambridge University Press.

Tom Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared D Kaplan, Prafulla Dhariwal, Arvind
Neelakantan, Pranav Shyam, Girish Sastry, Amanda Askell, et al. 2020. Language models are
few-shot learners. Advances in neural information processing systems, 33:1877-1901.

Miles Brundage, Shahar Avin, Jasmine Wang, Haydn Belfield, Gretchen Krueger, Gillian Hadfield, Heidy
Khlaaf, Jingying Yang, Helen Toner, Ruth Fong, et al. 2020. Toward trustworthy ai development:
mechanisms for supporting verifiable claims. arXiv preprint arXiv:2004.07213.

Sébastien Bubeck, Varun Chandrasekaran, Ronen Eldan, Johannes Gehrke, Eric Horvitz, Ece Kamar,
Peter Lee, Yin Tat Lee, Yuanzhi Li, Scott Lundberg, et al. 2023. Sparks of artificial general
intelligence: Early experiments with gpt-4. arXiv preprint arXiv:2303.12712.

Benjamin S Bucknall and Shiri Dori-Hacohen. 2022. Current and near-term ai as a potential existential
risk factor. In Proceedings of the 2022 AAAI/ACM Conference on AI, Ethics, and Society, pages
119-129.

Collin Burns, Haotian Ye, Dan Klein, and Jacob Steinhardt. 2023. Discovering latent knowledge in
language models without supervision. In The Eleventh International Conference on Learning Rep-
resentations, ICLR 2023, Kigali, Rwanda, May 1-5, 2023. OpenReview.net.

CAIS. 2023. Center for ai safety: Statement on ai risk. https://www.safe.ai/statement-on-ai-risk.

Ella Cao and Eduardo Baptista. 2023. ’deepfake’ scam in china fans worries over ai-driven fraud. Reuters,
5.

Andres Carranza, Dhruv Pai, Rylan Schaeffer, Arnuv Tandon, and Sanmi Koyejo. 2023. Deceptive
alignment monitoring.

Micah Carroll, Alan Chan, Henry Ashton, and David Krueger. 2023a. Characterizing Manipulation from
AT Systems, March. arXiv:2303.09387 [cs].

Micah Carroll, Alan Chan, Henry Ashton, and David Krueger. 2023b. Characterizing manipulation from
ai systems. arXiv preprint arXiw:2303.09387.

Anirban Chakraborty, Manaar Alam, Vishal Dey, Anupam Chattopadhyay, and Debdeep Mukhopadhyay.
2021. A survey on adversarial attacks and defences. CAAI Transactions on Intelligence Technology,
6(1):25-45.

Mark Chen, Jerry Tworek, Heewoo Jun, Qiming Yuan, Henrique Ponde de Oliveira Pinto, Jared Kaplan,
Harri Edwards, Yuri Burda, Nicholas Joseph, Greg Brockman, et al. 2021. Evaluating large language
models trained on code. arXiv preprint arXiw:2107.03374.

Zhaoyu Chen, Bo Li, Shuang Wu, Kaixun Jiang, Shouhong Ding, and Wengiang Zhang. 2023. Content-
based unrestricted adversarial attack. arXiv preprint arXiv:2305.10665.

Wei-Lin Chiang, Zhuohan Li, Zi Lin, Ying Sheng, Zhanghao Wu, Hao Zhang, Lianmin Zheng, Siyuan
Zhuang, Yonghao Zhuang, Joseph E Gonzalez, et al. 2023. Vicuna: An open-source chatbot im-
pressing gpt-4 with 90%* chatgpt quality. See https://vicuna. Imsys. org (accessed 14 April 2023).

Brian Christian. 2020. The alignment problem: Machine learning and human values. WW Norton &
Company.

B =P E SR SRS, %}1220@:‘%@91*495, KR, PE, 2024725 H%28H.
: RV ZRR
(c) 2024 EPEBHRUHIES ¥ L IE

pain

ES 132



HEESY

Paul F Christiano, Jan Leike, Tom Brown, Miljan Martic, Shane Legg, and Dario Amodei. 2017. Deep
reinforcement learning from human preferences. Advances in neural information processing systems,
30.

Ruby RobertM GPT-4 Claude. 2023. New lw feature debates.
Collective Intelligence. 2023. Introducing the collective intelligence project.

Andrew Critch and David Krueger. 2020. Ai research considerations for human existential safety (arches).
arXiv preprint arXiw:2006.04948.

Allan Dafoe, Edward Hughes, Yoram Bachrach, Tantum Collins, Kevin R McKee, Joel Z Leibo, Kate Lar-
son, and Thore Graepel. 2020. Open problems in cooperative ai. arXiv preprint arXiv:2012.08630.

Allan Dafoe, Yoram Bachrach, Gillian Hadfield, Eric Horvitz, Kate Larson, and Thore Graepel. 2021.
Cooperative ai: machines must learn to find common ground. Nature, 593(7857):33-36.

Josef Dai, Xuehai Pan, Ruiyang Sun, Jiaming Ji, Xinbo Xu, Mickel Liu, Yizhou Wang, and Yaodong Yang.
2023. Safe rlhf: Safe reinforcement learning from human feedback. arXiv preprint arXiv:2310.12775.

Brian d’Alessandro, Cathy O’Neil, and Tom LaGatta. 2017. Conscientious classification: A data scien-
tist’s guide to discrimination-aware classification. Big data, 5(2):120-134.

Richard Danzig, Zachary Hosford, Marc Sageman, Terrance Leighton, Lloyd Hough, Hidemi Yuki, and
Rui Kotani. 2012. Aum shinrikyo: Insights into how terrorists develop biological and chemical
weapons, second edition. Report, Center for a New American Security (CNAS), 12.

Scott De Marchi and Scott E Page. 2014. Agent-based models. Annual Review of political science,
17:1-20.

DeepMind. 2018. Building safe artificial intelligence: specification, robustness, and assurance.

Jonas Degrave, Federico Felici, Jonas Buchli, Michael Neunert, Brendan Tracey, Francesco Carpanese,
Timo Ewalds, Roland Hafner, Abbas Abdolmaleki, Diego de Las Casas, et al. 2022. Magnetic
control of tokamak plasmas through deep reinforcement learning. Nature, 602(7897):414-419.

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. 2019. BERT: pre-training of
deep bidirectional transformers for language understanding. In Jill Burstein, Christy Doran, and
Thamar Solorio, editors, Proceedings of the 2019 Conference of the North American Chapter of
the Association for Computational Linguistics: Human Language Technologies, NAACL-HLT 2019,
Minneapolis, MN, USA, June 2-7, 2019, Volume 1 (Long and Short Papers), pages 4171-4186.
Association for Computational Linguistics.

Lauro Langosco Di Langosco, Jack Koch, Lee D Sharkey, Jacob Pfau, and David Krueger. 2022. Goal
misgeneralization in deep reinforcement learning. In International Conference on Machine Learning,
pages 12004-12019. PMLR.

Thomas G Dietterich. 2017. Steps toward robust artificial intelligence. Ai Magazine, 38(3):3-24.

Finale Doshi-Velez and Been Kim. 2017. Towards a rigorous science of interpretable machine learning.
arXiv preprint arXiw:1702.08608.

K FEric Drexler. 2019. Reframing superintelligence: Comprehensive ai services as general intelligence.
Future of Humanity Institute, University of Oxford.

Yilun Du, Shuang Li, Antonio Torralba, Joshua B Tenenbaum, and Igor Mordatch. 2023. Im-

proving factuality and reasoning in language models through multiagent debate. arXiv preprint
arXiv:2305.14325.

Esin Durmus, Karina Nyugen, Thomas I Liao, Nicholas Schiefer, Amanda Askell, Anton Bakhtin, Carol
Chen, Zac Hatfield-Dodds, Danny Hernandez, Nicholas Joseph, et al. 2023. Towards measuring the
representation of subjective global opinions in language models. arXiv preprint arXiv:2306.16388.

Nelson Elhage, Neel Nanda, Catherine Olsson, Tom Henighan, Nicholas Joseph, Ben Mann, Amanda
Askell, Yuntao Bai, Anna Chen, Tom Conerly, Nova DasSarma, Dawn Drain, Deep Ganguli,
Zac Hatfield-Dodds, Danny Hernandez, Andy Jones, Jackson Kernion, Liane Lovitt, Kamal
Ndousse, Dario Amodei, Tom Brown, Jack Clark, Jared Kaplan, Sam McCandlish, and Chris
Olah. 2021. A mathematical framework for transformer circuits. Transformer Circuits Thread.
https://transformer-circuits.pub/2021 /framework/index.html.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

133



HEESY

Tom Everitt, Marcus Hutter, Ramana Kumar, and Victoria Krakovna. 2021. Reward tampering problems
and solutions in reinforcement learning: A causal influence diagram perspective. Synthese, 198(Suppl
27):6435-6467.

Arnaud Fickinger, Simon Zhuang, Dylan Hadfield-Menell, and Stuart Russell. 2020. Multi-principal
assistance games. arXiv preprint arXiv:2007.09540.

Jason Furman and Robert Seamans. 2019. Ai and the economy. Innovation policy and the economy,
19(1):161-191.

Tason Gabriel and Vafa Ghazavi. 2021. The challenge of value alignment: From fairer algorithms to ai
safety. arXiv preprint arXiv:2101.06060.

Tason Gabriel. 2020. Artificial intelligence, values, and alignment. Minds and machines, 30(3):411-437.

Ashok Goel. 2022. Looking back, looking ahead: Symbolic versus connectionist ai. Al Magazine,
42(4):83-85.

Josh A Goldstein, Girish Sastry, Micah Musser, Renee DiResta, Matthew Gentzel, and Katerina Sedova.
2023. Generative language models and automated influence operations: Emerging threats and
potential mitigations. arXiv preprint arXiv:2301.04246.

Google. 2023. Bard.
GOV.UK. 2023. Frontier ai: capabilities and risks — discussion paper.

Nico Grant and Karen Weise. 2023. In a.i. race, microsoft and google choose speed over caution. New
York Times, 4. Updated on April 10, 2023.

Dylan Hadfield-Menell, Anca Dragan, Pieter Abbeel, and Stuart Russell. 2016a. The off-switch game.
arXiww preprint arXiw:1611.08219.

Dylan Hadfield-Menell, Stuart J Russell, Pieter Abbeel, and Anca Dragan. 2016b. Cooperative inverse
reinforcement learning. Advances in neural information processing systems, 29.

Dan Hendrycks, Steven Basart, Norman Mu, Saurav Kadavath, Frank Wang, Evan Dorundo, Rahul
Desai, Tyler Zhu, Samyak Parajuli, Mike Guo, et al. 2021a. The many faces of robustness: A
critical analysis of out-of-distribution generalization. In Proceedings of the IEEE/CVF International
Conference on Computer Vision, pages 8340-8349.

Dan Hendrycks, Collin Burns, Steven Basart, Andrew Critch, Jerry Li, Dawn Song, and Jacob Steinhardt.
2021b. Aligning ai with shared human values. ICLR 2021.

Dan Hendrycks, Nicholas Carlini, John Schulman, and Jacob Steinhardt. 2021c. Unsolved problems in
ml safety. arXiv preprint arXiv:2109.13916.

Dan Hendrycks, Mantas Mazeika, Andy Zou, Sahil Patel, Christine Zhu, Jesus Navarro, Dawn Song,
Bo Li, and Jacob Steinhardt. 2021d. What would jiminy cricket do? towards agents that behave
morally. In Joaquin Vanschoren and Sai-Kit Yeung, editors, Proceedings of the Neural Information
Processing Systems Track on Datasets and Benchmarks 1, NeurIPS Datasets and Benchmarks 2021,
December 2021, virtual.

Dan Hendrycks, Mantas Mazeika, and Thomas Woodside. 2023. An overview of catastrophic ai risks.
arXiv preprint arXiw:2306.12001.

Dan Hendrycks. 2022. Pragmatic ai safety.
Dan Hendrycks. 2023. Natural selection favors ais over humans.

Lewis Ho, Joslyn Barnhart, Robert Trager, Yoshua Bengio, Miles Brundage, Allison Carnegie, Rumman
Chowdhury, Allan Dafoe, Gillian Hadfield, Margaret Levi, et al. 2023. International institutions for
advanced ai. arXiw preprint arXiv:2307.04699.

Andreas Holzinger, Chris Biemann, Constantinos S Pattichis, and Douglas B Kell. 2017. What do we
need to build explainable ai systems for the medical domain? arXiw preprint arXiv:1712.09923.

Jeremy Howard. 2023. Ai safety and the age of dislightenment.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

134



HEESY

Evan Hubinger, Chris van Merwijk, Vladimir Mikulik, Joar Skalse, and Scott Garrabrant. 2019. Decep-
tive alignment.

Evan Hubinger. 2020. An overview of 11 proposals for building safe advanced ai. arXiv preprint
arXiv:2012.07532.

Borja Ibarz, Jan Leike, Tobias Pohlen, Geoffrey Irving, Shane Legg, and Dario Amodei. 2018. Reward
learning from human preferences and demonstrations in atari. Advances in neural information
processing systems, 31.

Geoffrey Irving, Paul Christiano, and Dario Amodei. 2018. Ai safety via debate. arXiv preprint
arXiw:1805.00899.

Jacob Steinhardt. 2023. Emergent deception and emergent optimization.

Liwei Jiang, Jena D Hwang, Chandra Bhagavatula, Ronan Le Bras, Jenny Liang, Jesse Dodge, Keisuke
Sakaguchi, Maxwell Forbes, Jon Borchardt, Saadia Gabriel, et al. 2021. Can machines learn moral-
ity? the delphi experiment. arXiv preprint arXiv:2110.07574.

Zhijing Jin, Sydney Levine, Fernando Gonzalez Adauto, Ojasv Kamal, Maarten Sap, Mrinmaya Sachan,
Rada Mihalcea, Josh Tenenbaum, and Bernhard Scholkopf. 2022. When to make exceptions: Ex-
ploring language models as accounts of human moral judgment. Advances in neural information
processing systems, 35:28458-28473.

Elia Kaufmann, Leonard Bauersfeld, Antonio Loquercio, Matthias Miiller, Vladlen Koltun, and Da-
vide Scaramuzza. 2023. Champion-level drone racing using deep reinforcement learning. Nature,
620(7976):982-987.

Michael Kearns and Aaron Roth. 2019. The ethical algorithm: The science of socially aware algorithm
design. Oxford University Press.

Zachary Kenton, Tom Everitt, Laura Weidinger, lason Gabriel, Vladimir Mikulik, and Geoffrey Irving.
2021. Alignment of language agents. arXiv preprint arXiv:2103.14659.

B. Kenward and T. R. Sinclair. 2021. Machine morality, moral progress, and the looming environmental
disaster. Cognitive Computation and Systems, 3:33-90.

Andrei Kirilenko, Albert S Kyle, Mehrdad Samadi, and Tugkan Tuzun. 2017. The flash crash: High-
frequency trading in an electronic market. The Journal of Finance, 72(3):967-998.

Leonie Koessler and Jonas Schuett. 2023. Risk assessment at agi companies: A review of popular risk
assessment techniques from other safety-critical industries. arXiv preprint arXiv:2307.08823.

Mr Anton Korinek, Mr Martin Schindler, and Joseph Stiglitz. 2021. Technological progress, artificial
intelligence, and inclusive growth. International Monetary Fund.

David Krueger, Tegan Maharaj, and Jan Leike. 2020. Hidden incentives for auto-induced distributional
shift. arXiv preprint arXiv:2009.09153.

David Krueger, Ethan Caballero, Joern-Henrik Jacobsen, Amy Zhang, Jonathan Binas, Dinghuai Zhang,
Remi Le Priol, and Aaron Courville. 2021. Out-of-distribution generalization via risk extrapolation
(rex). In International Conference on Machine Learning, pages 5815-5826. PMLR.

Andreas Kopf, Yannic Kilcher, Dimitri von Riitte, Sotiris Anagnostidis, Zhi-Rui Tam, Keith Stevens, Ab-
dullah Barhoum, Nguyen Minh Duc, Oliver Stanley, Richard Nagyfi, Shahul ES, Sameer Suri, David
Glushkov, Arnav Dantuluri, Andrew Maguire, Christoph Schuhmann, Huu Nguyen, and Alexander
Mattick. 2023. Openassistant conversations — democratizing large language model alignment.

Joel Lehman, Jeff Clune, Dusan Misevic, Christoph Adami, Lee Altenberg, Julie Beaulieu, Peter J
Bentley, Samuel Bernard, Guillaume Beslon, David M Bryson, et al. 2020. The surprising creativity
of digital evolution: A collection of anecdotes from the evolutionary computation and artificial life
research communities. Artificial life, 26(2):274-306.

Jan Leike, David Krueger, Tom Everitt, Miljan Martic, Vishal Maini, and Shane Legg. 2018. Scalable
agent alignment via reward modeling: a research direction. arXiv preprint arXiv:1811.07871.

Jan Leike. 2023. A proposal for importing society’s values.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

135



HEESY

Stephanie Lin, Jacob Hilton, and Owain Evans. 2022. Truthfulqa: Measuring how models mimic human
falsehoods. In Smaranda Muresan, Preslav Nakov, and Aline Villavicencio, editors, Proceedings of
the 60th Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers),
ACL 2022, Dublin, Ireland, May 22-27, 2022, pages 3214-3252. Association for Computational
Linguistics.

Ruibo Liu, Ruixin Yang, Chenyan Jia, Ge Zhang, Denny Zhou, Andrew M Dai, Diyi Yang, and Soroush
Vosoughi. 2023a. Training socially aligned language models in simulated human society. arXiv
preprint arXiv:2305.16960.

Yi Liu, Gelei Deng, Zhengzi Xu, Yuekang Li, Yaowen Zheng, Ying Zhang, Lida Zhao, Tianwei Zhang,
and Yang Liu. 2023b. Jailbreaking chatgpt via prompt engineering: An empirical study. arXiv
preprint arXiw:2305.13860.

Ekdeep Singh Lubana, Eric J Bigelow, Robert P Dick, David Krueger, and Hidenori Tanaka. 2023.
Mechanistic mode connectivity. In International Conference on Machine Learning, pages 22965—
23004. PMLR.

Alasdair MacIntyre. 2013. After virtue. A&C Black.

Ninareh Mehrabi, Fred Morstatter, Nripsuta Saxena, Kristina Lerman, and Aram Galstyan. 2021. A
survey on bias and fairness in machine learning. ACM computing surveys (CSUR), 54(6):1-35.

Kevin Meng, David Bau, Alex Andonian, and Yonatan Belinkov. 2022. Locating and editing factual
associations in gpt. Advances in Neural Information Processing Systems, 35:17359-17372.

David M Messick and Charles G McClintock. 1968. Motivational bases of choice in experimental games.
Journal of experimental social psychology, 4(1):1-25.

Yisroel Mirsky, Ambra Demontis, Jaidip Kotak, Ram Shankar, Gelei Deng, Liu Yang, Xiangyu Zhang,
Maura Pintor, Wenke Lee, Yuval Elovici, and Battista Biggio. 2023. The threat of offensive Al to
organizations. Comput. Secur., 124:103006.

Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Andrei A Rusu, Joel Veness, Marc G Bellemare,
Alex Graves, Martin Riedmiller, Andreas K Fidjeland, Georg Ostrovski, et al. 2015. Human-level
control through deep reinforcement learning. nature, 518(7540):529-533.

Emad Mostaque. 2022. Democratizing ai, stable diffusion & generative models.

Ryan O Murphy and Kurt A Ackermann. 2014. Social value orientation: Theoretical and measurement
issues in the study of social preferences. Personality and Social Psychology Review, 18(1):13-41.

Safiya Umoja Noble, Beatrice Dias, Sara Cole Stratton, Aimee van Wynsberghe, Carlos Affonso Souza,
Ilene Carpenter, Alvaro Martin Enriquez, and Emily Ratté. 2021. Ai regulation through an inter-
generational lens.

OecdAl 2021. Ai principles.

Chris Olah, Arvind Satyanarayan, lan Johnson, Shan Carter, Ludwig Schubert, Katherine Ye, and
Alexander Mordvintsev. 2018. The Building Blocks of Interpretability. Distill, 3(3):e10, March.

OpenAl. 2023a. Gpt-4 technical report.

OpenAl. 2023b. Introducing superalignment. Accessed on July 5, 2023.

Robert Opp. 2023. Committing to bridging the digital divide in least developed countries.
Toby Ord. 2020. The precipice: Existential risk and the future of humanity. Hachette Books.

Osonde A Osoba, Benjamin Boudreaux, and Douglas Yeung. 2020. Steps towards value-aligned systems.
In Proceedings of the AAAI/ACM Conference on Al, Ethics, and Society, pages 332-336.

Long Ouyang, Jeffrey Wu, Xu Jiang, Diogo Almeida, Carroll Wainwright, Pamela Mishkin, Chong Zhang,
Sandhini Agarwal, Katarina Slama, Alex Ray, et al. 2022. Training language models to follow
instructions with human feedback. Advances in Neural Information Processing Systems, 35:27730—
27744.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

136



HEESY

Alexander Pan, Kush Bhatia, and Jacob Steinhardt. 2022. The effects of reward misspecification:
Mapping and mitigating misaligned models. In The Tenth International Conference on Learning
Representations, ICLR 2022, Virtual Event, April 25-29, 2022. OpenReview.net.

Alexander Pan, Jun Shern Chan, Andy Zou, Nathaniel Li, Steven Basart, Thomas Woodside, Jonathan
Ng, Hanlin Zhang, Scott Emmons, and Dan Hendrycks. 2023. Do the rewards justify the means?
measuring trade-offs between rewards and ethical behavior in the machiavelli benchmark. ICML.

Paulina Karolina Pankowska. 2020. Framework on ethical aspects of artificial intelligence, robotics and
related technologies. Furopean Parliament.

Joon Sung Park, Joseph C. O’Brien, Carrie Jun Cai, Meredith Ringel Morris, Percy Liang, and Michael S.
Bernstein. 2023a. Generative agents: Interactive simulacra of human behavior. In Sean Follmer,
Jeff Han, Jiirgen Steimle, and Nathalie Henry Riche, editors, Proceedings of the 36th Annual ACM
Symposium on User Interface Software and Technology, UIST 2023, San Francisco, CA, USA, 29
October 2023- 1 November 2023, pages 2:1-2:22. ACM.

Peter S Park, Simon Goldstein, Aidan O’Gara, Michael Chen, and Dan Hendrycks. 2023b. Ai deception:
A survey of examples, risks, and potential solutions. arXiv preprint arXiv:2308.14752.

Hammond Pearce, Baleegh Ahmad, Benjamin Tan, Brendan Dolan-Gavitt, and Ramesh Karri. 2022.
Asleep at the keyboard? assessing the security of github copilot’s code contributions. In 2022 IEEFE
Symposium on Security and Privacy (SP), pages 754-768. IEEE.

Guilherme Penedo, Quentin Malartic, Daniel Hesslow, Ruxandra Cojocaru, Alessandro Cappelli, Hamza
Alobeidli, Baptiste Pannier, Ebtesam Almazrouei, and Julien Launay. 2023. The refinedweb dataset
for falcon llm: outperforming curated corpora with web data, and web data only. arXiv preprint
arXiv:2306.01116.

Juan Perdomo, Tijana Zrnic, Celestine Mendler-Diinner, and Moritz Hardt. 2020. Performative predic-
tion. In International Conference on Machine Learning, pages 7599-7609. PMLR.

Ethan Perez, Saffron Huang, H. Francis Song, Trevor Cai, Roman Ring, John Aslanides, Amelia Glaese,
Nat McAleese, and Geoffrey Irving. 2022. Red teaming language models with language models.
In Yoav Goldberg, Zornitsa Kozareva, and Yue Zhang, editors, Proceedings of the 2022 Conference
on Empirical Methods in Natural Language Processing, EMNLP 2022, Abu Dhabi, United Arab
Emirates, December 7-11, 2022, pages 3419-3448. Association for Computational Linguistics.

Ethan Perez, Sam Ringer, Kamile Lukosiute, Karina Nguyen, Edwin Chen, Scott Heiner, Craig Pettit,
Catherine Olsson, Sandipan Kundu, Saurav Kadavath, Andy Jones, Anna Chen, Benjamin Mann,
Brian Israel, Bryan Seethor, Cameron McKinnon, Christopher Olah, Da Yan, Daniela Amodei, Dario
Amodei, Dawn Drain, Dustin Li, Eli Tran-Johnson, Guro Khundadze, Jackson Kernion, James Lan-
dis, Jamie Kerr, Jared Mueller, Jeeyoon Hyun, Joshua Landau, Kamal Ndousse, Landon Goldberg,
Liane Lovitt, Martin Lucas, Michael Sellitto, Miranda Zhang, Neerav Kingsland, Nelson Elhage,
Nicholas Joseph, Noemi Mercado, Nova DasSarma, Oliver Rausch, Robin Larson, Sam McCan-
dlish, Scott Johnston, Shauna Kravec, Sheer El Showk, Tamera Lanham, Timothy Telleen-Lawton,
Tom Brown, Tom Henighan, Tristan Hume, Yuntao Bai, Zac Hatfield-Dodds, Jack Clark, Samuel R.
Bowman, Amanda Askell, Roger Grosse, Danny Hernandez, Deep Ganguli, Evan Hubinger, Nicholas
Schiefer, and Jared Kaplan. 2023. Discovering language model behaviors with model-written eval-
uations. In Anna Rogers, Jordan L. Boyd-Graber, and Naoaki Okazaki, editors, Findings of the
Association for Computational Linguistics: ACL 2023, Toronto, Canada, July 9-14, 2023, pages
13387-13434. Association for Computational Linguistics.

Karl R. Popper. 1935. The Logic of Scientific Discovery. Routledge, London, England.

Alethea Power, Yuri Burda, Harri Edwards, Igor Babuschkin, and Vedant Misra. 2022. Grokking:
Generalization beyond overfitting on small algorithmic datasets. arXiv preprint arXiv:2201.02177.

Tilman Rauker, Anson Ho, Stephen Casper, and Dylan Hadfield-Menell. 2023. Toward transparent ai:
A survey on interpreting the inner structures of deep neural networks. In 2023 IEEE Conference on
Secure and Trustworthy Machine Learning (SaTML), pages 464-483. IEEE.

Milton Rokeach. 1973. The nature of human values. Free press.

Tim Rudner and Helen Toner. 2021a. Key concepts in ai safety: Interpretability in machine learning.

Tim Rudner and Helen Toner. 2021b. Key concepts in ai safety: Robustness and adversarial examples.
B SRR RSO S F AR, 12000 14050, KIR, . 2024475 25H %281,

G2 WGRE
() 2024 REIFCRE LS e

pain

ES 137



HEESY

Kiersten M Ruff and Rohit V Pappu. 2021. Alphafold and implications for intrinsically disordered
proteins. Journal of Molecular Biology, 433(20):167208.

Stuart Russell. 2019. Human compatible: Artificial intelligence and the problem of control. Penguin.

Jonas B Sandbrink. 2023. Artificial intelligence and biological misuse: Differentiating risks of language
models and biological design tools. arXiv preprint arXiv:2306.13952.

Shibani Santurkar, Esin Durmus, Faisal Ladhak, Cinoo Lee, Percy Liang, and Tatsunori Hashimoto. 2023.
Whose opinions do language models reflect? In Andreas Krause, Emma Brunskill, Kyunghyun Cho,
Barbara Engelhardt, Sivan Sabato, and Jonathan Scarlett, editors, International Conference on
Machine Learning, ICML 2023, 23-29 July 2023, Honolulu, Hawaii, USA, volume 202 of Proceedings
of Machine Learning Research, pages 29971-30004. PMLR.

William Saunders, Catherine Yeh, Jeff Wu, Steven Bills, Long Ouyang, Jonathan Ward, and Jan Leike.
2022. Self-critiquing models for assisting human evaluators. arXiv preprint arXiv:2206.05802.

Jonas Schuett, Noemi Dreksler, Markus Anderljung, David McCaffary, Lennart Heim, Emma Bluemke,
and Ben Garfinkel. 2023. Towards best practices in agi safety and governance: A survey of expert
opinion. arXiv preprint arXiw:2305.07153.

Shalom H Schwartz. 1992. Universals in the content and structure of values: Theoretical advances and
empirical tests in 20 countries. In Advances in experimental social psychology, volume 25, pages
1-65. Elsevier.

Shalom H Schwartz. 1994. Are there universal aspects in the structure and contents of human values?
Journal of social issues, 50(4):19-45.

Elizabeth Seger, Noemi Dreksler, Richard Moulange, Emily Dardaman, Jonas Schuett, K Wei, Christoph
Winter, Mackenzie Arnold, Sedn O hEigeartaigh, Anton Korinek, et al. 2023. open-sourcing-highly-
capable-foundation-models.

Amartya Sen. 1986. Social choice theory. Handbook of mathematical economics, 3:1073—-1181.

Rohin Shah, Pedro Freire, Neel Alex, Rachel Freedman, Dmitrii Krasheninnikov, Lawrence Chan,
Michael D Dennis, Pieter Abbeel, Anca Dragan, and Stuart Russell. 2020. Benefits of assistance
over reward learning. https://openreview.net/forum?id=DFIoGDZejIB.

Rohin Shah, Vikrant Varma, Ramana Kumar, Mary Phuong, Victoria Krakovna, Jonathan Uesato, and
Zac Kenton. 2022. Goal misgeneralization: Why correct specifications aren’t enough for correct
goals. arXiv preprint arXiw:2210.01790.

Jacob N Shapiro and David A Siegel. 2010. Is this paper dangerous? balancing secrecy and openness in
counterterrorism. Security Studies, 19(1):66-98.

Mrinank Sharma, Meg Tong, Tomasz Korbak, David Duvenaud, Amanda Askell, Samuel R Bowman,
Newton Cheng, Esin Durmus, Zac Hatfield-Dodds, Scott R Johnston, et al. 2023. Towards under-
standing sycophancy in language models. arXiv preprint arXiv:2310.13548.

Yonadav Shavit. 2023. What does it take to catch a chinchilla? verifying rules on large-scale neural
network training via compute monitoring. arXiv preprint arXiv:2303.11341.

Toby Shevlane, Sebastian Farquhar, Ben Garfinkel, Mary Phuong, Jess Whittlestone, Jade Leung, Daniel
Kokotajlo, Nahema Marchal, Markus Anderljung, Noam Kolt, et al. 2023. Model evaluation for
extreme risks. arXiv preprint arXiv:2305.15324.

David Silver, Julian Schrittwieser, Karen Simonyan, Ioannis Antonoglou, Aja Huang, Arthur Guez,
Thomas Hubert, Lucas Baker, Matthew Lai, Adrian Bolton, et al. 2017. Mastering the game
of go without human knowledge. nature, 550(7676):354-359.

Joar Skalse, Nikolaus Howe, Dmitrii Krasheninnikov, and David Krueger. 2022. Defining and character-
izing reward gaming. Advances in Neural Information Processing Systems, 35:9460-9471.

Paul Smolensky. 1987. Connectionist ai, symbolic ai, and the brain. Artificial Intelligence Review,
1(2):95-109.

Nate Soares, Benja Fallenstein, Stuart Armstrong, and Eliezer Yudkowsky. 2015. Corrigibility. In
Workshops at the Twenty-Ninth AAAI Conference on Artificial Intelligence.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

138



HEESY

Emily H. Soice, Rafael Rocha, Kimberlee Cordova, Michael Specter, and Kevin M. Esvelt. 2023. Can
large language models democratize access to dual-use biotechnology?

Yang Song, Rui Shu, Nate Kushman, and Stefano Ermon. 2018. Constructing unrestricted adversarial
examples with generative models. Advances in Neural Information Processing Systems, 31.

Giovanni Spitale, Nikola Biller-Andorno, and Federico Germani. 2023. Ai model gpt-3 (dis)informs us
better than humans. Science Advances, 9(26):eadh1850.

Jacob Steinhardt and Helen Toner. 2020. Why robustness is key to deploying ai.
Jacob Steinhardt. 2023. Emergent Deception and Emergent Optimization, February.

Victor Storchan, Svitlana Vyetrenko, and Tucker Balch. 2021. Learning who is in the market from time
series: market participant discovery through adversarial calibration of multi-agent simulators. arXiv
preprint arXiv:2108.0066.

Zhiqing Sun, Yikang Shen, Qinhong Zhou, Hongxin Zhang, Zhenfang Chen, David Cox, Yiming Yang, and
Chuang Gan. 2023. Principle-driven self-alignment of language models from scratch with minimal
human supervision. arXiv preprint arXiv:2305.03047.

Shea Swaugerarchive. 2020. Software that monitors students during tests perpetuates inequality and
violates their privacy.

Nassim Nicholas Taleb. 2007. The black swan: The impact of the highly improbable, volume 2. Random
house.

Jonas Tallberg, Eva Erman, Markus Furendal, Johannes Geith, Mark Klamberg, and Magnus Lund-
gren. 2023. The global governance of artificial intelligence: Next steps for empirical and normative
research. arXiv preprint arXiv:2305.11528.

Jeremy Tien, Jerry Zhi-Yang He, Zackory Erickson, Anca D. Dragan, and Daniel S. Brown. 2023.
Causal confusion and reward misidentification in preference-based reward learning. In The Eleventh
International Conference on Learning Representations, ICLR 2023, Kigali, Rwanda, May 1-5, 2023.
OpenReview.net.

Suzanne Tolmeijer, Markus Kneer, Cristina Sarasua, Markus Christen, and Abraham Bernstein. 2020.
Implementations in machine ethics: A survey. ACM Computing Surveys (CSUR), 53(6):1-38.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Albert, Amjad Almahairi, Yasmine Babaei, Nikolay
Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti Bhosale, et al. 2023. Llama 2: Open founda-
tion and fine-tuned chat models. arXiv preprint arXiv:2307.09288.

Alex Turner, Logan Smith, Rohin Shah, Andrew Critch, and Prasad Tadepalli. 2021. Optimal policies
tend to seek power. In M. Ranzato, A. Beygelzimer, Y. Dauphin, P.S. Liang, and J. Wortman
Vaughan, editors, Advances in Neural Information Processing Systems, volume 34, pages 23063~
23074. Curran Associates, Inc.

Miles Turpin, Julian Michael, Ethan Perez, and Samuel R Bowman. 2023. Language models don’t
always say what they think: Unfaithful explanations in chain-of-thought prompting. arXiv preprint
arXiw:2505.04388.

Fabio Urbina, Filippa Lentzos, Cédric Invernizzi, and Sean Ekins. 2022. Dual use of artificial-intelligence-
powered drug discovery. Nature Machine Intelligence, 4(3):189-191.

Paul AM Van Lange, Ellen De Bruin, Wilma Otten, and Jeffrey A Joireman. 1997. Development of
prosocial, individualistic, and competitive orientations: theory and preliminary evidence. Journal
of personality and social psychology, 73(4):733.

Sahil Verma and Julia Rubin. 2018. Fairness definitions explained. In Proceedings of the international
workshop on software fairness, pages 1-7.

Krakovna Victoria, Uesato Jonathan, Mikulik Vladimir, Rahtz Matthew, Everitt Tom, Kumar Ramana,
Kenton Zac, Leike Jan, and Legg Shane. 2020. Specification gaming: the flip side of ai ingenuity.

B =P E SR SRS, %}1220@:‘%@91*495, KR, PE, 2024725 H%28H.
: RV ZRR
(c) 2024 EPEBHRUHIES ¥ L IE

=

pain

N

139



HEESY

Yizhong Wang, Yeganeh Kordi, Swaroop Mishra, Alisa Liu, Noah A. Smith, Daniel Khashabi, and Han-
naneh Hajishirzi. 2023. Self-instruct: Aligning language models with self-generated instructions. In
Anna Rogers, Jordan L. Boyd-Graber, and Naoaki Okazaki, editors, Proceedings of the 61st Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), ACL 2023,
Toronto, Canada, July 9-14, 2023, pages 13484-13508. Association for Computational Linguistics.

Jason Wei, Xuezhi Wang, Dale Schuurmans, Maarten Bosma, brian ichter, Fei Xia, Ed Chi, Quoc V Le,
and Denny Zhou. 2022. Chain-of-thought prompting elicits reasoning in large language models. In
S. Koyejo, S. Mohamed, A. Agarwal, D. Belgrave, K. Cho, and A. Oh, editors, Advances in Neural
Information Processing Systems, volume 35, pages 24824-24837. Curran Associates, Inc.

Claus O Wilke, Jia Lan Wang, Charles Ofria, Richard E Lenski, and Christoph Adami. 2001. Evolution of
digital organisms at high mutation rates leads to survival of the flattest. Nature, 412(6844):331-333.

Alan F Winfield, Katina Michael, Jeremy Pitt, and Vanessa Evers. 2019. Machine ethics: The design
and governance of ethical ai and autonomous systems [scanning the issue]. Proceedings of the IEEE,
107(3):509-517.

Jeff Wu, Long Ouyang, Daniel M. Ziegler, Nisan Stiennon, Ryan Lowe, Jan Leike, and Paul Christiano.
2021. Recursively summarizing books with human feedback.

Zhiheng Xi, Wenxiang Chen, Xin Guo, Wei He, Yiwen Ding, Boyang Hong, Ming Zhang, Junzhe Wang,
Senjie Jin, Enyu Zhou, et al. 2023. The rise and potential of large language model based agents: A
survey. arXiv preprint arXiw:2309.07864.

Depeng Xu, Shuhan Yuan, Lu Zhang, and Xintao Wu. 2018. Fairgan: Fairness-aware generative adver-
sarial networks. In 2018 IEEE International Conference on Big Data (Big Data), pages 570-575.
IEEE.

Taku Yamagata, Ryan McConville, and Raul Santos-Rodriguez. 2021. Reinforcement learning with
feedback from multiple humans with diverse skills.

Jin Yong Yoo and Yanjun Qi. 2021. Towards improving adversarial training of NLP models. In Find-
ings of the Association for Computational Linguistics: EMNLP 2021, pages 945-956, Punta Cana,
Dominican Republic, November. Association for Computational Linguistics.

Han Yu, Zhiqi Shen, Chunyan Miao, Cyril Leung, Victor R. Lesser, and Qiang Yang. 2018. Building ethics
into artificial intelligence. In Jérome Lang, editor, Proceedings of the Twenty-Seventh International
Joint Conference on Artificial Intelligence, IJCAI 2018, July 13-19, 2018, Stockholm, Sweden, pages
5H27-5533. ijcai.org.

Luyao Yuan, Xiaofeng Gao, Zilong Zheng, Mark Edmonds, Ying Nian Wu, Federico Rossano, Hongjing
Lu, Yixin Zhu, and Song-Chun Zhu. 2022. In situ bidirectional human-robot value alignment.
Science robotics, 7(68):eabm4183.

Rowan Zellers. 2019. Why we released grover.

Zhaowei Zhang, Nian Liu, Siyuan Qi, Ceyao Zhang, Ziqi Rong, Yaodong Yang, and Shuguang Cui. 2023.
Heterogeneous value evaluation for large language models. arXiv preprint arXiv:2305.17147.

Daniel M Ziegler, Nisan Stiennon, Jeffrey Wu, Tom B Brown, Alec Radford, Dario Amodei, Paul Chris-
tiano, and Geoffrey Irving. 2019. Fine-tuning language models from human preferences. arXiv
preprint arXiv:1909.08593.

Andy Zou, Zifan Wang, J Zico Kolter, and Matt Fredrikson. 2023. Universal and transferable adversarial
attacks on aligned language models. arXiv preprint arXiv:2307.15043.

BT E P ET S SRR, 1200058140050, KJE, P, 202445725 H A28
2: HIfZRA

(¢) 2024 HEPSfEREATEES ST WERS

pain

N

140



