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Introduction

Welcome to the second workshop on Natural Language Generation, Evaluation, and Metrics (GEM), to
be held on December 7, 2022 as part of EMNLP in Abu Dhabi. The workshop aims to bring together
researchers interested in model audits, new evaluatyion approaches and meta evaluations. The workshop
is privileged to present several invited talks this year and the results of the shared task on generation with
limited resources.

We are grateful to the program committee for their careful and thoughtful reviews of the papers submitted
this year. Likewise, we are thankful to the shared task organizers for their hard work in preparing the
shared tasks. We are looking forward to a workshop covering a wide range of topics, and we hope for
lively discussions.

GEM Workshop Organizers.
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Keynote Talk: Challenges in evaluating safety for LL.Ms

Emily Dinan
FAIR (Meta AI)

Abstract: While research on large language models (LLMs) continues to accelerate, much recent work
has called attention to anticipated risks and harms from their use in society. We will discuss challenges
in evaluating the relative safety of these models as well as current approaches for doing so. Finally, we
will highlight avenues for future research into evaluating and mitigating these harms.

Bio: Emily Dinan is a Research Engineer at FAIR (Meta Al) in New York. Her research interests include
conversational Al, natural language processing, and safety and responsibility in these fields. Recently
she has focused on methods for preventing conversational agents from reproducing biased, toxic, or
otherwise harmful language. Prior to joining FAIR, she received her master’s degree in Mathematics
from the University of Washington.
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Keynote Talk: Instructable and Collaborative Language
Models

Timo Schick
FAIR (Meta AI)

Abstract: Textual content is often the output of a collaborative writing process — which includes wri-
ting text, making comments and changes, finding references, and asking others for help —, but today’s
NLP models are only trained to generate the final output of this process. In this talk, we will discuss
an alternative approach where models are trained to imitate the entire writing process. We will look at
examples of how this enables models to plan and explain their actions, to correct their own mistakes, and
to better collaborate with humans. We will also discuss how to make such models better at following
human-written instructions.

Bio: Timo Schick is a research scientist at FAIR working on few-shot learning in NLP. Previously, he did
his PhD at the Center for Information and Language Processing (CIS) in Munich and worked in industry
as a data scientist for several years. Timo’s current research focuses on instruction-based learning and
teaching language models to collaborate with other entities.
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Keynote Talk: Reflections on Trusting Untrustworthy

Language Generators

Sean Welleck
University of Washington

Abstract: In his 1984 Turing Award Lecture “Reflections on Trusting Trust”, Ken Thompson famously
said “You can’t trust code that you did not totally create yourself”. These words are especially relevant
today, as powerful and flexible language models generate natural language and code that is increasingly
human-like. However, these same systems challenge our trust, exhibiting odd degeneracies, amplifying
biases, and producing flawed reasoning. In this talk, I will introduce two directions for harnessing the
potential of these language models while mitigating the risks. First, I will discuss unlearning: removing
undesirable behaviors by integrating feedback and learning. Second, I will discuss how integrating lan-
guage models with trustworthy symbolic systems can open the door to tackling challenging mathematical
reasoning tasks. Join me as we explore the path towards trusting untrustworthy language generators.

Bio: Sean Welleck is a Postdoctoral Scholar at the University of Washington and the Allen Institute
for Artificial Intelligence, working with Yejin Choi. His research focuses on algorithms for natural
language generation and machine reasoning, with the aim of minimizing the effort needed to trust the
output of Al systems. He has developed unlearning, decoding, and evaluation algorithms for controllable
neural language generation, and methods for integrating language models with symbolic systems, with a
particular focus on mathematical reasoning. He received his Ph.D. from New York University, where he
was advised by Kyunghyun Cho. Outside of his research activities, he hosts the Thesis Review Podcast
and enjoys running long distances.
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Improving abstractive summarization with energy-based re-ranking

Diogo Pernes®™  Afonso Mendes”

André F. T. Martins**®

YPriberam ™ Universidade do Porto
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Abstract

Current abstractive summarization systems
present important weaknesses which prevent
their deployment in real-world applications,
such as the omission of relevant information
and the generation of factual inconsistencies
(also known as hallucinations). At the same
time, automatic evaluation metrics such as
CTC scores (Deng et al., 2021) have been re-
cently proposed that exhibit a higher correlation
with human judgments than traditional lexical-
overlap metrics such as ROUGE. In this work,
we intend to close the loop by leveraging the
recent advances in summarization metrics to
create quality-aware abstractive summarizers.
Namely, we propose an energy-based model
that learns to re-rank summaries according to
one or a combination of these metrics. We
experiment using several metrics to train our
energy-based re-ranker and show that it consis-
tently improves the scores achieved by the pre-
dicted summaries. Nonetheless, human evalua-
tion results show that the re-ranking approach
should be used with care for highly abstractive
summaries, as the available metrics are not yet
sufficiently reliable for this purpose.

1 Introduction

In recent years, abstractive methods have greatly
benefited from the development and widespread
availability of large-scale transformer-based lan-
guage generative models (Vaswani et al., 2017;
Lewis et al., 2020; Raffel et al., 2020; Zhang
et al., 2020), which are capable of generating
text with unprecedented fluency. Despite the re-
cent progress, abstractive summarization systems
still suffer from problems that hamper their de-
ployment in real-world applications. Omitting the
most relevant information from the source docu-
ment is one of such problems. Additionally, fac-
tual inconsistencies (also known as hallucinations)
were estimated to be present in around 30% of
the summaries produced by abstractive systems

1
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on the CNN/DailyMail dataset (Kryscinski et al.,
2019). This observation has motivated a consider-
able amount of research on strategies to mitigate
the hallucination problem (Falke et al., 2019; Cao
et al., 2020; Zhao et al., 2020; Zhu et al., 2021),
but the improvements achieved so far are mild.
This is partly due to the difficulty of evaluating
the quality of summaries automatically, leading
to the adoption of metrics that are often insuffi-
cient or even inappropriate. Despite its limitations,
ROUGE (Lin, 2004) is still the de facto evaluation
metric for summarization, mostly due to its sim-
plicity and interpretability. However, not only does
it correlate poorly with human-assessed summary
quality (Kané et al., 2019), but it is also unreliable
whenever the reference summary contains halluci-
nations, which unfortunately is not an uncommon
issue in widely adopted summarization datasets
(Kryscinski et al., 2019; Maynez et al., 2020). For
these reasons, the development of more reliable
evaluation metrics with a stronger correlation with
human judgment is also an active area of research
(Kryscinski et al., 2020; Scialom et al., 2021; Deng
et al., 2021).

In this work, we propose a new approach to ab-
stractive summarization via an energy-based model.
In contrast to previous approaches, which use re-
inforcement learning to train models to maximize
ROUGE or BERT scores (Paulus et al., 2018; Li
et al., 2019), our EBM is trained to re-rank the
candidate summaries the same way that the chosen
metric would rank them — a much simpler problem
which is computationally much more efficient. This
way, we are distilling the metric, which presents
as a by-product an additional advantage: a qual-
ity estimation system that can be used to assess the
quality of the summaries on the fly without the need
of reference summaries. It should be remarked that
any reference-free metric, can be used at inference
time for re-ranking candidates from any abstrac-
tive summarization system, hence improving the

Proceedings of the 2nd Workshop on Natural Language Generation, Evaluation, and Metrics (GEM), pages 1 - 17
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quality of the generated summaries. Our re-ranking
model can therefore leverage the advantages of re-
cently proposed evaluation metrics over traditional
ones, which are essentially two-fold: i) being able
to better capture high-level semantic concepts, and
ii) in addition to the target summary, these met-
rics take into account the information present on
the source document, which is crucial to detect
hallucinations. We demonstrate the effectiveness
of our approach on standard benchmark datasets
for abstractive summarization (CNN/DailyMail,
Hermann et al. (2015), and XSum, Narayan et al.
(2018)) and use a variety of summarization metrics
as the target to train our model on, showing the
versatility of the method. We also conduct a hu-
man evaluation experiment, in which we compare
our re-ranking model trained to maximize recent
transformer-based metrics that aim to measure fac-
tual consistency and relevance (CTC scores, Deng
et al. (2021)). Our proposed model yields improve-
ments over the usual beam search on a baseline
model and demonstrates the ability to distill target
metrics. However, the human evaluation results
suggest that re-ranking according to these metrics,
while competitive, may yield lower quality sum-
maries than those obtained by state-of-the-art ab-
stractive systems trained with augmented data and
contrastive learning.

The remainder of the paper is organized as fol-
lows: in Section 2, we discuss the related work; in
Section 3, we do a brief high-level description of
neural abstractive summarization systems and how
different candidate summaries can be generated
from them; in Section 4, we describe our methodol-
ogy in detail, as well as the summarization metrics
that we shall use to train our re-ranking model;
Section 5 presents the experimental results of our
model and baselines, which include both automatic
and human evaluation; in Section 6, we discuss the
limitations of our approach and point some direc-
tions for future work, and we conclude this work
with some final remarks in Section 7.

2 Related work

In the context of natural language generation, the
idea of re-ranking candidates has been studied ex-
tensively for neural machine translation (Shen et al.,
2004; Mizumoto and Matsumoto, 2016; Ng et al.,
2019; Salazar et al., 2020; Fernandes et al., 2022),
but only seldom explored for abstractive summa-
rization. Among the former, the approach by Bhat-

tacharyya et al. (2021) is the most similar to ours
as they also resort to an energy-based model to
re-rank the candidates. However, they do not ap-
ply their method to abstractive summarization and
their training objective is different than the one we
shall define for our model: at each training step,
they sample a pair of candidates, and the model
is trained so that the difference between the en-
ergies of the two candidates is at least as large
as the difference of their BLEU scores (Papineni
et al., 2002). Thus, their approach only exploits
the information of two candidates at each training
step. Recently, improved learning objectives such
as contrastive losses have been proposed to enhance
the quality of the predicted summaries, especially
their factual consistency. Tang et al. (2022), Cao
and Wang (2021), and Liu et al. (2021) used data
augmentation to generate both factual consistent
and inconsistent sentences and used these in a con-
trastive learning objective to regularize the trans-
former learned representations. In a different line
of work, Cao et al. (2020) and Zhao et al. (2020)
trained separate models on the task of correcting
factual inconsistencies in the predicted summaries.
Zhu et al. (2021) presented a model that learns to
extract a knowledge graph from the source docu-
ment and uses it to condition the decoding step.
Goyal and Durrett (2021) trained a model to de-
tect non-factual tokens and used it to identify and
discard these tokens from the training data of the
summarizer. Aralikatte et al. (2021) modified the
output distribution of the model to put more focus
on the vocabulary tokens that are similar to the at-
tended input tokens. Despite being sensible ideas,
these techniques mostly focus on redefining the
training objective of the model and disregard the
opportunity to improve the summary quality at in-
ference time, either by redesigning the sampling al-
gorithm or using re-ranking. In a somewhat similar
direction to ours, a contemporary work (Liu et al.,
2022) proposes using a ranking objective as an ad-
ditional term on the usual negative log-likelihood
loss. Similar to us, Liu and Liu (2021) and Ravaut
et al. (2022) propose to use a trained re-ranker in as
post-generation step. The former use a contrastive
objective to learn a re-ranker that mimics ROUGE
scores. The latter employs a mixture of experts to
train a re-ranker on the combination of ROUGE,
BERT and BART scores.



3 Abstractive summarization systems

A typical abstractive summarization model approx-
imates the conditional distribution p(y | z), of
summaries y given source documents x, and works
auto-regressively, exploiting the chain rule of prob-
ability:
I+1
py ) =]]p@® [2,y"0Y), @
i=1

where 3(©) is a start-of-sequence token, the follow-
ing yM, ...,y are the tokens in the summary,
from the beginning to the end, and vt is an end-
of-sequence token. Typically, the parameters of
this model are estimated under the maximum like-
lihood criterion, by minimizing the negative log-
likelihood loss for a training dataset {(z;, v;) }i"
containing source documents x; paired with the
respective reference summaries ;.

Usually, the decoding process aims at finding
the most likely sequence y* for the given z, i.e.
y* = argmax, p(y | x). Since searching for the
most likely sequence is intractable due to com-
binatorial explosion, mode-search heuristics like
greedy decoding and beam search are used in prac-
tice. Even if one could find the optimal sequence,
it is not guaranteed that this would be the best
summary for the given document. A primary rea-
son for this is that the distribution learned by the
model is only an approximation of the true condi-
tional distribution, and preserves some background
knowledge acquired during the unsupervised pre-
training of the underlying language model. This
is responsible for the presence of additional infor-
mation in the summary that was not in the source
document, which is the most frequent form of hal-
lucination in summarization (Maynez et al., 2020).
Another source of problems is the noise in the train-
ing datasets, which are often scrapped automati-
cally from the web with little human supervision
(Kryscinski et al., 2019).

In essence, finding the optimal training objective
and decoding algorithm to obtain the best summary
remains an open problem. We take a step in this
direction by sampling a set of candidate summaries
{91, 92, ..., Jx} and then using a re-ranking model
to choose the best one. To ensure diverse candi-
dates, we experiment with diverse beam search
(Vijayakumar et al., 2016), a modification of tradi-
tional beam search including a term in the scoring
function that penalizes for repetitions across differ-
ent beams.

4 Energy-based re-ranking

4.1 Formulation

Formally, a summarization metric is a function
¢ : X x Y? — R that takes as input the source
document z € X, the human-written reference
summary y € ), and the generated summary
9y € Y, and outputs a scalar, usually in the unit
interval, measuring the quality of the generated
summary. Without loss of generality, through-
out this work we assume that higher values of
the metric indicate a better summary (as evalu-
ated by the metric). Then, for a given summa-
rization metric ¢, our goal is to find a reference-
free function £ : X x ) — R with parameters
0 such that, for two candidate summaries ¢ and
¢ for the same document x with reference sum-
mary y, E(z,9;60) < E(x,y';0) if and only if
o(z,y,9) > ¢(x,y,4). In the spirit of energy-
based models (LeCun et al., 2006), E should assign
low energy wherever p(y | x) is high and high en-
ergy wherever p(y | x) is low, but does not need to
be normalized as a proper density. More precisely,
E should satisfy p(y | ) o« exp(—E(z,y;0)).
Under this perspective, at training time, ¢ works as
a proxy for the true conditional distribution, which
is unknown. At inference time, sampling sum-
maries directly from the distribution defined by
the energy-based model is a non-trivial task since
this model is not defined auto-regressively (Eikema
et al., 2021), unlike standard encoder-decoder mod-
els for summarization. Hence, we use its scores to
re-rank candidate summaries previously obtained
from a baseline summarization model.

4.2 Training and inference

We assume to have access to a training data set D =
{(xi,yi, ¥i) i1, where z; and y; are respectively
the i-th source document and the corresponding
reference summary and y; = {0;1,0i2,---, Uik}
is a set of (up to) k candidate summaries sam-
pled from a baseline summarization model, such as
BART (Lewis et al., 2020) or PEGASUS (Zhang
et al., 2020). Several techniques have been pro-
posed for training energy-based models that avoid
the explicit computation of the partition function
Z(x;0) = [} exp(—E(z,y;0))dy and its gra-
dient, which are usually intractable (Song and
Kingma, 2021). Here, given this data and the met-
ric ¢, we adopt the ListMLE ranking loss (Xia et al.,
2008) as the training objective. Specifically, the



model is trained to minimize:

A T exp(=E(z,§:30)/7)
08 Fewrolell o b
)
where 7 > 0 is a temperature hyperparameter and
the candidates 11, %2, . . . , § are sorted such that if
i < j then ¢(x,,9:) > (v, 7j)-

To gain some intuition about this loss function,
let us define: i) r; as the random variable corre-
sponding to the i-th ranked summary in a list of
k candidates 91, 2, - . ., Jr. and ii) the probability
that r; takes the value ¢ as:

Plr =gy | 2) 2 keXp(—E($,y1){T) ,

> j—1exp(—=E(z,95)/7)

3)
where we have omitted the parameters 6 for brevity.
Assuming that the first ¢ — 1 candidates are ranked
correctly, the probability that the i-th candidate is
also ranked correctly is the probability that it is
ranked first in the list ¢;, ¥i+1, - - - , Y, thus:

P(ri = 9i | z,r1:3-1) = J1:3i-1)) =

_ exp(=E(z,8i)/7)

= —% - N CO)
> j—iexp(—E(z,9;)/7)

It then follows from the chain rule that the proba-
bility that all the k£ candidates are ranked correctly
is:

P(rlzk = gl:k ’ I‘) -

k
= Hp(ri =i | TyT1:(i-1) = ?91:(1'71))
i=1
k ~
_ H exp(—FE(x,4;)/T)
i=1 Zfzz exp(—E(z, §;)/7)

Hence, P(r1.; | x) is a distribution over all the pos-
sible permutations of the & candidates and the min-
imization of the loss £ maximizes the likelihood
of the correct permutation, i.e. of the permutation
induced by ranking the candidates g, ..., i ac-
cording to the metric ¢(z,y, -). At inference time,
given an unsorted list y of k£ candidate summaries
for the document x, we choose the candidate §*
that is the most likely to be the top-ranked:

&)

= argmax P(r; = § | #) = arg min E(x, §).
yey yey

(6)

Thus, our energy based-model aims at ranking

a set of candidates the same way that the metric ¢

3)*

would rank them, but it does this without having
access to the reference summary y. Therefore, this
is a way to distill the information contained in the
metric into a single and reference-free model that
can rank summary hypotheses on the fly.

4.3 Adopted metrics

So far, the definition of summarization metric we
have provided was generic, so now we focus on
describing the particular metrics we have used to
train our model. Summarization metrics can be
divided into two groups: reference-dependent and
reference-free, depending on whether ¢ actually
needs the reference summary or not. In the latter
case, ¢(z,y,9) = p(z, ) Yy, for some function ¢.
Thus, reference-dependent metrics are mostly used
to evaluate and compare summarization systems,
whereas reference-free metrics can also be used
to assess summary quality on the fly. Therefore,
training our energy-based model using reference-
dependent metrics provides an indirect way to use
these metrics for the latter purpose as well.

Automatically assessing the quality of a sum-
mary is a non-trivial task since it depends on high-
level concepts, such as factual consistency, rele-
vance, coherence, and fluency (Lloret et al., 2018).
These are loosely captured by classical metrics
(Kané et al., 2019; Kryscinski et al., 2019) such
as ROUGE, which essentially measure the n-gram
overlap between ¢ and y. However, in recent years,
the availability of powerful language representa-
tion models like BERT (Devlin et al., 2019) per-
mitted and motivated the development of several
transformer-based automatic metrics.

There are a few metrics based on question gen-
eration (QG) and question answering (QA) models
(Wang et al., 2020; Durmus et al., 2020). Among
these, QuestEval (Scialom et al., 2021) exhibits the
strongest correlation with human judgment. This
metric uses a QG model to generate questions from
both the source document x and the candidate sum-
mary y and a QA model to get the answers from
both, which are then compared to produce a score
in the unit interval. In addition to the QA and QG
models, QuestEval uses an additional model to de-
termine the importance weight of each question
generated from x. Although being reference-free,
this metric is computationally expensive, so it is
important to investigate whether our model can
produce a similar ranking more efficiently.

Following a different paradigm, Deng et al.



(2021) proposed a set of metrics for natural lan-
guage generation tasks, named CTC scores, which
are based on the notion of information alignment.
They define the alignment of a document a to a doc-
ument b, denoted align(a — b), as a vector with
the same length as a where the ¢-th position is a
scalar in [0, 1] representing the confidence that the
information in the ¢-th token of « is grounded in b.
For summarization tasks, two alignment-based met-
rics are proposed, one for factual consistency and
the other for relevance, both achieving state-of-the-
art results in correlation with human judgment. A
generated summary ¢ is consistent with its source
document z if all the information in ¢ is supported
by z, hence the consistency score is:

CTConsistency (%, ) £ mean(align(§ — z)).
(7
For relevance, the authors argue that, besides being
consistent, ¢ should contain as much information
as possible from the reference summary ¥, so they
define the relevance score as:

L

CTCrelevance (xa Y, ?))

£ mean(align(§ — z)) x mean(align(y — 7)).

(®)

Clearly, both metrics produce a score in the unit
interval, being consistency reference-free and rele-
vance reference-dependent.

5 Experiments

5.1 Datasets

We evaluate our model and the baselines in two
benchmark datasets for abstractive summarization:
CNN/DailyMail (Hermann et al., 2015) and XSum
(Narayan et al., 2018), both containing news ar-
ticles paired with their respective reference sum-
maries. In XSum, each summary consists of a
single sentence, while in CNN/DailyMail it can
consist of three sentences or more. XSum is also
known to be more abstractive and to have more hal-
lucinations than CNN/DailyMail (Narayan et al.,
2018; Maynez et al., 2020).

5.2 Baselines

A BART model (Lewis et al., 2020) trained on the
usual maximum likelihood objective is our baseline.
Summaries are sampled from this model using the
usual beam search. In addition, we also compare
our model with the following state-of-the-art meth-
ods: BRIO, by Liu et al. (2022), which employs

a ranking loss as an additional term on the train-
ing of the abstractive system; CLIFF, by Cao and
Wang (2021), which uses data augmentation tech-
niques and contrastive learning to enhance the fac-
tual consistency of the summaries; DAE, proposed
by Goyal and Durrett (2021), which detects and
discards non-factual tokens from the training data;
FASum, by Zhu et al. (2021), which incorporates
knowledge graphs also to enhance factual consis-
tency; SummaReranker, by Ravaut et al. (2022),
which employs a mixture of experts to train a re-
ranker on the combination of various metrics. In
Appendix B, we also experiment training the re-
ranking model with the max-margin objective pro-
posed by Bhattacharyya et al. (2021) for machine
translation and we present the results obtained
by using a perfect re-ranker for CTCopsistency and
QuestEval, which is feasible since these metrics
are reference-free.

5.3 Implementation details

Our energy-based re-ranking model (EBR-
ListMLE) consists of a BERT that receives as input
a pair (x, ), of source document x and candidate
summary ¢, and outputs the corresponding energy
score E(z,y). Candidates are sampled using
diverse beam search (Vijayakumar et al., 2016)
on a BART encoder-decoder fine-tuned on the
respective summarization dataset. Further imple-
mentations details are provided in Appendix A.
For reproducibility purposes, our code and trained
models are also publicly available!. Regarding
the baselines, we use the official source code and
model checkpoints for CLIFF and DAE. The latter
is only evaluated on the XSum dataset since there
is no checkpoint available for CNN/DailyMail.
For the same reason, BRIO is only evaluated on
CNN/DailyMail. For FASum, we use the released
predicted summaries directly since this is the only
resource available.

5.4 Metrics

We train our model using the metrics discussed
in section 4.3 as the target metric ¢. Specif-
ically, we experiment with ROUGE-L, QuestE-
Val’ CTCrelevances and CTCrelevance + CTCconsistency-
ROUGE scores, QuestEval and CTC scores each
belong to a different evaluation paradigm and so
it is interesting to investigate their effect on our
re-ranking approach. It is important to point out

"https://github.com/Priberam/SummEBR
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that CTConsistency 1 a reference-free metric whose
computational complexity is similar to that of our
re-ranker, so it is pointless to train our model based
on that metric alone. Instead, we report the re-
sults using this metric directly for re-ranking in
Appendix B. However, combining (i.e. summing)
it with CTClelevance Yields an interesting metric as
it takes into account two fundamental attributes
of a summary: factual consistency and relevance.
QuestEval is also reference-free but it is much more
computationally intensive as it requires a question
generation and a question answering step. Thus,
we train our model with this metric and report the
computational times for comparison. For evalua-
tion, in addition to the aforementioned metrics, we
also report results for ROUGE-1, ROUGE-2, and
FactCC (Kryscinski et al., 2020), which is a metric
based on NLI scores.

5.5 Automatic evaluation

5.5.1 Comparison with the baselines

The results obtained by our model and baselines are
presented in Table 1. We used 8 candidates for the
re-ranking models and beam search with 8 beams
for the baselines. The effect of using different
number of candidates for re-ranking is studied in
Appendix C. It is noticeable that the best results for
all the metrics are obtained by the EBR models, ex-
cept for the ROUGE scores, where BRIO, CLIFF,
and SummaReranker often outperform our mod-
els. SummaReranker is likely the strongest com-
petitor with our models, achieving close-to-best
ROUGE scores in both datasets and outperforming
the BART baseline in most of the remaining met-
rics. Surprisingly, DAE and FASum score below
BART in the vast majority of the automatic metrics.
Unfortunately, the authors of DAE do not provide
results for any of these metrics. Regarding FASum,
the authors do provide the ROUGE scores for their
model but they evaluate factual consistency using
a custom metric, for which they did not release the
implementation.

Among the re-ranking models, the best result
for a given metric is obtained when the model is
trained to re-rank according to that metric, as ex-
pected. It is also interesting to observe that training
for a given metric generally yields improvements
in the remaining metrics as well. This might be an
indication that the ranking model learns a useful
measure of summary quality, rather than exploit-
ing possible loopholes of the metrics. The best

model overall is arguably EBR-ListMLE trained
for CTCconsistency + CTCrelevance> achieving close
to best results in all the metrics except ROUGE
scores, which are known to correlate less strongly
with human judgment.

We also compared the inference time of our
model with the computation time of the two
reference-free metrics, CTCopsistency and QuestE-
val?>. We performed this experiment by sampling
1000 (document, summary) pairs from the test set
of the CNN/DailyMail dataset and computing the
scores one by one (i.e. without mini-batching) us-
ing our model and each of the metrics. The re-
sults are in Table 2. The computation time of
CTCoonsistency 1s comparable to, but larger than, that
of our EBR, with the difference explained by the
fact that the former is based on a RoBERTa-large
model (Zhuang et al., 2021) and the latter uses
BERT-base. As argued before and confirmed by
these results, the computation of QuestEval takes
two orders of magnitude longer, which motivates
distilling this metric into an EBR.

5.5.2 Cross-model experiments

An interesting question to investigate is whether
our model is learning a general approximation of
the target metric ¢, rather than just learning to rec-
ognize features that correlate with ¢ but are spe-
cific to the summarization system that generated
the candidates. For this purpose, we experiment us-
ing a different abstractive summarizer to generate
the test candidates than the one that was used to
generate the training candidates. Specifically, we
apply the same EBR models as in Section 5.5.1,
which were trained using summaries sampled from
BART, to re-rank summaries obtained from PEGA-
SUS (Zhang et al., 2020). Like before, we obtain
8 candidate summaries for each source document
using beam search. In this experiment, our baseline
is PEGASUS with no re-ranking. The results are
in Table 3 and confirm that our EBR models have
learned to mimic the respective metrics faithfully.
The best score for each of the metrics is achieved
by the EBR model that was trained for that metric.
Moreover, when evaluated with different metrics,
these models tend to surpass the PEGASUS base-
line in the vast majority of the cases.



CNN/DailyMail XSum
R1 R2 RL QE Cons Rel FCC R1 R2 RL QE Cons Rel FCC
BART 4364 2075 4052 4328 95.01 61.75 55.68 | 42.67 19.42 34.48 2827 83.18 52.23 26.28

"BRIO | 47.97* 24.06* 44.86* 4349 89.61 60.75 33.05 | - = — - - B - -
‘CLIFF | 4386  20.88  40.63  43.28 94.68 60.38 55.85 | 44.50 21.41 36.41 29.34 8257 51.92 24.86
DAE - - — - = C— | 3761 1419 2884 2920 79.45 51.05 19.46
FASum | 4040 17.68  37.26  42.87 9430 57.91 51.20 | 30.22 9.97  23.69 24.35 7545 3942  26.96
‘SummaReranker | 45.07  21.73  41.87  43.61 95.07 62.49 5450 | 44.93 2140 36.76 28.76 83.00 52.75 26.27

"EBR[RL] | - 4490 21.58 4175 43.60  95.01 62.16 54.95 | 43.63 20.28 3578 28.55 8447 52.92 27.21
EBR [QE] | 44.07 2113 40.94 44.27* 9571 6248  59.23 | 4294 1942 3462 29.89 8334 5250 26.34
EBR [Rel] 44.04 2098 4085  43.78 9593 63.40 60.28 | 43.39 19.75 3503 28.60 8549 54.80 26.28
EBR [Cons+Rel] | 43.88  20.87  40.69 43.79 96.15 63.32 61.67* | 43.28 19.72 34.92 28.66 86.03* 54.74 27.12

Table 1: Results of our models and baselines on each of the automatic evaluation metrics.

Bold font indicates

best result, and the second best results are underlined. A * mark indicates that the difference to the second best
result is statistically significant (approximate permutation test at 95%). In the re-ranking models, the metric in
brackets indicates the target metric ¢ used to train the re-ranker. (R1: ROUGE-1, R2: ROUGE-2, RL: ROUGE-L,
QE: QuestEval, Cons: CTCconsistencys Re1: CTCrelevance, FCC: FactCC)

‘ EBR CTCconsislenCy
Time | 1 1.83

QuestEval
114.98

Table 2: Relative computation times of the reference-
free scorers when scoring 1000 (document, summary)
pairs from CNN/DailyMail. The absolute computation
time for EBR was 23s.

5.6 Human evaluation

Even though the results on automatic evaluation
are promising, directly optimizing a metric is risky
as none of these metrics correlate perfectly with
human judgment. For this reason, it is crucial to
conduct human evaluation. Specifically, we asked
the judges to do pairwise comparisons between
the summaries generated by three models: BART,
CLIFF, which was the strongest published base-
line at the time we conducted this study, and our
EBR trained for CTC opsistency + CTCrelevance and
re-ranking candidates from BART. We chose these
metrics for the EBR since they exhibit stronger
correlation with human judgment than the remain-
ing (Deng et al., 2021) and explicitly account for
two key attributes of a summary: factual consis-
tency and relevance. For each source document,
we presented three pairs of summaries consecu-
tively, which correspond to all the pairwise com-
binations of the summaries generated by the three
systems. Then, we asked the judges to rank the
summaries in each pair according to three criteria:
factual consistency, relevance, and fluency. For
each criterion, the judges had to evaluate whether
the first summary was better than, tied with, or
worse than the second summary. The names of
the systems that generated each summary were
not shown to the judges and the order at which

2We used an 80-core CPU Intel Xeon Gold 5218R @
2.10GHz with 800GB of RAM and a GPU NVIDIA A100
with 80GB of memory.

summaries were presented was randomized. We
randomly sampled 30 source documents from the
test set of CNN/DailyMail and another 30 from
the test set of XSum, so each judge was asked to
compare 180 pairs of summaries. A screenshot and
description of the user interface of the evaluation
form is provided in Appendix D.1. We recruited
two judges for this task, who are specialists in lin-
guistics. The results are presented in Table 4. The
first observation is that our EBR model succeeds
at improving the quality of the candidates sam-
pled from BART on the CNN/DailyMail dataset
in all the three criteria. On XSum, the improve-
ments are marginal or even absent, except on the
fluency dimension. The EBR model itself has lower
confidence on the predictions made on the XSum
dataset: as shown in Figure 1, the EBR model
generally assigns higher energy to the XSum sum-
maries than to the CNN/DailyMail summaries. The
fact that our model improves fluency, which it was
not trained for, may indicate that there is an im-
plicit bias in our model and/or in the the target
metrics (CTCeonsistency and CTCrelevance) towards
more fluent summaries. Surprisingly, the compar-
ison of our model with CLIFF contradicts the re-
sults of the automatic evaluation (Table 1), espe-
cially on the XSum dataset. Three reasons could
explain this phenomenon: 1) the small number of
documents used for human evaluation when com-
pared to the size of the whole test set, ii) the EBR
failing to re-rank the candidates according to the
target metrics on these documents, and iii) limi-
tations of the metrics themselves. In order to in-
vestigate which is true, we computed the actual
values of CTCopsistency and CTCejeyance On the ex-
amples from XSum used for human evaluation.
Regarding CTCopgistency, the summaries of EBR



CNN/DailyMail XSum
R1 R2 RL QE Cons Rel FCC R1 R2 RL QE Cons Rel FCC
PEGASUS 4319  20.64  36.74  41.22 9227  59.09 41.13 | 46.64 2379 3853 2855  82.02 53.32  24.10
"EBR[RL] 44.35* 21.37* 37.66* 41.60 92.54 5950 4245 | 46.74 24.28* 39.16* 2852  82.01  51.87 26.04*
EBR [0F] 4370 21.04 3717 42.28* 9330  60.04  45.31 | 46.43 2358 3840 29.82* 82.72  53.38 2294
EBR [Rel] 4351  20.80  36.80  41.62  93.38 61.05* 44.19 |46.92 23.70 3850 2878  83.18 55.33* 2257
EBR [Cons+Rel] | 43.36  20.76  36.75  41.74 93.82* 60.98 46.10* | 46.92 23.79  38.61 2882 83.82* 5526  23.60

Table 3: Results of the cross-model experiment in which EBRs trained with summaries from BART are tested on
re-ranking summaries from PEGASUS. Bold font indicates best result. A * mark indicates that the difference to the
result of PEGASUS is statistically significant (approximate permutation test at 95%). In the re-ranking models, the
metric in brackets indicates the target metric ¢ used to train the re-ranker. (R1: ROUGE-1, R2: ROUGE-2, RL:
ROUGE-L, QE: QuestEval, Cons: CTCopsistency> Re1: CTCrelevance, F'CC: FactCC)

CNN/DailyMail
FC R F FC R F
CLIFF is better | .17 .33 .33 | .25 .32 .27

BART is better | .18 .43 .27 | .12 .05 .05
EBR is better 13 .30 .24 | .15 .12 .30

BART is better | .07 .18 .18 | .13 .12 .07
EBR is better 12 .45 .32 | .10 .08 .07

Tie 68 .20 .42 | .63 63 .88
CLIFF is better | .20 .35 .27 | .27 .28 .08
Agreement b0 .63 .54 | b6 B8 .87
Strong disag. | .01 .11 .08 | .01 .00 .00

Table 4: Proportion of times that each model was con-
sidered the best for the human judges in each pairwise
comparison according to each criteria (FC: factual con-
sistency, R: relevance, F: fluency). Rows “Agreement”
and “Strong disag.” show, respectively, the proportion
of times that the two judges agreed and chose opposite
options on the pairwise comparisons.

achieve a better score than those of CLIFF in 22
cases (out of 30), with an average score of 83.9%
vs. 80.2% for CLIFF. For CTCelevance, EBR wins
against CLIFF in 20 cases, with average scores
of 54.3% and 49.9%, respectively. We have also
inspected the particular examples (shown in Ap-
pendix D.2) where the judges agreed that CLIFF
summary was better than the EBR summary on
the factual consistency dimension. This happened
only in three cases, but in all of them the EBR sum-
mary has obvious hallucinations and the CLIFF
summary does not. Nonetheless, in two of them,
the CTConsistency scores of the EBR summaries are
larger than those of the CLIFF summaries, which
confirms the flaws of the metric.

6 Limitations and future work

Despite the improvements attained by our EBR
model, its applicability is fundamentally dependent
on the availability of reliable automatic evaluation
metrics. Unfortunately, the correlation of these
metrics with human judgment is still imperfect,
especially for highly abstractive summaries. In

CNN/DailyMail
XSum

Energy

Figure 1: Energy histogram of the candidate summaries
chosen by the EBR model on CNN/DailyMail and
XSum.

addition, transformer-based metrics are currently
only available for English. Finally, their backbone
models are trained on news data, which hampers
the reliability of these metrics in other domains.
It is, therefore, crucial to continue the pursuit for
more reliable metrics and to extend them to more
languages and domains.

7 Conclusion

We proposed an energy-based re-ranking model
that can be trained to rank candidate summaries
according to a pre-specified metric, leveraging the
recent advancements in automatic summarization
metrics to enhance the quality of the generated sum-
maries. The experiments show that the proposed
re-ranking model succeeds at distilling the target
metrics, consistently improving the scores of the
generated summaries. However, these improve-
ments not always agree with the human evaluation,
especially in the more abstractive setting (XSum),
due to flaws of the adopted target metrics (CTC
scores). Nonetheless, the proposed approach is
flexible in the sense that we can train it with any
target metric and apply it in conjunction with virtu-
ally any abstractive summarization system.
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A Further implementation details

A.1 Hyperparameters

To generate the training data for the re-ranking
model, we sample 8 candidate summaries for each
source document using diverse beam search with
a diversity weight of 0.8. The candidates are then
ranked according to the desired metric ¢ and the
BERT model is fine-tuned on this data for up to
4 epochs, with a batch size of 24, and using the
Adam optimizer (Kingma and Ba, 2014) with a
learning rate of 5 x 107°. We use 7 = 1 (equa-
tion (2)) in all experiments. We keep the model
that achieves the highest normalized discounted
cumulative gain in a validation set. To generate
the candidates at inference time, we set the diver-
sity weight to zero since results in a separate val-
idation set showed that this option yields the best
results in most cases (see Appendix A.2). The
models are implemented using the HuggingFace
library on top of PyTorch. We also use Hugging-
Face publicly available checkpoints for the BART
summarizers (facebook/bart-large-cnn
and facebook/bart-large-xsum) and for
BERT (bert-base-uncased).

A.2 Choice of the diversity weight

Although we have used diverse beam search to
generate the candidate summaries for training, we
decided to stick to vanilla beam search for test-
ing. This choice was made based on the results
presented in Table 5. For this experiment, we have
used a held-out development set from the valida-
tion set of CNN/DailyMail and we registered the
results achieved by our EBR model and by an ora-
cle re-ranker with diversity weights ranging from 0
to 0.8. According to all the metrics except ROUGE-
L, setting the diversity weight to a positive value
has a negative effect on the quality of the generated
hypotheses since even an oracle re-ranker would
have better results when the diversity weight is
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Diversity weight RL QE Cons Rel
EBR-ListMLE [RL] 0 43.50 43.57 95.32 63.28
Oracle [RL] 46.95 43.37  95.26  64.54
EBR-ListMLE[RL] 02 | 44.96 4283  90.61  59.54
Oracle [RL] ’ 49.89 4248  90.72  61.39
EBR-ListMLE [RL] 05 """ 44.98  42.83  90.47  59.53
Oracle [RL] ’ 50.568 4244  90.71  61.61
EBR-ListMLE [RL] 08 """ 44.92 4281  90.32  59.42
Oracle [RL] ’ 50.72 4238 90.59  61.65
EBR-ListMLE [QE] 0 42.59  44.17 95.93 63.59
Oracle [QE] 42.55 4572 9572 63.19
EBR-ListMLE [QE] 02 """ 44.01 4392 9257  60.82
Oracle [QE] ’ 43.80 45.60 91.84  59.98
EBR-ListMLE [QE] 05 | 44.08 4408 9269  60.97
Oracle [QE] ’ 43.92 4584 91.87  60.15
EBR-ListMLE[QE] 08 """ 43.95  44.09 9270  60.87
Oracle [QE] ' 43.74  45.88 91.81  60.00
EBR-ListMLE [Rel] 0 42.67 43.70 96.11 64.53
Oracle [Rel] 44.32 43.52 96.24  66.40
EBR-ListMLE [Rel] 02 """ 43.83 4324 9377 62.26
Oracle [Rel] ’ 46.04 4287  93.56  64.52
EBR-ListMLE [Rel] 05 | 43.87 4332 94.03  62.51
Oracle [Rel] ’ 46.40 4292 93.72  65.10
EBR-ListMLE [Rel] 08 """ 43.79 4329  94.06  62.47
Oracle [Rel] ) 46.40 4282  93.69  65.18
EBR-ListMLE [Cons+Rel] 0 4249  43.69 96.35 64.45
Oracle [Cons+Rel] 44.09  43.57 96.56  66.27
EBR-ListMLE [Cons+Rel] 02 [ 43.62 4324 9421  62.25
Oracle [Cons+Rel] ’ 4530 43.00 9442 64.20
EBR-LiStMLE [Cons+Rel] 05 """ 4350 4324 9452 62.44
Oracle [Cons+Rel] ’ 45.56  43.09 94.67 64.74
EBR-ListMLE [Cons+Rel] dé """ 43.43 4321 9456  62.46
Oracle [Cons+Rel] ’ 45.42  43.02 94.70  64.79

Table 5: Results (in %) for different diversity weights in a held-out validation set of CNN/DailyMail. (RL: ROUGE-

L, OE: QuestEval, Cons: CTCcopsistencys Re1: CTCrelevance)

zero. Thus, we decided to set it at this value for the
subsequent experiments with the test set.

B Ablation study

We now study the effect of training our EBR
model using the max-margin loss proposed by Bhat-
tacharyya et al. (2021) for machine translation. In
addition, we also compare our models with per-
fect re-rankers for the two reference-free metrics:
QuestEval and CTCopsistency- The results are in
Table 6, where we also reproduce the results from
our models presented in Table 1 for easier analy-
sis. The comparison between the max-margin loss
(EBR-MM) and ListMLE (EBR-ListMLE) shows
that the latter tends to perform slightly better, al-
though in the majority of the cases the difference
is not statistically significant. It should also be
remarked that re-ranking with the CTCopsistency
metric directly (Perfect Re-Rank [Cons]) yields
competitive results too: it is the best on this metric
in both datasets and it is close to the best model on
CTClelevance in XSum. Re-ranking with QuestEval
(Perfect Re-Rank [QE]) generally produces inferior
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results and, as shown previously in Table 2, has the
additional inconvenience of being much slower.

C Effect of varying the number of
candidates

Figure 2 shows the effect of varying the number
of candidate summaries on the performance of our
EBR models and BART baseline. The candidates
were obtained using beam search with the number
of beams equal to the number of candidates. The
figure also shows the performance of the perfect
re-ranker (Oracle), which defines the upper bound
on the performance of the EBR.

Increasing the number of candidates leads to im-
provements in the performance of the EBR model
when evaluated with the same metric it was trained
to maximize. However, for ROUGE-L, these im-
provements are only marginal. Moreover, the per-
formance gap between the Oracle and EBR tends
to increase as well, especially in the reference-
dependent metrics (ROUGE-L and CTC\¢jevance)-
The BART baseline also benefits from having larger
beam sizes according to all metrics except ROUGE-
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- o
Phe - @- Oracle [RL] -
7 —@®—  EBR-ListMLE [RL]
. [ ] —— EBR-ListMLE [QE] .
s —— EBR-ListMLE [Rel]
L7 —@— EBR-ListMLE [Cons+Rel]
p BART N

Oracle [Cons]
EBR-ListMLE [RL]
EBR-ListMLE [QE]
EBR-ListMLE [Rel]

EBR-ListMLE [Cons+Rel]
BART

!
CTCrelevance (%)

af[tegete

8 16
# candidates

32

QuestEval (%)

49
48
47
46
45
44
43
42
41

70
69
68
67
66
65
64
63
62

—@— EBR-ListMLE [Cons+Rel]

Oracle [QE]
EBR-ListMLE [RL]
EBR-ListMLE [QE]

EBR-ListMLE [Rel]

BART

# candidates
T T T
- @- Oracle [Rel] |
—— EBR-ListMLE [RL]
—— EBR-ListMLE [QE]
—— EBR-ListMLE [Rel] -
—@— EBR-ListMLE [Cons+Rel] _®

BART

# candidates

numbers of candidate summaries. (RL: ROUGE-L, QE: QuestEval, Cons: CTCcopsistency» Re1: CTCrelevance)

13



CNN/DailyMail XSum
RL QE Cons Rel FCC R1 R2 RL QE Cons Rel FCC
Perfect Re-Rank [QE] 40.76  45.74* 9546 62.06 58.26 | 4281 19.33 3453 32.28* 83.31 5257  26.58
Perfect Re-Rank [Cons] 40.29  43.68 96.69* 62.60 61.36 | 43.02 19.58 34.76 28.70 87.64* 54.33 27.61*
"EBR-MM [RL] | 4449 21.35 41.32 4372 9523 6222 56.89 | 43.86 20.30 35.72 28.68  83.32 52.85 2598
EBR-MM [QE] 40.93 4422 9570  62.54 59.49 | 42.85 19.42 3454 29.63  83.37 52.58  25.86
EBR-MM [Rel] 40.72 4379 9578 63.20 59.84 | 43.44 19.83 35.03 2879  84.82 54.54  25.67
EBR-MM [Cons+Rel] 40.56 4378 9598 63.10 60.75 | 43.31 19.76 34.95 28.83 8542 5450  26.38
"EBR-ListMLE [RL] | 44.90 21.58 - 41.75% 4360  95.01  62.16 5495 | 43.63 20.28 35.78 2855 8447 5292 27.21
EBR-ListMLE [QE] 40.94 4427 9571 6248 59.23 | 42.94 1942 34.62 29.89  83.34 5250  26.34
EBR-ListMLE [Re1] 40.85 4378 9593 63.40 60.28 | 43.39 19.75 35.03 28.60 8549 54.80 26.28
EBR-ListMLE [Cons+Rel] 40.69 4379 9615 63.32 61.67* | 43.28 19.72 3492 28.66  86.03 54.74 27.12

Table 6: Results of our models (EBR-ListMLE) and baselines on each of the automatic evaluation metrics. Bold
font indicates best result, and the second best results are underlined. A * mark indicates that the difference to the
second best result is statistically significant (approximate permutation test at 95%). The metric in brackets indicates
the target metric ¢ used to train the re-ranker. (R1: ROUGE-1, R2: ROUGE-2, RL: ROUGE-L, QE: QuestEval,

Cons: CTCconsistency>s Re1: CTCrelevance, F CC: FactCC)

L. Nonetheless, BART performs consistently worse
than our EBR models according to all the metrics.
Interestingly, increasing the number of candidates
degrades ROUGE-L scores for all the models, ex-
cept for EBR trained using this metric as the target.

D Human evaluation: further details

D.1 Evaluation form interface

The human evaluation form was built using the
Google Forms platform. Figure 3 presents a screen-
shot of the user interface. As we can observe, the
interface was divided into seven sections. The first
one provides instructions to the user and a brief
definition of each of the three evaluation criteria:
“(1) - Factual consistency: A factually consistent
summary should only contain exact, undistorted
information that is present in the source text. No
external information should be added.”; “(2) - Rel-
evance: A relevant summary should provide the
most important information presented in the source
text.”; “(3) - Fluency: A fluent summary should
be clear, grammatically correct, and sound like
human-written text.”. The three subsequent sec-
tions present the source text followed by the two
anonymized summaries. Finally, the last three sec-
tions contain the multiple choice questions for each
of the evaluation criteria. This seven-section pat-
tern repeats itself for all pairwise comparisons in
the evaluation form.

D.2 Detected factual inconsistencies

In Table 7 we show a few documents together with
the summaries obtained from the baseline BART
obtained with the usual beam search and the sum-
maries chosen by the EBR model. Table 8 shows
the examples from XSum used in the human evalua-
tion questionnaire where the two judges agreed that
the CLIFF summary was better than the EBR sum-
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mary, regarding factual consistency. In two of the
three examples, the CTCopgistency metric wrongly
assigns a larger score to the EBR summary than
to the CLIFF summary. Interestingly, though, the
EBR model would prefer the CLIFF summary over
the BART summary in two of the three cases.



Text Cons E
Source Kell Brook has finally landed the Battle of Britain he craved, but will take on Frankie Gavin rather than bitter

(CNN/DM) | rival Amir Khan. Just sixty four days after the first defence of his IBF belt against Jo Jo Dan, Brook will return to

action on a packed pay-per-view show on May 30 at the O2 in London. The welterweight bout has been added

to a card that includes world title challenges for Kevin Mitchell and Lee Selby while Anthony Joshua faces his

toughest test to date against Kevin Johnson. Kell Brook poses outside London’s O2 Arena where he will fight

Frankie Gavin on May 30. Brook posing on the train as he headed to London for the announcement of his fight.

Brook (left) was back in action as he beat Jo Jo Dan for the IBF World Welterweight title in Sheffield last month.

Brook poses with Gavin inside the O2 arena after announcing their world title fight. Brook had been desperate to

face Khan at Wembley in June but his compatriot ruled out a fight until at least later in the year. (...)

BART Kell Brook will fight Frankie Gavin at the O2 in London on May 30. The welterweight bout has been added to a 88.6% 0.09
card that includes world title challenges for Kevin Mitchell and Lee Selby. Anthony Joshua faces his toughest test
to date against Kevin Johnson. Click here for more boxing news.

EBR Kell Brook will fight Frankie Gavin on May 30 at the O2 in London. The welterweight bout has been addedtoa ~ 97.3% —3.67
card that includes world title challenges for Kevin Mitchell and Lee Selby. Anthony Joshua faces his toughest test
to date against Kevin Johnson. Brook had been desperate to face Amir Khan at Wembley in June.

Source Aston Villa match-winner Fabian Delph was left pinching himself after booking his side’s place in the FA Cup
(CNN/DM) | final at the expense of Liverpool. Villa skipper Delph set up Christian Benteke’s equaliser after Philippe Coutinho
opened the scoring for the Reds and then rounded off a superb afternoon by sweeping home nine minutes into the
second half to secure a 2-1 victory. Delph’s strike means that Tim Sherwood’s charges will return to Wembley to
face holders Arsenal in next month’s showpiece and the former Leeds midfielder says it will be a dream come
true. Fabian Delph fires past Liverpool keeper Simon Mignolet to book Aston Villa’s place in the FA Cup final .
Delph celebrates with team-mate Ashley Westwood after his 54th minute strike . Delph (left), Gabriel Agbonlahor
(centre) and Grealish savour the winning feeling in the Villa dressing room . ’I can’t wait for the final. To walk
out as captain is going to be the highlight of my career. So happy days, I'm happy for the boys,” he told BT Sport
L))"

BART Aston Villa beat Liverpool 2-1 in the FA Cup semi-final at Wembley. Fabian Delph scored the winning goal in the 85.3% 1.22
54th minute. Tim Sherwood’s side will now face Arsenal in next month’s showpiece. Delph says the final will be
the highlight of his career.

EBR Aston Villa beat Liverpool 2-1 in the FA Cup semi-final at Wembley. Fabian Delph scored the winning goal in the 85.5% 0.73
54th minute. Tim Sherwood’s side will now face Arsenal in next month’s final. Delph says to walk out as captain
in the final will be the highlight of his career.

Source The UN has said media restrictions and violence meant the environment was not conducive to free, credible
(XSum) elections. Unrest started in April after President Pierre Nkurunziza said he would run for a third term - something
protesters say is illegal. The president says he is entitled to a third term because he was appointed for his first
term, not elected. The presidential election is scheduled for 15 July. East African leaders have called for a further
two-week delay. Africa news highlights: 7 July The electoral commission spokesman told the BBC turnout for
the parliamentary poll had been low in the districts of Bujumbura where there had been protests, but that in some
provinces outside the capital it was as high as 98The ruling party - the CNDD FDD - was ahead in every province
of the country, Burundi’s electoral commission announced. They won 77 out of 100 elected seats in parliament,
AFP news agency says. (...)

BART Burundi has held parliamentary elections, two months after the UN suspended its observer mission to the country. 80.6% 3.68
EBR | The ruling party in Burundi has won parliamentary elections, the first since a wave of protests began in April. ~ 83.7%  2.57
Source Many Sephardic Jews were killed, forced to convert to Christianity or leave at the end of the 15th Century.

(XSum) Parliament paved the way for a change in citizenship laws two years ago, but the move needed Cabinet approval.

From now on, descendants of Sephardic Jews who can prove a strong link to Portugal can apply for a passport.
Proof can be brought, the government says, through a combination of surname, language spoken in the family or
evidence of direct descent. Thousands of Sephardic Jews were forced off the Iberian peninsula, first from Spain
and then from Portugal. Some of those who fled to other parts of Europe or to America continued to speak a form
of Portuguese in their new communities. The Portuguese government acknowledges that Jews lived in the region
long before the Portuguese kingdom was founded in the 12th Century. (...)

EBR The Portuguese government has approved a law that will allow descendants of Jews who fled to Portugal to 93.1% 1.15
become citizens.

Table 7: Examples where the judges agreed that one of the summaries was better than the other on the factual
consistency dimension. Consistent and inconsistent segments are highlighted in green and red, respectively.
Columns Cons and E show the CTCopsistency (in %) and the energy score (output of the EBR model) on each of
the summaries, respectively. (Remember that for £ lower is better.)
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Text Cons E
Source Lance Naik (Corporal) Hanamanthappa Koppad was tapped under 8m of snow at a height of nearly 6,000m along
with nine other soldiers who all died. Their bodies have now been recovered. The critically ill soldier has been
airlifted to a hospital in Delhi. "We hope the miracle continues. Pray with us," an army statement said. The army
added that "he has been placed on a ventilator to protect his airway and lungs in view of his comatose state". (...)

CLIFF An Indian soldier who was injured in an avalanche on the Siachen glacier in Indian-administered Kashmir last 81.5 1.66
week is in a "comatose state", the army says.

EBR | A soldier who was trapped in an avalanche on the Siachen glacier in Indian-administered Kashmir last week has = 85.7 = '1.82°
been declared dead, the army says.

Source They were among four people who were on Irish Coastguard Rescue 116 helicopter when it crashed on Tuesday.

The funeral for pilot Captain Dara Fitzpatrick was held on Saturday. The search, which has been impeded by
adverse weather, will also focus on finding the wreckage of the helicopter. The priority for those involved in the
multi-agency operation has been to recover the bodies of chief pilot Mark Dufty and winchmen Paul Ormsby and
Ciaran Smith. (...)

CLIFF The search for the bodies of three crew members who died in a helicopter crash off the coast of the Republic of ~ 89.4  3.24
Ireland has resumed.

EBR | The search for two coastguard crew missing since a helicopter crash off the County Mayo coast has resumed. =~ 79.9° = '3.51°

Source In the Yemeni capital, Sanaa, where the threat of attack is considered greatest, the UK, France and Germany

have also shut their embassies. The British embassy has emptied completely, with all remaining British staff
leaving the country on Tuesday, while the US air force flew out American personnel. So just what is it about
al-Qaeda’s branch in Yemen that triggers such warning bells in Washington? Al-Qaeda in the Arabian Peninsula
(AQAP), al-Qaeda’s branch in Yemen, is not the biggest offshoot of the late Osama Bin Laden’s organisation, nor
is it necessarily the most active - there are other, noisier jihadist cells sprawled across Syria and Iraq, engaged in
almost daily conflict with fellow Muslims. But Washington considers AQAP to be by far the most dangerous
to the West because it has both technical skills and global reach. (...) According to the US think-tank the New
America Foundation, US drone strikes in Yemen have soared, from 18 in 2011 to 53 in 2012. A drone strike on
Tuesday reportedly hit a car carrying four al-Qaeda operatives. (...)

CLIFF The US has stepped up its drone strikes on al-Qaeda in the Arabian Peninsula (AQAP), a branch of the group that 76.8 3.57
,,,,,,,, it considers the most dangerous to the West. |
EBR The US has ordered all its diplomats to leave Yemen, saying it is under "heightened" US security concerns. 80.3 2.25

Table 8: Examples from XSum where the two judges agreed that CLIFF was better than EBR on the factual
consistency dimension. Consistent and inconsistent segments are highlighted in green and red, respectively.
Columns Cons and E show the CTC qpsistency (in %) and the energy score (output of the EBR model) on each of
the summaries, respectively. (Remember that for £ lower is better.)
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Instructions

Read the source text and the two summaries presented below. Then, please choose the best summary
according to each of the following criteria:

(1) - Factual i tAT lly i y should only contain exact, undistorted
information that is present in the source text. No external information should be added.

(2) - Rel Arelevam y should provide the most important information presented in the
source text.

(3) - Fluency. A fluent summary should be clear, grammatically correct, and sound like human-written text.

Source text

The money will be used for renewable energy projects with a particular focus on wave and tidal power
generation. Known as the Bryden Centre for Advanced Marine and Bio-Energy Research, it will recruit
34 PhD students and six post-doctoral research associates. Funding is from the Interreg programme
which supports projects in NI. Some border counties of the Republic of Ireland and western Scotland
also benefit from the Interreg programme. Aside from marine energy projects the centre will focus on
the anaercbic digestion of agri-food waste. Match-funding for the projects has been provided by the
Department for the Economy in Northern Ireland and the Department of Jobs, Enterprise and
Innovation in the Irish Republic. Partner organisations include the Ulster University, the Letterkenny
Institute of Technology and the University of Highlands and lslands. Gina Mcintyre, the chief executive
of the Special EU Programmes Body, which manages Interreg, said the project was aimed at tacking the
low level of industry-relevant 1and ir ion in the local rer bles sector. “The Bryden
Centre project will help address this issue by creating a new centre of competence made up of
dedicated PhD students creating high quality research with strong commercial potential,” Ms Mcintyre
added. The Interreg programme has a total value of £240m, which is due to be distributed by 2020.

Summary A

Northern Ireland's universities are to share £10m in EU funding for research into marine energy.

Summary B

A new £10m research centre is to be set up in Londonderry as a result of funding from the European
Union.
(1) - Factual consistency *

O Summary A is better
O Tie

O Summary B is better

(2) - Relevance *

O Summary A is better
O Tie

O Summary B is better

(3) - Fluency *

O Summary A is better

O Tie

O Summary B is better

Figure 3: Evaluation form

17



Task-driven augmented data evaluation

Olga Golovneva”?, Pan Wei!, Khadige Abboud',

Charith Peris', Lizhen Tan', Haiyang Yu

*1,3

'Alexa Al, Amazon, Cambridge, MA
2FAIR Labs, Meta, Washington, DC
3Google, New York, NY

olggol@meta.com, {panwei, abboudk, perisc, ltn} @amazon.com, yuhaiyang @ google.com

Abstract

The main focus of data augmentation research
has been on the enhancement of generation
models, leaving the examination and improve-
ments of synthetic data evaluation methods
less explored. In our work, we explore a num-
ber of sentence similarity measures in the con-
text of data generation filtering, and evaluate
their impact on the performance of the targeted
Natural Language Understanding problem for
the example of intent classification and named
entity recognition tasks. Our experiments on
ATIS dataset show that the right choice of fil-
tering technique can bring up to 33% in sen-
tence accuracy improvement for targeted un-
derrepresented intents.

1 Introduction

Recent advances in transfer learning methods have
been a driving force in the progress of many Natu-
ral Language Understanding (NLU) tasks. These
methods typically involve pre-training of a large-
scale language model, followed by the task-specific
fine-tuning (Peters et al., 2018; Devlin et al., 2019).
Although these approaches have helped achieve
state-of-the-art results on a variety of supervised
learning tasks, they do not directly address the prob-
lem of task-specific annotated data sparsity. This
is where data augmentation techniques come in to
play, boosting model performance for a given su-
pervised task by generating novel data points that
are similar in characteristics to the available data.
The main thrust of data augmentation research
has been focused on improving generation mod-
els (Yu et al., 2017; Golovneva and Peris, 2020;
Kim et al., 2020; Liu et al., 2020; Sun et al., 2020;
Anaby-Tavor et al., 2020), while comparatively lit-
tle work has been done on comprehensively evalu-
ating and filtering high-quality synthetic utterances.
Current approaches suggest the use of a combina-
tion of automated metrics that evaluate utterances at

*Work done during the authors’ tenure at Amazon.
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the word or embedding level (Sharma et al., 2017;
Liu et al., 2020).

Popular word-based evaluation approaches are
based on comparing n-grams in the original and
generated text, and were originally developed for
machine translation evaluations. Among them com-
monly used scores are Bilingual Evaluation Un-
derstudy (BLEU) score (Papineni et al., 2002),
Recall-Oriented Understudy for Gisting Evalua-
tion (ROUGE) (Lin, 2004), and Metric for Evalu-
ation of Translation with Explicit ORdering (ME-
TEOR) (Lavie and Agarwal, 2007). Both BLEU
and ROUGE-N are based on comparing the n-gram
overlap of the reference and generated texts and
counts the number of token matches, with the differ-
ence being that ROUGE is recall-focused whereas
BLEU is precision-focused. METEOR uses a set
1-gram mappings between the reference and gen-
erated text to get a weighted F-score, and adds a
penalty function for incorrect word order.

Word-based sentence evaluation can give low
scores for predictions with high lexical variation,
but these predictions are not necessarily poor qual-
ity. To address that, one could use embedding simi-
larity (Sharma et al., 2017), that will measure the
semantic similarity between the reference and pre-
diction based on the cosine similarity between word
and sentence embeddings.

While high-quality generated data should be sim-
ilar to the source data at hand, it is also important
for this data to be novel. To measure the diversity
of the generated text, one can use self-BLEU (Zhu
et al., 2018) score, which is computed by averag-
ing the BLEU scores of each generated utterance
using the rest of the generated text as the refer-
ence set. Furthermore, in an effort to address the
diversity-quality trade-off of synthetically gener-
ated data, (Montahaei et al., 2019) propose joint
diversity-quality metrics: MS-Jaccard similarity
calculated as the average n-gram Jaccard index of
the generated text, and Frechet BERT Distance
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(FBD) calculated as the Frechet distance between
the generated text distribution and the reference set
distribution while using BERT’s feature space for
the text.

Some approaches have been made to create a
statistical model that would serve as an indepen-
dent data evaluator. In their work, (Lowe et al.,
2017) propose an RNN-based Automatic Dialogue
Evaluation Model (ADEM) that predicts human
evaluation score for the generated utterance. The
drawback of this approach is that it requires addi-
tional data collection to train the model.

Despite a variety of approaches to annotated data
evaluation, there is no golden standard, moreover,
they often disagree on evaluation (Bhandari et al.,
2020). However, the real value of the generated
data can be only evaluated through the downstream
task, for example by estimating how much perfor-
mance improvement synthetic data can bring to the
targeted supervised NLU task.

In our work, we are connecting automated data
evaluation with the downstream tasks, and apply
it as a filtering mechanism to generated utterances.
Instead of attempting to build correlations with
expensive human evaluations, we indirectly eval-
uate the quality of the generated data through
the performance of the intent classification (IC)
and named entity recognition (NER) tasks on the
widely used Air Travel Information System (ATIS)
dataset (Hemphill et al., 1990).

In summary, our contributions are as follows:

1. We propose a novel synthetic text data evalu-
ation framework by adapting different word-
based and embeddings-based similarity mea-
sures for post-generation quality evaluation
linked to the performance improvement of the
targeted NLU problem on the example of IC
and NER tasks.

We propose a way to adapt a classification
model, which can serve as an independent
data evaluator and does not require additional
data collection.

. We adapt generation models to produce la-
beled data with and without delexicalization.

We conduct experiments on ATIS dataset, a
standard benchmark dataset for intent classi-
fication and slot labelling. Our experimental
results show that proposed methods help to
improve generated data quality which reflects
in model performance improvements.
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2 Synthetic data evaluation

Data sparsity is a common issue in multiple areas of
NLU research. It is often a difficult and costly exer-
cise for researchers to secure the required amounts
of high-quality annotated data to train their models.
In our work, we aim to generate synthetic data that
can be used to improve NLU model training. We
use the original training data along with intent and
slot labels as a source to the data generation model.
Each utterance v = wy, wy, ..., wy, of length n is
represented as a sequence of tokens, where wyg is
utterance’s intent, and w; (¢ = 1..n) denotes the
ith slot of the utterance. In this paper, we will use
sentence and utterance interchangeably. Once data
is generated, we use several text evaluation met-
rics to filter out high-quality utterances that will
potentially bring greater benefit for the model.

2.1

To evaluate the quality of the synthetic utterances
through word similarity, we calculate the n-gram
BLEU scores of the generated sentence pairing
with each sentence in the original training data with
the same intent. We also calculate the maximum of
the n-gram BLEU scores with all other intents, then
assign the difference between these two scores as
our maxBLEU score for the generated sentence.
This score considers both the similarity of the gen-
erated utterance to within-intent source data and the
dis-similarity to out-of-intent utterances. For each
generated utterance w for intent j, we calculate the
in-intent BLEU score BLEU; = BLEU (u, Uj)
where N = min(4, length(u)), Uj is the reference
set of source utterances in intent j € I, and calcu-
late the out-of-intent BLEU score as the maximum
BLEU scores across all other intents. Finally our
quality score for the generated utterance is given
by the difference:

Word-based sentence similarity

marBLEU =BLEU;—

maxBLEUN (u, U;) €))

i€l i#]
Instead of maximization, we can also use aver-

age operation to estimate the out-of-intent score to
get the avgBLEU score:

avgBLEU =BLEU;—
meanBLEUN (u,Us)icriz; (2)

maxBLEU score will show how the generated
utterance is similar to the closest intent, other than



the generated one 7, while avgBLEU score reflects
how much close the utterance is to all other in-
tents on average. Inherently, the maxBLEU and
avgBLEU scores are similarity measures, while we
aim to preserve both the similarity and dissimilarity
within/out-of-intent that is in the original source
data. The Jaccard distance on the other hand mea-
sures both the similarity and the diversity of the the
data (Montahaei et al., 2019):

|Su; N S|
JD(S,.,Sy.)=1— ———1 3
( Wiy ’lLJ) ’S’quSuj‘ ( )
where w;, wu; denote two different sen-

tences/corpora, Sy, w € u; denotes the
set of words in the sentence u;. We apply
intra-group similarity check by using Jaccard
distance check, the steps are as follows:

1. for each intent j in the reference, calculate the
pairwise distance between each utterance and
take the mean as the intent threshold, ¢;;

for each generated utterance u, based on
its first generated token (i.e. the intent
k it is predicted to be), calculate the Jac-
card distance between uand all sentences in
the reference intent group it falls into, if
mean(JD(u, U )u,,cv, ) < tk, then the gen-
erated sentence will be retained.

2.2 Embedding-based sentence similarity

In additional to token/ngram-based utterance simi-
larity check, we also utilize word embedding which
takes semantic context information into account for
word similarity. For a given utterance, we con-
struct a sentence embedding by averaging the em-
beddings of words composing in the sentence as
in embedding similarity (Sharma et al., 2017). To
compare the utterances, we use the popular cosine
distance

- ey,

[€u; 1|€, ]

Eu;

CD(uj,uj) =1 4)
where €,,, €,; denote the average sentence embed-
ding for sentences u;, u; respectively.

With this definition, we apply the same intra-
group similarity check algorithm as mentioned in
the previous session to filter the generated sen-
tences. In our experient, we use the pre-trained
fastText English embeddings (Grave et al., 2018).
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2.3 Independent evaluator

Finally, we use a machine learning model to eval-
uate synthetic data quality. Unlike ADEM model
(Lowe et al., 2017), our evaluator, similar to the
filtering method used in (Anaby-Tavor et al., 2020),
does not aim to predict human evaluation scores.
Instead, it acts as an independently trained discrimi-
nator that assigns the probabilities for the utterance
to be real. For our evaluator, we first train a BERT-
based intent classification model on the train par-
tition of ATIS. To account for the data imbalance,
we add class weights calculated based on class fre-
quencies to the cross-entropy loss. This model is
then used to evaluate each synthetic utterance wu.
An utterance is considered as legitimate and added
to the augmented set only if the model confidence
on predicting intent wg = ¢,¢ € I, is greater than
pre-defined threshold ¢;. Each threshold is calcu-
lated as follows:

x

where J C [ is a set of all hypotheses for utter-
ances that in the reference belong to the intent
1el.

max(p;), Vj#ijed,|J|>1

: . . )
min(p;), if J = {i}

3 Experiments

In this section, we describe experimental setup,
evaluation metrics and provide the summary of the
experimental results.

3.1 Data

In our experiments, we use the Airline Travel In-
formation System (ATIS) dataset imported from
the Microsoft Cognitive Toolkit (CNTK). ATIS is a
standard benchmark dataset widely used for intent
classification and slot filling tasks. It consists of
a set of spoken utterances in the context of airline
information, classified into one of 26 intents with
127 slot labels. Table 1 shows train, dev and test
sizes per intent. We note that the intent distribution
of ATIS is highly imbalanced with over 70% of the
data belonging to the one intent (atis_flight) while
others intents have very low number of utterances
sometimes within only one subset, train, dev or
test.

3.2 Delexicalization

Similar to (Yu et al., 2020), in order to reduce
noise and add more variety to the generated data,
we experiment with using delexicalized utterances.



Table 1: Utterance count in training, development and
test partition of ATIS dataset per intent.

intent train dev test
atis_flight 3309 357 632
atis_airfare 385 38 48
atis_ground_service 230 25 36
atis_airline 139 18 38
atis_abbreviation 130 17 33
atis_aircraft 70 11 9
atis_flight_time 45 9 1
atis_quantity 41 10 3
atis_flight#atis_airfare 19 2 12
atis_city 18 1 6
atis_airport 17 3 18
atis_distance 17 3 10
atis_capacity 15 1 21
atis_ground_fare 15 3 7
atis_flight_no 12 0 8
atis_meal 6 0 6
atis_restriction 5 1 0
atis_airline#atis_flight_no 2 0 0
atis_aircraft#atis_flight#atis_flight no 1 0 0
atis_cheapest 1 0 0
atis_ground_service#atis_ground_fare 1 0 0
atis_airfare#atis_flight_time 0 1 0
atis_airfare#atis_flight 0 0 1
atis_day_name 0 0 2
atis_flight#atis_airline 0 0 1
atis_flight_no#atis_airline 0 0 1

We preprocess the data by replacing slot values
(some consisting of multiple tokens) with their
corresponding slot labels, before feeding it into
our data generation model. Once we obtain the
generated data, we re-fill the slot labels present in
these utterances with randomly sampled slot values
which correspond to the label. The utterances thus
created are used for the downstream tasks.

The following are the detailed steps together
with examples:

» Use original training data to create catalogs,
that for each label will contain a list of corre-
sponding slot values extracted from catalogs,
e.g.: {city_name: [london, denver, new york,
boston]};

For input data in generation model,
anonymize slot values with slot labels,
e.g. from “buy a ticket to denver” to “buy
a ticket to city_name". This will help the
generation model focus on carrier phrase
and learn syntactic variations, rather than
semantic similarities between slot values,
as well as help to reduce the amount of
noise in generated data, such as when model
incorporates meaningless or confusing parts
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of the slot values (for example, "find the
ticket price from new to san");

* Generate data using data generation model,
e.g. generate sentence like “atis_airfare find
the ticket price from city_name to city_name"
with intent appended to the beginning of the
utterance;

* Fill the slot value with catalogs by random
sampling, e.g. from generated utterance “find
the ticket price from city_name to city_name"
we backpropagate to "find the ticket price
from new york to boston".

3.3 Data generation

For data generation, we use the Sequence Gen-
erative Adversarial Networks (SeqGAN) model
developed by (Yu et al., 2017). Generative Ad-
versarial Nets (GANs) consist of two competing
networks, generator and discriminator. Generator
network implicitly learns data distribution through
the feedback it receives from discriminator net-
work, that is trained to distinguish fake and real
data points. Unlike classic GANs, SeqGAN specif-
ically addresses the issues of discrete tokens gener-
ation through a stochastic policy in reinforcement
learning that will guide token-by-token sequence
generation. The discriminator judges at sequence-
level with the intermediate state-action value calcu-
lated using Monte Carlo (MC) search. While (Yu
et al., 2017) applied the MC search at sequence-
level, (Golovneva and Peris, 2020) expanded this
work to apply the reinforcement learning reward as
an average of the token-level rewards. Their results
showed significant improvement in accuracy met-
rics for domain classification, intent classification,
slot F1 and Frame accuracy in their task mimicking
the bootstrapping of a new language. We use their
methods as a basis for our data generation tasks
here. It is worth noting, that synthetic data eval-
uation approach does not depend on the method
chosen for data augmentation, but is driven by the
downstream supervised NLU tasks.

Table 2: Performance results for stack-propagation
model on ATIS dataset: baseline.

method slot F1 intent acc sentence acc
baseline, published 95.900% 96.900%  86.500%
baseline, in-house  96.031% 96.678% 89.212%



Table 3: Performance results for stack-propagation model on ATIS dataset in terms of slot F1 score, intent accuracy
(acc), and sentence acc. All metric values are calculated using the average of multiple trials, and t-test is used to
determine whether the results are statistically significant or not. In the table, the results with * are statistically
significant with p < 0.1, and best performing model for each metric is highlighted in bold. Utterance counts are
provided for train and dev partitions combined. Data were generated with (wd) and without (nd) delexicalization.

# utt

method # gen after total slot F1 intent sentence
utt # utt acc acc
filter
baseline 4,978  96.031% 96.678% 89.212%
no filtering, nd 7,519 12,497 95.996% 91.601% 85.330%
maxBLEU, nd 7,519 2,637 7,615 96.172% 96.529%  89.959%*
weighted BERT,nd 7,519 2,503 7,481 95.983% 97.088% 89.586%*
jaccard, nd 7,519 3,317 8295 96.308% 96.267% 89.436%
avgBLEU, nd 7,519 3,099 8,077 95948% 96.417% 89.205%
cosine, nd 7,519 1,992 6,731 95900% 95.633% 88.578%
BERT, nd 7,519 4,739 9,717 94.882% 96.081% 83.763%
no filtering, wd 9,591 14,569 90.488% 86.338% 70.549%
maxBLEU, wd 9,591 1,152 6,130 95926% 96.715% 89.287%
weighted BERT, wd 9,591 4,885 9,863 96.044% 96.939% 89.548%*
jaccard, wd 9,591 3,348 8,326 95998% 96.753% 89.474%
avgBLEU, wd 9,591 3,499 8477 95.056% 95.529% 88.026%
cosine, wd 9,591 1,834 6,812 95755% 96.305% 88.578%
BERT, wd 9,591 5,332 10,310 94.134% 96.001% 83.521%

3.4 Model Architecture

For IC and NER tasks, we select one of the re-
cent state-of-the-art models, that achieved high per-
formance in intent classification and slot labeling
tasks on the ATIS dataset. A Stack-Propagation
Framework with Token-Level Intent Detection pro-
posed by (Qin et al., 2019) for joint intent detec-
tion and slot filling, that explicitly use intent in-
formation for slot labeling task. Unlike multitask
framework, where two tasks share only encoder,
stack-propagation explicitly provides features from
one task (IC) to another (NER). Additionally to ac-
count for contextual information, BILSTM encoder
is enriched with self-attention.

3.5 Baseline

We evaluate model performance according to the
three metrics: intent accuracy for IC task, micro-
averaged slot F1 for NER prediction, and overall
sentence accuracy which is the relative number of
utterances for which the intent and all slots are
correctly identified. First we train the model on
non-augmented ATIS dataset, and average results
over 3 runs. As shown in the Table 2, results pub-
lished by (Qin et al., 2019) on application of a
Stack-Propagation Framework to ATIS dataset are
consistent with our results.
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3.6 Results

In Table 3, we provide a summary of all experimen-
tal results which include data counts both pre- and
post-filtering and final metric values. Using Seq-
GAN model described in Section 3.3) we generate
two sets of 9600 utterances, one with delexicaliza-
tion and one without. The generated data sets are
approximately twice the size of the original train-
ing partition. Although we use training data for all
intents as an input to the data generation model, we
only augment utterances for underrepresented in-
tents, which excludes the biggest atis_flight intent.
We then remove any generated utterances which do
not start with a valid intent. This led to 7519 and
9591 augmented sentences with and without delex-
icalization respectively. We apply our six filtering
mechanisms as described in Section 2. based on
the following approaches: maxBLEU, avgBLEU,
Jaccard distance, cosine distance, BERT-based eval-
uator with and without class weight added to the
loss function. We use the resulting filtered sets as
augmentation for each experiment and present re-
sults of our quality evaluation tasks (IC and NER)
in Table 3.

Our results show that three filtering methods

consistently outperform the baseline, regardless
of whether delexicalized or not, when considering



the overall sentence accuracy metric. These are
maxBLEU and Jaccard scores, as well as BERT
model with class weights. The overall highest im-
provement in sentence accuracy in observed when
using maxBLEU with no delexicalization.

Contrary to expectations, we do not see much
improvement offered by the use of delexicalization,
with delexicalized augmentation outperforming
non-delexicalized augmentation only in the case of
Jaccard-based filtering. Filtering using the word-
based sentence similarity methods - maxBLEU and
Jaccard - show similar results, while the BERT-
based classifier with weighted loss function outper-
forms on intent classification task. This is most
likely due to the fact that the classifier was trained
on the intent classification task at the slot value
level, so it can be expected to be better at filtering
those sentences where true sentence intent does not
match the first token of the generated sequence,
while it does not capture the correctness of the la-
bels. maxBLEU shows better performance than
aveBLEU, likely due to it being better at detecting
and filtering those generated utterances that be-
long to a wrong intent. maxBLEU filtering without
delexicalization produces the best overall sentence
accuracy. In particular, in Table 4 we see up to
33% in overall sentence accuracy improvement for
targeted underrepresented intents.

Table 4: Sentence accuracy comparison between in-
house baseline and model with training data augmented
by filtering generated data with maxBLEU score crite-
ria. Per-intent performance shows significant improve-
ments on intents with small amount of training data.

intent # test utt baseline maxBLEU
atis_flight 632 94.357%  94.568 %
atis_airfare 48 97.222% 97.917 %
atis_airline 38 92.105%  93.860%
atis_ground_service 36 66.667% 66.667%
atis_abbreviation 33 76.768%  87.879%
atis_capacity 21 84.127%  82.540%
atis_airport 18 59.259% 62.963 %
atis_flight#atis_airfare 12 41.667% 47.222%
atis_distance 10 40.000% 43.333%
atis_aircraft 9 81.481% 74.074%
atis_flight_no 8 100.000%  100.000%
atis_ground_fare 7 66.667% 66.667%
atis_city 6 88.889% 61.111%
atis_meal 6 55.556%  77.778%
atis_quantity 3 77.778%  88.889 %
atis_day_name 2 0.000% 0.000%
atis_flight_time 1 33.333% 66.667 %
atis_flight#atis_airline 1 33.333%  0.000%
atis_flight_no#atis_airline 1 33.333%  33.333%
atis_airfare#atis_flight 1 0.000% 0.000%

We run additional experiments to demonstrate

that the maxBLEU filtering allows us to obtain
higher quality utterances than simple random sam-
pling. We randomly sample utterances from our
GAN-generated dataset to match the utterance
count yielded by maxBLEU filtering and add those
to the original training set as shown in Table 5.
We then train our NLU models on this dataset and
obtain metric values for comparison. The results
show that in all evaluations obtained using a train
set augmented with maxBLEU filtered data sig-
nificantly outperform those obtained using a train
set augmented with random-sampled data (t-test
p < 0.1). This shows that the maxBLEU filter-
ing method helps in choosing utterances of signif-
icantly higher quality when compared to simple
random sampling.

Table 5: Comparing maxBLEU filtering with random
sampling.

method slot F1 intent acc sentence acc
rand sample, nd 95.910% 94.401%  86.861%
maxBLEU,nd  96.172% 96.529% 89.959 % *

4 Conclusions

We have explored a number of different approaches
for augmented data evaluation, that we used as a
filter for generated data. We evaluated the effec-
tiveness of the evaluations metrics based on the
selected targeted supervised NLU tasks, intent clas-
sification and named entity recognition. Experi-
ments show that the maxBLEU filtering method
without delexicalization produces the best over-
all/sentence accuracy, while weighted BERT-based
classifier and Jaccard distance provide the best per-
formance in terms of intent accuracy and slot F1
scores, respectively. Filtering through word-based
sentence similarity measures - maxBLEU and Jac-
card - show consistent improvement across all met-
rics, while BERT-based classifier with weighted
loss function filtering significantly outperforms on
intent classification task. We relate it to the fact
that being trained on the intent recognition task on
full sentences, the classifier network can capture
the correctness of the utterance intents, while it
underperforms on evaluating the correctness of the
labels.
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Abstract

Answering how-to questions remains a major
challenge in question answering research. A
vast number of narrow, long-tail questions can-
not be readily answered using a search engine.
Moreover, there is little to no annotated data
available to help develop such systems. This
paper makes a first attempt at generating coher-
ent, long-form answers for how-fo questions.
We propose new architectures, consisting of
passage retrieval, subtopic planning and narra-
tive generation, to consolidate multiple relevant
passages into a coherent, explanatory answer.
Our subtopic planning module aims to produce
a set of relevant, diverse subtopics that serve
as the backbone for answer generation to im-
prove topic coherence. We present extensive
experiments on a WikiHow dataset repurposed
for long-form question answering. Empirical
results demonstrate that generating narratives
to answer how-to questions is a challenging
task. Nevertheless, our architecture incorpo-
rated with subtopic planning can produce high-
quality, diverse narratives evaluated using auto-
matic metrics and human assessment.’

1 Introduction

How-to question (e.g., "How to turn off news noti-
fication on my phone?") is an important question
type. To find answers, most people resort to inter-
net search. However, the answers usually scatter
in different web pages, making the search time-
consuming and inefficient. To remedy this issue,
Wikihow.com offers a platform for experts to share
their answers to how-to questions. Despite its valu-
able content, the total volume of Wikihow articles
is still limited. By far, Wikihow has only collected
around 74K articles, too few when compared to
other open-collaborative databases (e.g. over 6M
articles in Wikipedia, over 90M items in Wikidata).
As a result, it would be valuable to both editors

"We have made our dataset and source code available at
https://github.com/pengshancai/how-to-QA
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How to Stop the Spread of Covid-19 wiki

Stay at home if you can. Although it’s a simple solution, avoiding
contact with other people is an effective way to prevent the spread
of COVID-19...

Wear a mask or face covering before going out in public. Slip
on a medical mask or face covering before you go grocery
shopping, or enter any public area...

Quarantine yourself for at least 10 days. Stay at home when
you're sick, so you don't risk passing the virus on to anyone else.
Keep track of how long you've quarantined...

Separate yourself from the rest of your household if you're
sick. Designate a specific area of your home to be “yours” if you
come down with COVID-19. If possible, designate a specific
bathroom for yourself...

-

How to Stop the Spread of Covid-19

1. Practicing Healthy Habits
Stay at home if you can. Wear a mask or face covering before
going out in public...

2. Taking Precautions When You're Sick
Quarantine yourself for at least 10 days. Separate yourself from the
rest of your household if you're sick...

Although it's a simple solution, avoiding contact with other people |
is an effective way to prevent the spread of COVID-19. Make an
effort to stay at home when you can, and avoid making trips unless
_you absolutely have to...

Slip on a medical mask or face covering before you go grocery
shopping, or enter any public area. If you unknowingly have the
 virus, a mask can prevent you from spreading the illness....

Stay at home when you're sick, so you don't risk passing the virus |
on to anyone else. Keep track of how long you've quarantined—if
you've been at home for 10 days and you haven’t had a fever for at
 least 1 day, then you can return to your usual routine...

Figure 1: An example how-to question, its long-form answer
and supporting passages.

and readers if NLP technology could be applied to
automatically generate Wikihow entries to provide
high quality answers to how-fo questions.

Recent advances in generative QA researches
have made it possible to generate answers to non-
factoid questions (Tan et al., 2018; Nishida et al.,
2019; Izacard and Grave, 2020). However, they
have two limitations in generating an Wikihow en-
try: First, Wikihow presents answers in a hierarchi-
cal structure: an answer usually contains several
sections, each led by a succinct subtopic. This
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Question Subtopic Subtopics (Set 1)
How to Naturally Reduce Blood Pressure? ——»- Planning >~ 1. Changing your diet. | Relevance: 0.51
A { 2. Getting medical help... | Independence: 0.81
nswer 1 i
1. Changing your diet ;“btof’ics (Set 2) .
Eat a balanced diet. Drink lots of water. Cut back i 1. Changing your habits. Relevance: 0.87
on salt intake. Avoid alcohol and smoking... | 2. Making dietary changes... | Independence: 0.55
2. Exercise regularly Subtopics (Set 3)
Keep the habit of working out. Lose weight if you [ Answer | 1. Changing your diet. Relevance:  0.86
are overweight... - Generation | 2. Exercise regularly... Independence: 0.79

Figure 2: An overview of our Arc-P architecture for answering how-to questions. Given a question, our subtopic planning
module generates multiple sets of subtopics using a sampling approach. It then automatically selects an optimal set of subtopics
by measuring their Relevance and Independence (section 2.4). The selected subtopics are finally sent to the answer generation

module to provide guidance to narrative generation.

structure helps readers with an overview of the
answer scope before locating the details (Hearst
and Pedersen, 1996). On the contrary, answers
generated by current QA models are usually un-
structured. Second, an informative and detailed
answer is usually a long sequence of text. Due to
exposure bias (He et al., 2019), long text generation
suffers from the risk that the quality of generated
text deteriorates as its length increases.

In this paper, we present a two-step approach to
answering how-to questions. For each question, our
subtopic planning module first generates several
subtopics to cover different aspects of the question.
Based on each subtopic, our answer generation
module then generates a paragraph of text to elab-
orate the subtopic. Compared to previous genera-
tive question answering methods, our architecture
has two advantages: (1) Subtopic planning allows
presenting answers in a well-organized structure,
which helps our readers to easily grasp the general
idea of the answer, offering an easy-to-follow read-
ing experience. Moreover, by generating answers
from various subtopics, our architecture is able to
provide answers with higher diversity in content.
(2) Our architecture decreases the risk of exposure
bias in the generated texts, by breaking down the
answer into multiple shorter subsections instead of
directly generating a long paragraph. In this way,
it improves the generated answer’s quality.

The quality of subtopics is crucial for the gener-
ation of long-form, explanatory answers. While a
set of good subtopics can improve answer genera-
tion, a set of bad subtopics may digress the answer
from the question. We observe two types of com-
mon mistakes in subtopic planning: (1) Irrelevant
subtopics: a generated subtopic is not closely re-
lated to the question. For example, in Figure 2, the
subtopic Getting medical help in the first subtopic
set is not related to the question how to naturally
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reduce blood pressure; (2) Redundant subtopics:
two or more generated subtopics to the same ques-
tion have semantic overlap. For instance, in the sec-
ond subtopic set in Figure 2, the subtopic Making
dietary changes is included in the subtopic Chang-
ing your habits. This may further lead to repetition
in subsequent answer generation.

We deal with these problems with an additional
subtopic set selection step in the subtopic planning
module. The key idea is to first generate multi-
ple subtopic sets, and then evaluate their relevance
and independence to select one optimal subtopic
set for next-step processing. Specifically, we mea-
sure these two quantities in the vector space: We
use a paragraph encoder (which in our work is the
Dense Passage Retrieval model (Karpukhin et al.,
2020)) to map the question and all the generated
subtopics into a common embedding space. We
then measure relevance and independence accord-
ing to the subtopic vectors’ relative distances and
their distances to the question vector.

The contributions of our paper include:

* A novel how-to question answering architecture
based on subtopic planning;

* An efficient vector-space model to evaluate and
select high-quality subtopics to a question in
terms of relevance and independence;

» Extensive experiments with human study that
both prove the effectiveness of our methods and
explore factors affecting the quality of how-to
question answering results.

2 Model

2.1 General Architectures

A retrieve-generate paradigm consists of a re-
triever and a generator. Given a query z, the
retriever first collects K supporting paragraphs



P = {p1,...,px} from a large text corpus. The
supporting paragraphs are expected to include ex-
ternal knowledge relevant to to z. The generator
then outputs the result y based on x and P. We
consider the following two architectures:

1) Arc-Direct (Arc-D) directly generates the an-
swer from the question by applying the retrieve-
generate paradigm

2) Arc-Planning (Arc-P) (Figure 2) is composed
of a subtopic planning module and an answer gen-
eration module. It generates an answer in a two-
step manner: First, the subtopic planning mod-
ule decomposes ¢ into a set of IV subtopics S =
{s1,..., 8N}, for each subtopic s;,i € {1,..., N},
the answer generation module generates a para-
graph of explanation to the subtopic. We present
all the subtopics and their explanation as the fi-
nal answer. Both subtopic planning and answer
generation modules apply the retrieve-generate
paradigm. Specifically, during subtopic planning,
all the subtopics are generated in one single se-
quence, and divided by a special separation token.
During answer generation, supporting paragraphs
for each individual subtopic are retrieved based on
the question and the subtopic.

2.2 Retriever

We use dense passage retriever (DPR) (Karpukhin
et al., 2020), a neural retrieving model as our re-
triever. DPR is composed of a query encoder Ex
and a paragraph encoder Ep. Ex and Ep respec-
tively encodes the query and potential paragraphs
into vectors in a common embedding space, the
relevance score of x and p is calculated as the inner
product between two vectors.

sim(z,p) = Ex(z)T Ep(p) (1)

After gaining the relevance score of x to each
paragraph in the large text corpus, we rank the para-
graphs according to their relevance score, the top K
paragraphs are selected as supporting paragraphs
to . Note that we use the same DPR retriever to
retrieve supporting paragraphs for both question
queries and subtopic queries. This embeds ques-
tions and subtopics in the same space, thus enables
measuring the semantic relevance of a question and
its subtopics as will be described in Section 2.4.

2.3 Generator

We employ BART-LARGE (Lewis et al., 2020a), a
seq2seq Transformer model (Vaswani et al., 2017)
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pretrained with a denoising objective as our genera-
tor. The generator takes as input a concatenation of
the query x and its relevant paragraphs P and out-
puts a sequence of words y = {y1, ..., yr. }, where
L is the length of y. Formally,

L
p(ylz, P) = Hp(yl\ffap, Y1:-1)
=1

We leverage BART to decode multiple subtopics,
conditioned on the question and its supporting para-
graphs. All subtopics of a question are concate-
nated to form the target sequence. To predict the
[-th word of the sequence, our generator computes a
probability distribution over the vocabulary tokens
p(wlq, P,yy1.1—1). Instead of the argmax inference

2

3)

we perform sampling from the top-k most probable
tokens to obtain

y1 = argmax p(w|z, P,y11-1),
w

)

Our subtopic planning module attempts to gen-
erate multiple sets of subtopics using a sampling
method. The method is advantageous over greedy
decoding, which tend to produce high-likelihood
rather than diverse sequences (Ippolito et al., 2019).
The sets of subtopics will be subsequently mea-
sured by their relevance and independence to iden-
tify an optimal set of subtopics.

Yy~ p(w|x7pa yl:l—l)-

2.4 Subtopics Selection

While the generators are able to generate locally
fluent text, they do not guarantee global semantic
optimality (Holtzman et al., 2020, 2018). Specif-
ically, during experiments, we observed that for
the same question, the quality of different subtopic
sets generated using top-k sampling from the same
question vary greatly (Section 3.4). In this sec-
tion, we explore the following question: How to
automatically single out a high quality subtopic set
from various generated ones.

By observing the subtopic planning results, we
realize there exist two types of common mistakes
in subtopic planning: 1. The subtopics is irrelevant
to the question. 2. Subtopics have semantic overlap
with each other.

We present a simple yet effective method to filter
subtopics which may lead to the above mistakes. To
this end we reuse the trained DPR retriever to mea-
sure the generated subtopic sets from two perspec-
tives: 1. Relevance: How relevant each subtopic is



to the question and 2. Independence: How much
overlap the subtopics have with each other.

Formally, given a question g and a subtopic set
S, we first transform ¢ and each subtopic s; in S
into vectors Fx (¢q) and Ex(s;) in the DPR embed-
ding space. We define the neighbors of x, denoted
as Ny (z), as the top M paragraphs whose DPR
embeddings are closest to Ex(z), where M is a
human specified hyper-parameter.

Measuring relevance: We measure the relevance
of a question ¢ and a subtopic s; as follows:

2sies # Nar(g) N Nu(si)) /M
5]

relv(q, S) =
(&)

where # () refers to the number of elements within
a set. A higher relevance score indicates more
paragraphs relevant to the question also relates to
the subtopic, implying their semantic relevance.

Measuring Independence: We measure the inde-
pendence of a set of subtopics as follows:

(6)

A high independence score indicates a paragraph

relevant to one subtopic may not be related to the

other subtopics, implying low semantic overlap
among subtopics.’

#(Nas(si) N N (s5))
M

indp(S) = Avg (1 -

Selecting subtopics: A set of good subtopics needs
to be balanced in both relevance and independence.
As a result, we select a set of subtopics with the
maximum independence subject to the minimum
relevance of the subtopics greater than a human
specified threshold 7.

2.5 Training

Retriever. When retrieving supporting paragraphs
for a question ¢, we use the question itself as the
query. When retrieving supporting paragraphs for
a subtopic s, we use the concatenation of the ¢ and
s as the query. We train the retriever by optimizing
the negative log likelihood loss:

esim(x,p*)

esim(z,pt) 1 Z?:l esim(x,p;)

Lr = —log (7)

>We use the overlap of neighbors instead of the vector
cosine similarity to calculate relevance and independence as
the former directly reflects the overlap of potential supporting
paragraphs input to the generator.
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where 7 is a query, positive paragraph p™ is a gold
supporting paragraph related to x, negative para-
graphs {p],...,p; } are randomly sampled from
paragraphs unrelated to z.

Generator. After finished training the retriever,
we use the retriever to collect supporting para-
graphs as a part of training data to the generators>.
When training the generator of both Arc-D and Arc-
P’s subtopic planning module, we use the concate-
nation of the question and supporting paragraphs as
input. When training the generator of Arc-P’s an-
swer generation module, we use the concatenation
of the question, subtopic and supporting paragraphs
as input. We minimize the following maximum-
likelihood objective function:

L

Lo ==Y log(p(yi |z, P,yti-1))
=1

®)

where y* = {yj, ..., y] } is the ground-truth output
sequence.

3 Experiments

3.1 Datasets

We build a dataset HowQA by reformatting How-
Sum (Koupaee and Wang, 2018), a summarization
collected from Wikihow. Overall, our HowQA con-
tains 72.4K Wikihow articles, we randomly split
them into training/validation/test sets. As shown in
Figure 1, each Wikihow article contains one How
to question and several subtopics, each subtopic is
followed by a few description paragraphs. Each
paragraph starts with a summary sentence which
summarizes the meaning of the rest of the para-
graph. We collect all the summary sentences as
the explanation to the subtopic, and the rest of the
paragraphs as gold supporting paragraphs to the
subtopic. We consider two large text corpora as
source of supporting paragraphs: A. Wikihow train-
ing set; B. Wikipedia*. How(QA is used for training
and testing both retriever and generator. We show
the statistics of our HowQA in Table 1°

3We use the retrieved supporting paragraphs instead of
gold supporting paragraphs as this better mimics the situation
in test time, where gold supporting paragraphs are unavailable.
*We use Wikipedia as it is a trustworthy information source
for a knowledge intensive task like ours. By default, results re-
ported in the experiment are based on using Wikihow training
set as the supporting paragraph corpus unless stated otherwise.
3See Appendix for implementation and evaluation details.



Dataset # Questions # Subtopics  # Supporting

(Explanations) Paragraphs
Train 69,990 214,549 1,074,129
Validation 1,200 3,692 18,423
Test 1,231 3,770 18,680
Avg Length of Subtitle 4.02
Avg Length of Explanation 35.14
Avg Length of Wikihow-train Paragraphs 68.89
Avg Length of Wikipedia Paragraphs 100.00
# Paragraphs in Wikihow-train 1.IM
# Paragraphs in Wikipedia 21.0M

Table 1: Statistics of our HowQA.

3.2 Evaluation Metrics

Automatic Metrics. We evaluate our over-
all performance with two sets of metrics: (1)
Surface-form coverage metrics, including ROUGE-
1, ROUGE-2, ROUGE-L and METEOR that are
commonly used in automatic summarization and
machine translation. These metrics measure how
many words in the groundtruths are covered by
the generated answers; (2) Diversity metrics (Li
et al., 2016; Hua et al., 2019a) is calculated by the
number of distinct unigrams (distinct-1), bigrams
(distinct-2) and trigrams (distinct-3) in the gener-
ated answers. The values are scaled by the length
of the answer to avoid favoring long text. The best-
performed system should have both high coverage
and diversity scores.

For the study of retrievers, we evaluate two com-
mon document retrieval metrics: (1) Hit@ 10 (Bor-
des et al., 2013), i.e., the proportion of gold sup-
porting paragraphs ranked in the top 10; (2) Mean
reciprocal rank (MRR) (Radev et al., 2002).

Human Evaluation Metrics. We note that
surface-form coverage metric may not necessar-
ily reflect the quality of generated answers. It is
limited in a situation when there are multiple ways
to decompose a How-to question into subtopics.
For instance, for the question "How to deal with
loneliness", one subtopic set may emphasize em-
bracing and enjoying loneliness, another may focus
on encouraging social interaction and improving
social skills. Both subtopic sets make good sense,
their contents vary greatly. We thus resort to human
judges to evaluate the quality of our answers.
Specifically, we collected our evaluation results
using Amazon Mechanical Turk®. We randomly
sample 90 questions from our test set. To evalu-

SWe require our judges to have at least 100 previous jobs
and greater than 95% acceptance rate.
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ate answer generation, we present judges with
several answers generated by different methods to
the same question, and let judges rank their pref-
erence for the answers from the best to the worst.
We report the average ranking for each model and
pairwise preference for each pair of model. To
evaluate subtopic selection, we ask our judges to
evaluate subtopic sets from three perspectives: (1)
Relevance: How close is each subtopic set related
to the question; (2) Independence: How indepen-
dent is each subtopic to the other subtopics in the
same subtopic set; (3) Overall Preference: How
do judges like the subtopic set. The grading scale
for each perspective is from 1 to 3. For both tasks,
each result is evaluated by ten individual judges.

3.3 Overall Performance with and without
Subtopic Planning

In this section, we explore the effects of subtopic
planning by comparing the overall answer genera-
tion performance of Arc-D and Arc-P. Evaluation
results show that our proposed Arc-P gives clear
advantage in both automatic and human evaluation.

e Surface-form Coverage. From Table 2 we
observed that Arc-P achieves better performance
than Arc-D in ROUGE and METEOR. This demon-
strates our Arc-P generates better answers than Arc-
D in terms of coverage of the original answer.

e Content Diversity. Table 2 shows the diver-
sity degree of Arc-D, Arc-P and the golden an-
swers. Arc-P significantly outperforms Arc-D in
all distinct-1, 2 and 3. This proves that by answer-
ing questions from various perspectives, Arc-P is
able to generate answers that are more diversified
in content. However, there still exists gaps between
Arc-P and the gold answer, this implies our gen-
erated answers still do not match human written
answers in content diversity.

e Human Evaluation.” Given a question, we ask
human judges to rank their preference for the gold
answer and answers generated by Arc-D and Arc-P
respectively. From Table 3 we observed human
judges prefer answers from Arc-P much more than
Arc-D’s. Comparing to Arc-D, our Arc-P wins on
more than 72% of the cases. This demonstrates the
effectiveness of subtopic planning.

The results also show that neither Arc-D nor Arc-
P is comparable to human performance. A closer
investigation of the machine generated answers

"We present more examples and analysis in the appendix.



Coverage Diversity
Models ROUGE-1 ROUGE-2 ROUGE-L METEOR | Distinct-1 Distinct-2 Distinct-3
Arc-Direct 26.13 6.37 25.54 16.64 57.85 73.64 78.42
Arc-Planning 28.3 7.11 25.63 17.47 62.45 83.60 89.88
Gold Answers n/a n/a n/a n/a 68.51 90.61 94.52

Table 2: Performance of Arc-D and Arc-P in answer generation. Arc-P achieves higher ROUGE and METEOR score.

Single Model Average Rank |
Arc-D 2.48
Arc-P 1.87
Gold 1.65
Model Pair Prefer Rate 1
Arc-P > Arc-D 72.22%
Arc-P > Gold 40.66%
Arc-D > Gold 23.55%

Table 3: Average ranking of each model and pairwise prefer-
ence rate between each pair of models.

B Arc-Direct Arc-Planning
ROUGE-1 ROUGE-2 ROUGE-L  METEOR

Figure 3: Score difference between partl and part2.

show that they sometimes make obvious logical
mistakes. For example, for the question How to Use
Google Shopping Express, the machine presents a
generated fake sign-up URL.

Analysis of Degradation in Long Generation.
We conduct analysis on Arc-P’s effectiveness. Our
hypothesis is that by generating diverse answers,
all parts of an answer from Arc-P convey useful
information. To verify this, we design the follow-
ing experiment: For each generated answer from
Arc-D and Arc-P, we cut the answer into two parts
of equal length from the middle. We then calculate
each part’s ROUGE and METEOR score to the
golden standard. Figure 3 presents the score differ-
ences between partl and part2. The performance
gaps from Arc-D are significantly large, implying
our Arc-P effectively avoids the performance degra-
dation in long-form text generation, and generates
answers of more consistent quality.

3.4 Effects of Subtopic Selection

In this section we analyze the effect of our subtopic
selection algorithm in Section 2.4. We compare the
qualities of our selected subtopics (Selected) with
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| SubtopicSet [ R-1  R-2 R-L  METEOR
Low rely 27.53 6.59 24.83 17.27
Low indp 28.12 6.98 25.64 17.57

_Selected | 283 71 2563 | 17.47
Oracle 28.93 8.11 25.96 19.87

Table 4: Automatic evaluation scores of answer generation
when using different subtopic sets. Selected refers to the best
subtopics set by our selecting metrics, Low relv and Low indp
respectively refers to choosing the subtopic set with the lowest
relevance and independence scores, Oracle refers to the oracle
subtopics in Wikihow articles.

[ Subtopic Set [ Relevance Independence Overall [
Low relv 2.15 2.21 2.12
Low indp 2.30 2.07 2.02

Selected | . 239 230 225
Oracle 2.40 2.32 2.29

Table 5: Human evaluation scores for each subtopic set.

two variations: (1) selecting subtopic sets with low-
est relevance (Low relv) and (2) selecting subtopic
sets with lowest independence (Low indp). Similar
to our overall evaluation, we conduct both the auto-
matic evaluation and human evaluation as below:

Automatic Evaluation. Table 4 shows the per-
formance of Arc-P’s answer when using different
subtopic selections. We find that Selected gives bet-
ter performance than Low relv. This implies irrele-
vant subtopics deteriorate the quality of subsequent
answer generation. However, Selected shows simi-
lar performance to Low indp under the automatic
metric. Considering the large performance gap
from human evaluation, this confirms the problem
of these coverage-based metrics that they overlook
the semantic repetition of generation results.

Human Evaluation. Table 5 presents human
evaluation results of the subtopic planning module
of Arc-P. We observed score difference between
Selected, Low relv and Low indp. This proves
there exists quality discrepancy between different
subtopic sets generated from the same question
using tfop-k sampling. Specifically, Low relv and
Low indp achieve the worst performance in Rele-
vance and Independence respectively, this implies



| Category R-1 R-2 R-L METEOR | Portion (%) |
Work World 25.17 4.27 22.1 16.52 1.72
& Health 25.72 597 2524 16.94 14.21
g Holidays and Traditions 25.82 5.37  24.07 14.82 0.81
2 Education and Communications  26.01 5.72 24.26 16.83 8.46
Work World 26.01 393  26.56 15.64 0.7
Cars & Other Vehicles 30.15 8.11 26.17 18.32 1.7
.  Youth 31.27 7.69  28.46 21.22 3.21
@ Personal Care and Style 31.45 9.11  28.67 19.23 6.73
B Pets and Animals 3252 996  26.99 20.13 6.6
Food and Entertaining 3258 1049 27.17 19.49 8.03

Table 6: Performance of different categories. The performance between categories vary greatly (e.g. The highest difference in
ROUGE-1 is over seven points). The training data portion for each category also varies greatly.

our vector space based metric is consistent with
human rankings, and could distinguish unrelated
and semantically overlapped subtopics. Moreover,
Selected outperforms both Low relv and Low indp
in all three metrics, and even achieves similar per-
formance to Gold. This demonstrates our subtopic
selection methods could effectively select subtopic
sets with a higher quality.

3.5 Effects of Question Categories

Wikihow classifies all questions into 20 categories.
We show in Table 6 the performance of 5 cate-
gories with the highest ROUGE-1 F1 score and
5 categories with the lowest®. From the table we
have the following observations: 1. There exists a
great discrepancy between performance of differ-
ent categories. 2. Generally, if a category contains
more data in the training set, it is more likely to
demonstrates better performance. 3. However, a
few categories with more training data (e.g. Edu-
cation and Communications) achieved much lower
performance than categories with less training data
(e.g. Cars and Other Vehicles). We argue this is
because in some categories, the answers to ques-
tions follow some specific routines. While in other
categories, there is no answer routine to follow. For
example, the category Cars and Other Vehicles con-
tains many questions about installing car parts, e.g.
how to install a car starter, How to install a car
stereo, etc. The answer to these questions usually
starts with removing the old car parts (Set the park-
ing brake, stall the car, take out the old car parts,
etc.) On the contrary, the category Education and
Communications contains many primary/middle
school math questions e.g. How to calculate vol-
ume, how to divide double digits, etc. The answers
to these questions do not follow any pattern, and

8We omit categories with <10 instances in the test set.
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can not be answered routinely.

3.6 Effects of Other Factors

Effects of Retriever . We compare DPR with
three other retrievers: 1) TF-IDF (Wu et al., 2008)
measures the relevance between a query and a para-
graph by the weighted sum of overlapped words
between the query and the paragraph. 2) None-
RTV use only the query as input to the generator; 3)
Oracle-RTV uses the gold supporting paragraphs
in oracle Wikihow article as supporting paragraphs;
For each question, We rank all the supporting para-
graphs in test set. We demonstrate the retrievers’
performance in Table 7. We present in Table 8 the
ROUGE and METEOR scores when using differ-
ent retrievers to collect supporting paragraphs. For
both architectures, Oracle-RTV outperforms TF-
IDF and DPR by large margin, TF-IDF and DRP
also outperforms None-RTV significantly. How-
ever, even DPR achieves much better performance
than TF-IDF in retrieving evaluation, we do not
notice prominent difference in answer generation.
This implies the quality of supporting paragraphs
has limited effects on generation results.

| Retriever | Hits@10 MRR |
TF-IDF 39.18  69.11

DPR 467 8776
Oracle-RTV 100.00  100.00

Table 7: Performance of retrievers.

Effects of supporting paragraphs corpora. Ac-
cording to Figure 4, We do not observe explicit dif-
ference when using Wikihow-train and Wikipedia
as corpus. However, we note that compared to
Wikipedia, Wikihow-train is much smaller in vol-
ume. Thus in practice, Wikihow-train is a better
choice for corpus as it takes less retrieving time.



Retriever R-1 R-2 R-LL METEOR ‘
Arc-Direct - Answer Generation
CTEIDF 264 641 2553 17.15
DPR 26.13 637 2554 16.64
None-RTV 17.65 453 18.52 8.02
Oracle-RTV 4192 1651  39/63 2761
Arc-Planning - Answer Generation
CTEIDF 2789 671 2502 17.3
DPR 28.3 7.11 25.63 17.47
None-RTV 21.11 3.97 19.33 13.2
Oracle-RTV 4645 1894 4305 3232
Arc-Planning - Subtopic Planning
"TFIDF 230 789 2379 17.13
DPR 23.04 7.8 2357 16.59
None-RTV 16.36 4.68 17.17 11.39
Oracle-RTV ~ 27.13 1075 2823 | 19.24

Table 8: Performance of answer generation when using dif-
ferent retrievers. Even though DPR outperforms TF-IDF by
over 10 points in both Hit10 and MRR (Table7), their answer
generation results are not prominently different.

Arc-Direct Arc-Planning

28.3 28.6

26.1 26.0

25,5 25.7 25,6 25.9

16.6 17.1 175 17.9

64 65 71 72

ROUGE-1 ROUGE-2 ROUGE-L METEOR ROUGE-1 ROUGE-2 ROUGE-L METEOR
WikiHow [] Wikipedia

Figure 4: Performance of answer generation when using differ-
ent supporting paragraph corpora. We find that the difference
is not prominent.

4 Related Works

Question Answering Datasets Recent years has
witnessed great advances in open domain ques-
tion answering. However, most question answering
datasets (Yang et al., 2018; Joshi et al., 2017; Ra-
jpurkar et al., 2016; Dunn et al., 2017) are designed
for factoid questions, i.e., questions that start with
‘what’, ‘when’, ‘who’, ‘where’, ‘which’, etc. and
they require only extractive answers, i.e., the an-
swers are spans of source text.

There exist several non-factoid question answer-
ing datasets (Dos Santos et al., 2015; Yang et al.,
2015; Cohen et al., 2018; Nakov et al., 2017;
Hashemi et al., 2019; Fan et al., 2019). Most of
these datasets are proposed for the purpose of pas-
sage retrieval and re-ranking, i.e., the proposed
tasks are ranking the provided evidence passages
according to their relevance to a given question.
No answer generation is involved. An exception
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is (Fan et al., 2019), which focus on non-factoid
questions, i.e. questions start with “why,” “how,”
and long-form answer generation, i.e. the answer
is an elaborate and in-depth passage. Our work dif-
fers from ELIS with a specific emphasis on how-to
questions, and subtopic structures of their answers.

Question Answering Models As open domain
question answering is a knowledge intensive task,
most state of art models (Chen et al., 2017; Guu
et al., 2020; Lewis et al., 2020b; Izacard and Grave,
2020; Asai et al., 2021) apply a “retrieve-generate”
paradigm, where the retriever collects supporting
paragraphs related to the question from a large
external corpus, the generator then generates an
answer based on the question and the supporting
paragraphs. Compared to previous works which
apply the “retrieve-generate” paradigm, we use the
retriever not only to retrieve supporting paragraphs,
but also to evaluate and select subtopics.

Planning Based Text Generation Content plan-
ning is widely used to improve diversity and coher-
ence in various text generation tasks including story
generation (Yao et al., 2019; Goldfarb-Tarrant et al.,
2019), argument generation (Hua et al., 2019b),
Wikipedia article generation (Hua and Wang, 2019)
and abstractive summarization (Liu et al., 2015;
Huang et al., 2020) etc. While most research stud-
ies resort to key words or knowledge graph entities
for content planning, we use subtopics for planning
our answers.

Procedural Text Our work is also related to pro-
cedural text understanding such as recipes (Tandon
et al., 2020; Rajagopal et al., 2020; Du et al., 2019;
Dalvi et al., 2019; Tandon et al., 2019; Chu et al.,
2017). However, instead of tracking state changes
in procedure text, we focus on generating subtopics
to improve the coherence of answers.

Wikihow In previous researches, Wikihow data
(Koupaee and Wang, 2018) was mostly used in sum-
marization (Zhang et al., 2019; Kryscinski et al.,
2019) or step reasoning (Zhang et al., 2020), The
task we propose aims at different goals, i.e, decom-
posing a question into subtopics and generating
answer based on the question and subtopics.

5 Conclusion and Future Work

We proposed a novel subtopic planning based ar-
chitecture for answering How-to questions. Our
architecture is able to generate answers with bet-
ter structure, higher diversity and more consistent



quality. Moreover, our subtopic selection method
effectively singles out high quality subtopics with
relevance and independence. Both automatic and
human evaluation proved the effectiveness of our
methods. We consider the two directions for future
research: 1) Improving the answer’s quality by ap-
plying end-to-end retrieval-generation models, e.g.
(Lewis et al., 2020b). 2) Developing precise met-
rics to evaluate long-form and non-factoid answers.
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A Appendices
A.1 Example Subtopic Sets

We observe that some system-generated subtopic
sets are flawed, but a large portion of the subtopic
sets are of good quality. Some of them are close to
human-written subtopics. Examples are provided
in Table 9 (examples 1-6). Moreover, we come up
with imaginary questions that are quite different
from those observed in Wikihow (examples 5-6)
and we find the model is able to produce reasonable
answers for those questions.

Irrelevant subtopics generated by our model tend
to have the following characteristics:

1. A later generated subtopic in the subtopic
set tends to be less relevant: Note that we
generate a set of subtopics in a seq2seq man-
ner, with the question and supporting docu-
ments as the source sequence, and the con-
catenation of all subtopics as the target se-
quence. Due to exposure bias (He et al., 2019),
subtopic generated in the later part of the se-
quence are more likely to be off-topic. Ex-
amples of this kind are included in Table 9
(examples 7-10). While the subtopics in the
front part are all related to the question, the
later generated subtopics, marked in red, tend
to deviate from the question.

Commonsense mistakes: We observe that
when the question is about a problem that re-
quires commonsense, the model tends to gen-
erate unrelated or erroneous subtopics. E.g. in
Table 9 example 9, the location services have
nothing to do with facebook like notification.
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It suggests that incorporating commonsense
knowledge may improve the performance of
a subtopic decomposition model.

Overlapped subtopics generated by our model
tend to have the following characteristics:

» Thanks to a repetition penalty, the generated
subtopics of the same subtopic set are usu-
ally different from each other. lLe., there are
only very few cases where multiple subtopics
of the same subtopic set are identical. How-
ever, there is no guarantee that those gener-
ated subtopics are semantically independent.
E.g., in Table 9 example 11-12, the
subtopics have semantic overlap. According
to our experimental results, the vector-space
based metrics could effectively identify those
semantically overlapped subtopics.

A.2 Example Long-Form Answers

Table 10 shows example answers generated by Arc-
D and Arc-P models, respectively. Notable find-
ings include the following observations:

1. Subtopics make a long answer more organized.
The answers generated by Are-P are split into
multiple paragraphs, each paragraph focuses
on a subtopic. In contrast, answers generated
by Arc-D are quite general and sometimes dis-
ordered. Additionally, answers generated by
Arc-P are easier to read than those of Arc-D,
as the model leverages subtopics to generate
structured answers.

2. As the target sequence gets longer, the quality
of the generated sequence tends to deteriorate
due to exposure bias. This is demonstrated in
Table 10 example 1, where the model repeat-
edly generates the red part in the later stage of
the generation process. Instead of generating
a long paragraph as the answer, Arc-P gener-
ates several shorter answer paragraphs, thus
reducing the risk of exposure bias.

A.3 Implementation and Hyperparameters

Both Arc-D and Arc-P are based on a retrieval-
composing paradigm, which consists of a retrieval
module (DPR) and a composing module (BART).
We discuss the model implementation details and
hyperparameters below.
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A.3.1 Retrieval module (DPR) key

parameters and implementation details

Batch size: 80 (which means one positive in-
stance corresponds to 79 negative, including 1
hard negative instance);

Max sequence length: 256;

Training epochs: 12 (during testing, we use
the model that gives the best validation loss);

The other hyper-parameters are based on the
default parameter of DPR: https://github.
com/facebookresearch/DPR

DPR is trained on 4 M40 GPUs;

Given a question, we search for a similar para-
graph that has high TF-IDF similarity with the
question, but is not among the question’s gold
supporting paragraphs as a hard negative in-
stance;

DPR is pretrained on fairseq/roberta-base;

When measuring relevance and independence,
we choose the top M = 500 paragraphs
whose DPR embeddings are closest to E'x ().

A.3.2 Composing module (BART) key

parameters and implementation details

BART-large pre-trained on yjernite/bart_eli5;

Max number of tokens input: 1024 (for Arc-
D), 512 (For Arc-P);

Max number of tokens output: 384 (for Arc-
D), 128 (For Arc-P);

Max number of training epochs: 9 (during
testing, we use the model that gives the best
validation loss);

Learning rate: 3e-5;

The other hyper-parameters are based on
the default parameters of huggingface’s
BART model: https://huggingface.co/
transformers/model_doc/bart.html

For each question, we use fop-k sampling to
generate 10 different subtopic sets.

The BART is trained on a single M40 GPU,
the average training time is up to 4-5 days.
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[ID | Question & Subtopics
Fine Subtopic Sets Produced by the Model

How to be glamorous?
1.Caring for your body; 2. Applying makeup; 3.Dressing glamorous
1.Looking glamorous; 2.Dressing glamorous; 3.Acting glamorous
How to maintain a relationship?
1.Communicating your needs; 2.Keeping the romance alive; 3.Avoiding conflict
1.Love them for who they are; 2.Be a good listener; 3.Be nice
How to lose extreme weight?
1.Eating the right foods; 2.Exercising the right way; 3.Managing emotional and mental health
1.Setting a weight loss goal; 2.Designing a weight loss diet; 3.Using exercise to support weight loss;
4.Staying motivated
How to coach youth basketball?
1.Finding players; 2.Preparing for practice; 3.Developing effective coaching skills
1.Preparing yourself; 2.Meeting your players; 3.Putting your knowledge to work
How to train a dragon
1.Training your dragon; 2.Mastering the dragon’s flight
How to master Shinobi kill
1.Mastering the technique; 2. Mastering the art of killing
Flawed Subtopic Sets Produced by the Model

QAQARCIEQAQC HaAQEQACEQRL

How to fold jeans?

1. Making a triangle fold; 2.Making a rectangle fold; 3.Folding a t-shirt

1. Folding jeans; 2.Storing folded jeans

How to coach youth basketball?

1. Becoming a good coach; 2.Developing your skills; 3.Finding a job
1.Preparing yourself; 2.Meeting your players; 3.Putting your knowledge to work
How to turn off facebook like notifications on iphone?

1. Disabling facebook like notifications; 2. Disabling location services

1. disabling notifications for a single post; 2.Disabling all facebook notifications
How to switch keyboard input languages in windows 8?

1. Switching keyboard input language; 2. Using the task manager

1. Switching through the settings charm; 2.Switching through the taskbar on the desktop;
3. Switching through keyboard shortcuts

How to maintain a relationship?

10

TQACIEQAQIEQARQCIE QL

11 ; ;
1.Love them for who they are; 2.Be a good listener; 3.Be nice
How to start a business in New York city

; ;3.

1.Using city services to get your business started 2.Determining your market

12

TQACIEQRC

Table 9: Examples of system-generated subtopics. Q refers to a question, G refers to a subtopic set generated by our model, H
refers to the subtopic set provided by human editors from Wikihow. The red subtopics are unrelated to the question, the
subtopics have semantic overlap among themselves, the blue questions are imaginative questions made-up by the authors.
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ID

Question & Answers

Arc-D

Arc-P

How to Give Yourself Insulin?

Determine if you need insulin. Prepare the insulin. Place the syringe in your arm. Use a needle for
the injection. Inject the insulin into your skin. Do not remove the needle. Check for bleeding.
Remove the needle. Prepare the insulin. Place the syringe in your arm. ... (repeated generation)
1.Getting Ready to Give Yourself Insulin: Prepare the insulin for injection. Check your bloodsugar.
Know when to give yourself insulin. Find a good needle and syringe. Clean your syringe thoroughly

. Decide where to give yourself insulin.

2.Administering the Insulin Injection: Wash your hands thoroughly with soap and water.
Determine the injection site. Position the needle at a 45-degree angle to the skin. Inject the insulin into
the skin. Wait for the insulin to release. Remove the needle from the skin.

3.Knowing when to Avoid Insulin Injections: Know the risks of insulin injections. Recognize the
symptoms of diabetes. Watch for signs of complications. See your doctor.

Arc-D

Arc-P

How to Not Worry About Something?

Think about what you’re worried about. Make a worry list. Put your worries into perspective. Take some
time to be in the moment. Practice mindfulness. Talk to someone. Write down your worries. Do
something you enjoy. Get enough sleep. Focus on the positive. Avoid rumination. Recognize when

you need professional help. See a therapist. Join a support group.

1.Facing Your Worries: Practice mindfulness. Accept uncertainty. Set realistic goals. Don’t compare
yourself to others.

2.Making Time for Relaxation: Make time for exercise. Get enough sleep. Don’t procrastinate.Set aside
time to think about the future

3.Taking Care of Yourself: Get enough sleep. Eat a healthy diet. Exercise regularly. Find ways to relax.
Take care of your body.

Arc-D

Arc-P

How to Get Your Band Noticed?

Make a website. Create a Facebook page. Create a Twitter account. Create an Instagram account.
Create a YouTube account. Create a blog. Play gigs. Find a manager. Contact music labels. Perform
locally. Get your music out there. Write songs. Record your music. Publish your music. Distribute
your music.

1.Developing Your Band’s Music: Record your songs. Make a demo tape. Put your music on YouTube.
Start a blog. Get an agent.

2.Promoting Your Band Online: Promote your band on social media sites. Create a blog.

Start a YouTube account. Get listed in music publications.

3.Promoting Your Band in Person: Play in front of friends and family. Go to local shows.
Promote your music on social media. Make a scrapbook.

Arc-D

Arc-P

How to Buy a Racehorse?

Determine what you want in a horse. Decide how much money you can afford to spend on a horse.
Consider your finances. Find a good breeder. Research the condition of the horse. Check the horse’s
pedigree. Assess the horse’s temperament. Look at the horse’s past. Ask about the horse’s health. Make
sure that you have enough money before you buy the horse. Buy the horse from a reputable breeder.
Purchase the horse from a trustworthy seller. Do not buy a horse from a pet store.

1.Deciding to Buy a Racehorse: Consider the horse’s pedigree. Think about the horse’s age.

Consider the horse’s breed. Consider the horse’s physical condition. Consider the horse’s temperament.
2.Buying a Racehorse in Person: Decide what type of horse you want to buy. Visit several

barns and showmen. Make an appointment with the salesperson.

3.Buying a Racehorse Online: Find a horse to buy. Search for the horse online. Purchase your horse.

Table 10: Examples of system-generated answers with or without subtopics.
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* We balance equation 5 and 6 using a hyper-
parameter 7, specifically, the final score of a
subtopic set S to a question q is calculated as

Score(S, ¢) = TRelv(S, q) + (1 — 7)Indp(S)

We determine 7 by heuristically tuning on
validation set (MMR). We did so because the
quality of high-quality subtopics may not be
reflected by automatic coverage-based metrics.
During experiment, we set 7 = 0.3.

A.4 Evaluation

A.4.1 Automatic Evaluation

We use the python library rouge 1.0.0 to calculate
ROUGE: https://pypi.org/project/rouge/;
METEOR: https://www.nltk.org/_modules/
nltk/translate/meteor_score.html

A.4.2 Human Evaluation

We recruit Amazon Turks to work on two tasks: (a)
1. Answer Preference, where we ask the Turks to
rank three answers to a given question according to
their preference; (b) 2. Subtopic Selection, where
we ask our judges to grade subtopic sets from three
perspectives: Relevance, Independence and Overall
Preference, on the scale of 1-3 points. The grading
guidelines are given below:

1. Relevance: How close is each subtopic set
related to the question; (1-point: One or more
subtopic is clearly not relevant to the ques-
tion; 2-points: One or more subtopics may
not relate to the question so well; 3-points:
All subtopics are related to the question.)

Independence: How independent is each
subtopic to the other subtopics in the same
subtopic set; (1-point: There is a clear mean-
ing overlap (or repetition) between a few
subtopics; 2-points: There is a weak mean-
ing overlap between a few subtopics; 3-
points: There is no meaning overlap between
subtopics.)

Overall Preference :-How do judges like the
subtopic set. The grading scale for each per-
spective is from 1 to 3. (1: A bad set of
subtopics for the question; 2: An acceptable
but not good subtopics for the question; 3: A
good subtopics for the question)
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Answer preference 47%
Subtopic-Relevance 36%
Subtopic-Independence 45%
Subtopic-Overall 39%

Table 11: Inter-annotator agreement of human evaluations

We present the screenshots of our AMTurk pages
in Figure 5 and 6. We measure inter-annotator
agreement using Cohen’s Kappa (k), the results are
presented in Table 11.

A.5 Dataset

We re-purpose the WikihowSum datasetfor our task.
The source code for processing the data has been
included in our project repository.


https://pypi.org/project/rouge/
https://www.nltk.org/_modules/nltk/translate/meteor_score.html
https://www.nltk.org/_modules/nltk/translate/meteor_score.html
https://github.com/mahnazkoupaee/WikiHow-Dataset

Subtopic D ition Quality

Rate the quality of subtopic decomposition
Requester: (D Reward: $0.30 per tasc Tasks avallable: 3 Duration: 5 Minutes

Qualifications Required: HIT Approval Rate (%) for all Requesters' HITs greater than or equal to 96 , Number of HITs Approved greater than 100

Previewing Answers Submitted by Workers X
This message is only visible to you and will not be shown to Workers.
You can test completing the task below and click "Submit" in order to preview the data and format of the submitted results.

IPlease read the instructions carefully before start evaluating, your answer will be rejected if your grades clearly disobey the metrics.
[For the question below, there are 4 sets of subtopics.

PPlease evaluate each set of ics from three perspectives: (1) @ (3) Overall

IRelevance measures if all the subtopics are related to the question. e.g. For the question, How to naturally reduce blood pressure?.

Subtopic set A 1. Changing your Excercising_regularly should achieve 3 point in relevance score, as all subtopics are related to the question.

Subtopic set B 1. Changing_your diet; 2. Getting medical help should achieve 1 point in relevance score, as the second subtopic Getting medical help is not related to the question (As it is not naturally reducing blood pressure).

Independence measures if subtopics have semantic overlap with each other. e.g. For the same question, How to naturally reduce blood pressure?.

Subtopic set A 1. Changing your diet; 2. Excercising reqularly should achieve 3 point in relevance score, as each subtopic describes a different aspect.

Overall ity. Considering and other factors e.g. subtopic factual correctness, information richness, etc., please indicate the overall popularity for each set of subtopics on a scale of 1-3.

Question: How to get an awesome hair style
Subtopics Set A: 1.Styling a ponytail; 2.Styling a bun; 3.Styling a rolled-up ponytail; 4.Styling a straight ponytail; 5.Styling a twisty ponytail; B.Styling a messy ponytail; 7.Styling a sleek ponytail; 8.Styling a.

« 1) Relevence (1: One or more subtopic is clearly not relevant to the question; 2: One or more subtopics may not relate to the question so well; 3: All subtopics are related to the question.)

« 2)Independence (1: There is a clear meaning overlap (or repetition) between a few subtopics; 2: There is a weak meaning overlap between a few subtopics; 3: There is no meaning overlap between subtopics.)

« 3) Overall (1: The ics is a bad ition of the question;  2: The subtopics is an acceptable but not good decomposition of the questio

3: The subtopics is a good decomposition of the question)

Please consider lower points if subtopic shows inrelevance or meaning overlap

{Subtopics Set B: 1.Styling your hair; 2.Styling your hair with products; 3.Styling your hair with dental floss; 4.Styling your hair with a curling iron; 5.Styling your hair with braids; 6.Styling your hair with buns; 7.Styling your hair with
ftwists.

« 1) Relevence (1: One or more subtopic is clearly not relevant to the question; 2: One or more subtopics may not relate to the question so well;  3: All subtopics are related to the question.)
+ 2)Independence (1: There is a clear meaning overlap (or repetition) between a few subtopics; 2: There is a weak meaning overlap between a few subtopics; 3: There is no meaning overlap between subtopics.)

+ 3) Overall Preference (1: The subtopics is a bad decomposition of the question; 2: The subtopics is an acceptable but not good decomposition of the question;  3: The subtopics is a good decomposition of the question)

Please consider lower points if subtopic shows inrelevance or meaning overlap

{Subtopics Set C: 1.Choosing the right haircut; 2.Styling your hair; 3.Caring for your hair.

« 1) Relevence (1: One or more subtopic is clearly not relevant to the question; 2: One or more subtopics may not relate to the question so well; 3: All subtopics are related to the question.)
+ 2)Independence (1: There is a clear meaning overlap (or repetition) between a few subtopics; 2: There is a weak meaning overlap between a few subtopics; 3: There is no meaning overlap between subtopics.)

« 3) Overall (1: The ics is a bad ition of the question; 2: The subtopics is an acceptable but not good decomposition of the question;  3: The subtopics is a good decomposition of the question)

Please consider lower points if subtopic shows inrelevance or meaning overlap

|Subtopics Set D: 1.Planning for your awesome hairstyle; 2.Styling easy, on-the-go hairstyles; 3.Styling an awesome hairstyle with heat tools; 4.Considering a daring hairdo.

« 1) Relevence (1: One or more subtopics is clearly not relevant to the question; 2: One or more subtopics may not relate to the question so well;  3: All subtopics are related to the question.)

+ 2)Independence (1: There is a clear meaning overlap (or repetition) between a few subtopics; 2: There is a weak meaning overlap between a few subtopics; 3: There is no meaning overlap between ubtopics.)

« 3) Overall (1: The ics is a bad ition of the question; 2: The subtopics is an acceptable but not good decomposition of the question;  3: The subtopics is a good decomposition of the question)

Please consider lower points if subtopic shows inrelevance or meaning overlap

Figure 5: A screenshot of subtopic evaluation performed by mechanical turkers.
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Answer ranking

Ranking answers o a question

Requester| | Reward: $0.10 per task Tasks avallable: 10 Duration: 1Minutes

Qualifications Required: HIT Approval Rate (%) for all Requesters’ HITs greater than 96 , Location Is US , Number of HITs Approved greater than 100

[For the given question, we provide three answers. Please rank the quality of each answer according to the content, structure and your own preference of the answer.

IPlease read all the answers carefully, we will reject your answer if your ranking rank is clearly unreasonable.

|Question:

How to Be Happy in a Relationship

{Answer 1:

[1.Communicating effectively: Listen to your partner. Be honest about what you need. Don't be afraid to make mistakes. Try to have sex with your partner, even if it's only once a week. Communicate as much as you can.
[2.Spending quality time together: Spend quality time together. Be honest with each other. Don't be afraid to compromise. Try new things together.

3. Keeping a healthy mindset: Be aware that some people do not want to be in a relationship. Remember that the only person who can truly be happy is you. Don't worry about being the perfect "man" or "woman'. Think of your
|partner as a person, not a thing. Realize that you don't have to be friends with your partner to be happy. Love your partner unconditionally. Know that it's okay to love other people too.

{Answer 2:

[Be open with your partner. Listen to your partner. Show your love. Support your partner. Give your partner space. Focus on what you have in common. Trust your partner. Have fun together. Appreciate each other. Try new things
together. Communicate regularly. Accept yourself. Surround yourself with positive people. Spend time with your family and friends. Do something nice for yourself. Take care of yourself.

{Answer 3:

[1.Finding the Right Person: Get out of bad relationships immediately. Develop realistic relationship expectations. See your partner for what they are, not their potential. Appreciate your partner, but do not spoil him/her. Find
isomeone with similar ideals.

[2.Making the Relationship Last: Spend time together. Spend time apart. Grow both together and separately. Communicate with honesty and logic. Have sex as often as possible, preferably every day. Look your best and be open to|
physical change. Stay vigilant.

In the blanks below, write down your rank for each answer using 1, 2 and 3 (1 refers to the best answer, 2 refers to the mediocre answer, 3 refers to the worst answer)
Note that no tie is allowed!

Your rank for answer 1:

Please just write 1, 2 or 3, nothing else! (1 refers to the best answer, 2 refers to the mediocre answer, 3 refers to the worst answer)

Your rank for answer 2:

Please just write 1, 2 or 3, nothing else! (1 refers to the best answer, 2 refers to the mediocre answer, 3 refers to the worst answer)

Your rank for answer 3:

Please just write 1, 2 or 3, nothing else! (1 refers to the best answer, 2 refers to the mediocre answer, 3 refers to the worst answer)

Submi

Figure 6: A screenshot of answer ranking evaluation performed by mechanical turkers.
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Abstract

We explore the task of automated generation
of technical interview questions from a given
textbook. Such questions are different from
those for reading comprehension studied in
question generation literature. We curate a
context-based interview questions data set for
Machine Learning and Deep Learning from two
popular textbooks. We first explore the possibil-
ity of using a large generative language model
(GPT-3) for this task in a zero shot setting. We
then evaluate the performance of smaller gen-
erative models such as BART fine-tuned on
weakly supervised data obtained using GPT-3
and hand-crafted templates. We deploy an au-
tomatic question importance assignment tech-
nique to figure out suitability of a question in a
technical interview. It improves the evaluation
results in many dimensions. We dissect the per-
formance of these models for this task and also
scrutinize the suitability of questions generated
by them for use in technical interviews.

1 Introduction

Asking good questions is crucial for assessing can-
didates in technical interviews. But this requires
human experts with technical knowledge and expe-
rience. Therefore, the capability to automatically
generate technical questions to assess knowledge
and understanding for a specific subject can signifi-
cantly reduce expert effort in conducting interviews
and in scaling up the interview process. In this pa-
per, we focus on automated generation of interview
questions from textbook contexts.

There has a been a lot of interest in recent years
on question generation (QG) (Dhole and Manning,
2020; Bang et al., 2019; Back et al., 2021), and
many benchmark data sets exist (Rajpurkar et al.,
2016). Dhole and Manning (2020); Mazidi and
Nielsen (2014); Heilman and Smith (2010) fo-
cus on rule-based question generation, wherein
Dhole and Manning (2020) transform declarative
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sentences into question-answer pairs using syn-
tactic rules, universal dependencies, shallow se-
mantic parsing and lexical resources. These gen-
erate precise questions but often fail due to their
heavy reliance on manually crafted feature sets.
Recent papers (Xiao et al., 2020; Zhao et al.,
2018; Serban et al., 2016) use deep neural networks
for QG. Serban et al. (2016) focus on generating
factoid questions from knowledge bases such as
Freebase. These use answers as clues to generate
questions. Back et al. (2021); Cui et al. (2021);
Huang et al. (2021) propose answer-agnostic QG.
Back et al. (2021) predict answer-like candidates
for the given passage and then generate questions
from these. Huang et al. (2021); Tsai et al. (2021)
use transformer-based generative models such as
BART (Lewis et al., 2020) and T5 (Raffel et al.,
2020). In summary, all existing models and bench-
mark datasets address factoid question generation
for reading comprehension (RC).

Generating technical interview questions from
a context is harder than generating RC questions.
Such questions focus on technical concepts and
their relationships and test for knowledge and un-
derstanding of these. The answers are long-form
(2-5 sentences) and must be contained in the con-
text (‘What is regularization?’ is not answerable
from the context ‘This issue can be addressed using
L2 regularization’). Questions must be semanti-
cally complete (‘What is the form of the optimal
solution?’ is an incomplete question) and of ap-
propriate specificity ("What is machine learning’ is
too generic for assessing expertise in ML). Finally,
questions should have a diverse mix of intent and
task complexity (compared to just remembering).
As a result, RC-question generation models are not
appropriate for interview question generation, and
RC-question generation data sets are not useful for
evaluating interview question generation models.

To address this gap, we first create a dataset of
textbook contexts and corresponding technical in-
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terview questions from two popular textbooks on
Machine Learning (ML) and Deep Learning (DL).
We use this for evaluation of interview question
generation algorithms. Generation of large vol-
umes of gold-standard training data for this task
is difficult and expensive. So, we first evaluate
pre-trained large language models (LLM) such as
GPT-3 for this task in a zero-shot setting. We then
explore fine-tuning a relatively smaller LM (BART)
on weakly supervised training data. Wang et al.
(2021) have recently explored GPT-3 for creating
training data for many NLP tasks including factoid
RC question generation. We explore the use of
GPT-3 and template-based algorithms for silver-
standard interview question generation from text-
book contexts. We improve the question generation
quality by developing a post-processing unit which
filter out questions automatically by checking its
suitability in a technical interview. We evaluate
the models before and after filtering and see that
it improves the performance in many evaluation
dimensions.

Using detailed analysis of interview questions
generated using these models, we highlight the
challenges of this task, and also the key aspects
that future models will need to address.

2 Technical Interview Question Dataset

There is no public dataset on technical questions
from textbook contexts for evaluating our task.
Available question datasets for reading comprehen-
sion such as SQuAD (Rajpurkar et al., 2016) are
not ideal. So we create a gold-standard dataset by
manually generating questions on Machine learn-
ing (ML) and Deep learning (DL) from two pub-
licly available books, Bishop (2006) for ML and
Goodfellow et al. (2016) for DL.

We selected 3 chapters each from the ML and
DL books. We distributed these chapters to 10 an-
notators (internal to our organisation) with subject
knowledge as well as interview experience. We
consider each section in a chapter as one context,
and the annotators generate all possible long-form
questions from each such context. The annota-
tors are reminded of interview question templates
(Sec.3.2) but are not restricted to these. However,
they are instructed to ensure answerability from
context. Each chapter was first annotated inde-
pendently by two annotators. Then, annotation
differences, i.e., questions generated by one but not
the other, are resolved via discussion. A question
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is added in the dataset only if both annotators are
convinced after discussion, thus making the inter-
annotator agreement 1 for the final dataset. We
obtained 161 questions from 3 chapters of the DL
book, and 187 questions from the 3 chapters of the
ML book. We discuss quality aspects of the dataset
in Sec.4. We will make this dataset public.

3  Question Generation Approaches

Here we describe the different question generation
and post-processing technique we use in the paper.

3.1 Zero-shot Generation with GPT-3

GPT-3 (Brown et al., 2020) is a transformer-
decoder based large language model (LLM) and
has shown excellent performance on many NLP
tasks in zero-shot settings (Wang et al., 2021; Yoo
et al., 2021). We explore GPT-3 for zero-shot tech-
nical interview question generation'. We use its in-
terview question generation preset, where we give
a context as prompt to GPT-3 and it generates a
set of interview questions from the context. At a
time, we provide one context paragraph, followed
by a new line and an instruction or prompt (‘Give a
list of questions from above passage’). We experi-
ment with different variants of prompt that include
the number of questions we want GPT to gener-
ate such as ‘Generate 10 questions...”. While such
prompts work, we observe that the initial set of
questions does not differ if prompts are changed.
But the questions in the later part of the generated
set changes for different prompts. This suggests
some internal ranking of the questions generated
by GPT-3. So, we decide not to include the number
of questions in the prompt and left this for GPT-3
to optimize. We set the temperature parameter to 0
to eliminate randomness in the generated questions,
and the other parameters as default.

We ran this GPT-3 question generation process
on the same chapters that were used for human
question generation (Sec.2). We do a comparative
analysis in Sec.4.

3.2 Generation with Fine-tuned BART

While GPT-3 is very powerful, it comes with a cost
in real-world applications. As a free open-source
alternative, that can be fine-tuned for our specific
task, we explore BART (Lewis et al., 2020), an-
other pre-trained language model that has been
used for Question Generation (Huang et al., 2021;

'We use free GPT-3 APIs.



Tsai et al., 2021). Since our task is question gen-
eration, we use the BART model post-trained on
SQuAD. Since SQuAD contains factoid RC ques-
tions, this need further fine-tuning for our task. For
this, we create a silver-standard dataset. We take
the remaining chapters of the two books (11 for ML
and 17 for DL), which were not used for creating
the gold-standard dataset. We use two approaches
for generating silver-standard questions from these
- a template-based algorithm and GPT-3.

We use an unsupervised template-based algo-
rithm for QG given the context (Fabbri et al.,
2020; Puzikov and Gurevych, 2018; Yu and Jiang,
2021). Such approaches typically have high pre-
cision while generating a smaller number of ques-
tions. We use the following templates: WHAT IS
X?, WHAT ARE ADVANTAGES / DISADVANTAGES
/ USES OF X?, WHAT ARE THE DIFFERENCES
BETWEEN X AND Y ?, WHAT IS THE RELATION
BETWEEN X AND Y?. We use precise regular
expressions and dictionaries for each template to
check applicability of a template to a sentence, and
use book indices to extract concepts for X and Y.
For each context, we take the union of questions
generated using each template for each sentence
in the context. We get 626 questions in all using
this approach. More details are included in the
Appendix.

We also use GPT-3 to generate silver-standard
questions from the same contexts as described in
Sec.3 . This gives us 3,013 questions in total.

We experiment with BART fine-tuned on tem-
plate and GPT-3 questions separately, as well as to-
gether. We combine template and GPT-3 questions
generated from the same context in two different
ways. For a context C, let QQ; and @), be the sets of
questions generated by the template algorithm and
GPT-3. In the ‘Concat’ mode, we consider (C, Q)
and (C, Q4) as two distinct training instances (rows
in the training data). In the ‘Join’ mode, we create
a single training instance (C, Q; U Q).

3.3 Importance based Question Filtering

While analysing the generated questions we saw
that many of them are trivial or obsolete. For exam-
ple, ‘What is a scalar?’ is too basic of a question to
be asked in a technical interview. Similarly ‘What
are the advantages of recirculation?’ is also not a
pressing question for a technical interview because
‘recirculation’ is not a very well known or popular
concept in machine learning. So it does not reveal
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much about the expertise of a candidate by asking
this question.

We assign importance scores to all the questions
generated from the book and filter out questions
with importance score below a threshold. We use
the hierarchical Index and Table of Content (TOC)
of the book for assigning the importance scores.
First, we automatically create a concept list, L.
present in the book from the Index and TOC. Using
this concept list, we annotate the concepts present
in each question. We assign importance score for
all the concepts in the question and then assign
importance to the question.

We observed that concepts appear more upfront
in the book are more fundamental and very often
later concepts are dependent on them. So there
is a strict partial order among concepts present in
the book determined by prerequisites. All books
are written in a way that prerequisites of a concept
appear before the concept because one has to know
the prerequisites to understand the current concept.
With this observation, we make an assumption
that concepts that appear upfront in the book or
in the chapters are more fundamental, hence more
important, than the concepts which appear later
and dependent on them. With this assumption, we
calculate two scores, namely TOC_score and In-
dex_score for each concept to find its importance.
TOC_score gives the importance score for a given
concept in reference to the TOC. Each concept can
appear in multiple chapters, in multiple sections
within a chapter and in multiple subsections within
a section. For each such occurrences, we have the
associated id from the TOC. For example, ‘super-
vised learning’ can appear in multiple places in
the book and suppose one occurrence has the id
4.7.2. From this id, we can infer that the above con-
cept appears in chapter 4 (chap_id), section 7 (sec-
tion_id) and subsection 2 (subsection_id). Using
this information, we assign a score for a particular
occurrence of the concept, c as follows.

TOC _occurrence_score(c) =
(chap_cnt — chap_id) « 100+
(max_sections — section_id) x 10 +

ey

Here chap_cnt, max_sections, max_subsections
are total number of chapters, maximum number
of sections, subsections in a chapter respectively.
As it is apparent, we give highest priority to chap-
ters, then sections in the chapter, and finally the

(max_subsections — subsection_id)



subsections in the section. For each occurrence
of a concept we calculate the score and the final
TOC_score of a concept is sum of scores from all
TOC_occurrence_score and normalised by the max
score of all concepts.

Likewise Index_score gives a score to a concept
in reference to the Index of the book. The Index is
basically a forest where each concept appear once.
Here we assume that a concept is more important
if has more sub-concept related to it. More specifi-
cally, an important concept will have a bigger sub-
tree under it considering the concept as root. To cal-
culate the score, we attach a weight w; = dyqp — @
to each depth 7 and also count the number of dif-
ferent concepts in each depth 7 of the sub-tree, say
con_cnt;. dpmqz 1S the maximum depth of any tree
in the Index. Then the Index_score of a concept, ¢
is calculated as follows.

Index_score(c) =

Yi(con_cnt; x 10Y") /maz_index_score (2)

Here max_index_score is the maximum of index
scores of all concepts. So using the above formula
we can have an index score for all the concepts
present in the index. The final importance score of
a concept is the average of the TOC score and the
Index score.

Now we calculate the question importance from
concept importance as follows: from the annotated
concepts present in a question, we get the score
for each concepts. We get the sum of concept im-
portance as question importance and normalise the
importance score by dividing each of the question
score by the maximum score of all questions. Mul-
tiplying the question score by 10 makes the range
of the question score as 0 to 10.

We analysed the data and found that the most of
the useless questions are tagged with importance 0.
Questions with importance greater than O is useful
to variable degrees. So we only filter out all the
questions with 0 importance.

Table 2 shows that filtering improves the scores
in all dimensions except one: recall. Filtering will
never be able to improve recall, it can at-most be
equal to the manual one. Here it is decreasing
because some of the good questions are being fil-
tered out by our filtering module. But it is tightly
bounded in our case. At the worst case, recall de-
creases by 9 points.
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4 Experiments and Analysis

We present experimental evaluation and in-depth
quality analysis of questions generated for test con-
texts by zero-shot and fine-tuned models using
gold-standard technical interview questions as a
reference. Detailed hyper-parameter settings are
included in the Appendix. The results of our anal-
ysis before applying the importance-based ques-
tion filtering are summarized in Table 1. In Table
2, we include the same analysis after doing the
importance-based question filtering. We describe
our findings below based on Table 1 i.e. before
doing the question filtering.

4.1 Analysis of Precision

We consider a question to be a valid interview ques-
tion from the context if it is (a) long-form, (b) com-
plete, (c) of the right specificity, and (d) answerable
from the context. A question is incomplete if it has
unresolved co-reference or it misses some context
for the question to be meaningful. We manually an-
alyzed all the questions generated by all algorithms
for the 3 test chapters of the DL book for these cri-
teria. Performance for these individual dimensions
as well as overall precision is shown in Tab.1.

Answerability from Context: For zero-shot
GPT-3 questions, 35% do not have answer in con-
text. The following are some example questions
with relevant parts of the contexts: (Q:What is
the contrastive divergence training?, C:“an autoen-
coder gradient provides an approximation to con-
trastive divergence training of RBMs”), (Q:How
can the singular value decomposition be used to
invert a matrix?, C:“the most useful feature of the
SVD is that we can use it to partially generalize
matrix inversion to nonsquare matrices, as we will
see in the next section.”). These illustrate the dif-
ficulty of ensuring answerability. BART performs
similarly, in all modes but one. When fine-tuned in
the ‘Concat’ mode, BART scores 73% and GPT-3
scores 65% (in table 1). We conjecture that this
improvement in answerability over GPT-3 gener-
ated questions is due to two reasons. First, the
template-based question generation conditions en-
sure context relevance, but GPT-3 questions are
not. In the ‘Concat’ mode, we combine the train-
ing data from GPT-3 and template algorithms in
such a way that one context have two training in-
stances. We believe that this gives more weight to
such questions which appear in both questions set
and have answer in context. Second, Wang et al.



Model  Tr. Q. Src. #Questions | % In-Context % Complete Prec. | Rec. | % Complex
Manual NA 161 100 100 1.00 | 0.61 22
GPT NA 236 65 85 0.53 | 0.47 23
BART T 75 56 96 0.55 | 0.16 0
BART GPT 129 63 80 0.55 | 0.27 34
BART  Concat(T,GPT) 95 73 87 0.64 | 0.23 24
BART  Join(T,GPT) 132 61 80 0.52 | 0.26 37

Table 1: Performance of zero-shot GPT-3 (GPT) and various fine-tuned versions of BART using manually curated
interview questions as reference before filtering. Long-formness and specificity are not shown as all models score
100%. Recall is evaluated by considering all model-generated valid questions in adddition to human questions as
reference. Tr. Q. Src.=Training questions source. T=template-based questions, GPT=GPT-3 generated questions.

Model  Tr. Q. Src. #Questions | % In-Context % Complete Prec. | Rec. | % Complex
Manual NA 161 100 100 1.00 | 0.61 22
GPT NA 155 66 94 0.8 | 0.47 31
BART T 53 51 96 049 | 0.1 0
BART GPT 83 70 60 0.64 | 0.2 46
BART  Concat(T,GPT) 60 75 98 0.72 | 0.16 30
BART  Join(T,GPT) 79 61 90 0.57 | 0.17 46

Table 2: Performance of zero-shot GPT-3 (GPT) and various fine-tuned versions of BART using manually curated

interview questions as reference after filtering.

(2021) proves that under consistency assumption, a
model trained using GPT-3 labelled data has lower
classification error rate than GPT-3 itself. Here,
GPT-3 labelled data acts as a regularizer during
training. This result shows that fine-tuning smaller
LMs such as BART can achieve better performance
in this dimension compared to GPT-3.

Question Completeness: 15% of all GPT-3 ques-
tions are incomplete. The following are some exam-
ples: Q:How can the issue of scale be prevented?,
Q:What are some of the models that this technique
can be applied to?. The percentage is slightly lower
for fine-tuned BART in Concat mode (13%), but
the nature of mistakes is similar.

Long-form, Specificity, Semantic correctness:
We define Long-formness for a question if its an-
swer has more than one sentence. For Specificity,
we assume the contribution of the question in In-
terview setting for assessing the candidate’s knowl-
edge, i.e; the question shouldn’t be too broad or
too specific for a topic. Almost all models score
~100% for long-formness and specificity level of
questions. The following is an outlier example of
a GPT-3 question that is too specific and simple
for an ML interview: Q:What is the multiplication
of a matrix by a scalar? However, GPT-3 does
generate some questions that are semantically in-
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valid: Q:What is the determinant of a matrix if the
determinant is 02, Q:What is Shilov? (Shilov is the
name of a researcher).

Overall Precision: A question is valid if it sat-
isfies all the listed criteria. Precision is the ratio
of the number of valid questions and the number
of generated questions. The precision of GPT-3 is
53%. Fine-tuned BART in ‘Concat’ mode has 64%
precision — an 11% improvement over GPT-3.

4.2 Analysis of the Recall

Evaluating recall with respect to the human gener-
ated questions is problematic because this question
set need not be exhaustive. Instead, we manually
identify additional valid questions generated by
each model from a context beyond those in the hu-
man generated set. We take the union of these with
the human generated questions as the set of all valid
questions for a context. We identify and eliminate
equivalent questions when taking the union. We
define recall of a model as the ratio of the number
of valid generated questions and the total number
of valid questions. Recall for the different models
is shown in Tab.1.

Among the models, GPT-3 generates the most
questions and also has the highest recall (47%).
However, in general it fails to generate DEFINE,
EXAMPLES OF and WHY questions. The fine-



Model  Tr. Q. Src. #Questions | Prec. Rec. | RougeL-Prec. RougeL-Rec.
Manual NA 161 - - - -

GPT NA 236 044 0.61 0.25 0.33
BART T 75 0.69 0.34 0.35 0.14
BART GPT 129 0.56 0.44 0.29 0.25
BART  Concat(T,GPT) 95 0.62 0.39 0.34 0.21
BART  Join(T,GPT) 132 0.55 044 0.27 0.25

Table 3: Automatic Evaluation of questions generated from DL book (before importance based filtering) using

Mapping and RougeL based precision, recall.

Model  Tr. Q. Src. #Questions | Prec. Rec. | RougeL-Prec. Rougel-Rec.
Manual NA 187 - - - -

GPT NA 297 042 0.60 0.21 0.30
BART T 127 0.53 0.38 0.27 0.15
BART GPT 169 0.50 0.46 0.24 0.22
BART  Concat(T,GPT) 143 049 042 0.26 0.20
BART  Join(T,GPT) 181 0.52 0.50 0.26 0.27

Table 4: Automatic Evaluation of questions generated from ML book (before importance based filtering) using

Mapping and RougeL based precision, recall.

tuned BART ‘Concat’ model has much lower recall
(23%). Effectively, GPT-3 has higher F1 (48%)
compared to BART Concat (35%).

On the other hand, GPT-3 and other models gen-
erate many questions missed by humans, so that
human generated questions have a recall of only
61%. One example of GPT-3 questions missed by
humans is What is the pseudoinverse of a diagonal
matrix?. Here, the definition of pseudoinverse was
hidden inside explanation of mathematical notation
in the context. Another is What is the difference
between the singular value decomposition and the
eigendecomposition? from the context “SVD is
more generally applicable. Every real matrix has
a singular value decomposition, but the same is
not true of the eigenvalue decomposition”. The hu-
man annotator generated a What is the Advantage
of question, but missed the What is difference be-
tween question. This shows the potential of model
generated questions. However, GPT-3 or fine-tuned
BART do not generate any questions according to
a new template completely missed by humans.

4.3 Complexity and Diversity of Questions

In an interview, candidates should be asked a va-
riety of both simple and complex questions. We
define a question as complex if it contains more
than 1 concept from the topic. From Table 1, we see
that our BART model in ‘Concat’ mode, generates
similar % of complex questions as GPT-3 zero-shot
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setting. Beyond validity, diversity and complexity
of questions is also important. One simple measure
of complexity is the number of concepts covered by
the question. 22% of human generated questions
have multiple concepts. Among the models, BART
Concat as well as GPT-3 have a similar percentage.
Interestingly, BART Join generates fewer questions
but a higher percentage of multi-concept questions.

The 5 levels of Bloom’s Taxonomy (Bloom
et al., 1964) provide another definition of cognitive
task complexity associated with a question (defined
in A.2). Interestingly, the human generated ques-
tions are uniformly distributed across these levels.
However, both GPT-3 (57%) and BART Concat
(58%) have a high proportion of questions from the
simplest ‘Remember’ level, corresponding mostly
to WHAT IS questions.

4.4 Automatic Evaluation

Since manual evaluation is extensive and costly, it
is not scalable for large set of data. To alleviate
such scenario we also provide some automatic mea-
sure for the evaluation of generated questions from
different approaches. For the given context we al-
ready have manually generated questions which
can serve as gold standard so our goal is to evaluate
the quality of generated questions with respect to
manual questions.

Since we have multiple manual and model gen-
erated questions for each context, our first aim is to



have a one to one alignment for these two sets of
questions. For this, lets say there are m manual and
n model generated questions for a context, then we
create a m X n matrix where each cell represents
the similarity score sim; ; between the 7’th manual
and j’th generated question. Here the similarity
score represents the cosine similarity between the
embeddings of the two questions using sentence
BERT (Reimers and Gurevych, 2019). We then
pass this matrix as input to Hungarian algorithm
(Kuhn, 1955) which outputs one to one mapping
between manual and generated questions.

Once we have pairwise questions we compute
precision and recall by two different methods,
namely mapping-based and RougeL-based (Lin,
2004). In the first one, for every context we filter
out pairs of questions whose similarity scores are
less than a threshold. Then we calculate precision
per context by summing the scores of the remain-
ing pairs and dividing it by the total number of
generated questions. Likewise recall per context
is obtained by dividing it by total number of man-
ual questions. The final precision and recall is the
average of all precision and recall per context.

For the second method, we filter out pairs of
questions from the outputs of the Hungarian Al-
gorithm like above using a threshold. All the un-
mapped questions are assumed to be mapped with
an empty string. Then we calculate the RougeL
precision and recall for every pair of questions.
Precision per context is calculated by dividing the
sum of RougeL precision by number of generated
questions in the context and Recall per context is
obtained by dividing sum of the RougeL recall by
the number of manual questions. Final precision
and recall is the average of all precision and re-
call per context. Just like manual evaluation, we
apply the automatic evaluation on unfiltered ques-
tions. We include the automatic evaluation results
for questions generated from the DL book in Table
3 whose manual evaluations are included in Table
1. We can see that both the automatic evaluation
methods in Table 3 positively correlate with the
manual evaluation in Table 1. Automatic mapping
based precision and recall have correlation 0.43
and 0.99 respectively with the manual precision
and recall. Automatic RougeL based precision and
recall have correlation 0.66 and 0.94 respectively.

Seeing the above correlation, we have deployed
our automatic evaluation methods on questions gen-
erated from 3 chapters of ML book for which we
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do not have any manual evaluation. We have given
the evaluation results for ML questions in Table 4.

5 Limitations

In this work, we are trying to address what is the
best way to evaluate the task of question generation
for the technical interview. First limitation of this
work is that we could not create a large annotated
dataset as reference data as we need people with
subject expertise for annotation. Due to the same
reason, we were forced to train the generative mod-
els like BART on silver-standard dataset generated
using GPT-3. As GPT-3 is not freely available, the
amount of silver-standard data is also limited in
volume. The evaluation dimensions we propose for
this task involve human effort and obviously this is
not scalable.

6 Ethical Impact Statement

Generating interview questions using LLMs may
have some ethical concern when these questions
are used in actual interviews. In this work, we
propose how to evaluate such questions in multiple
dimensions. People should be careful before using
such questions in actual interviews.

7 Conclusion

In this paper, we explore the problem of technical
question generation for interviews from textbook
contexts in an weakly supervised approach. We
curate a dataset for evaluation for two domains,
machine learning and deep learning, using two
popular books. We analyzed zero-shot question
generation using GPT-3 and fine-tuning BART on
silver-standard training data for the same. We also
suggested a post processing filtering unit which
further improves the quality of generated questions.
Our manual analysis brings out the complementary
strengths and weaknesses of these approaches for
this task. More importantly, our detailed error anal-
ysis highlights the challenges of the task and shows
a pathway to better models by identifying the ma-
jor types of errors to focus on. Finally we devised
automatic evaluation techniques which positively
correlate with our manual evaluation.
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A Appendix

A.1 Template based question generation

After going over real interview transcripts, we iden-
tify some templates for the questions and write
algorithms for each of the template. We use these
templates for this task. We include some of these
templates and their examples in Table 5.

We run these templates on the sentences of the
books to generate the context-based question. We
use different algorithms for each template. Here,
we describe the algorithm for ‘Difference’ template.
Each template algorithm uses a list of concepts and
a list of keywords. Let C'_list={cl, c2, c3, ...} be
a list of concepts present in the book. We created
this list using the index and Table of content of the
books. Multiple atomic concepts can combine to
form a maximal concept. For ex: "convolution"
and "neural network" can combine to "convolution
neural network". There can be multiple maximal
concept in a sentence which we store in a list de-
noted by M x_c_list. Other than concepts present
in the sentence we also look for template specific
keywords or phrases which either give hints for
attributes of a concept or relationship between two
concepts. we call these phrases signals. For ex,
presence of "difference between" in a sentence hints
the possibility of distinctions between two concepts
being discussed. So we can generate a ‘Difference’
question from this sentence. We define a func-
tion Is_signal_present(sentence,signal_list, X,Y")
which will take a sentence of a book, signal lists
and concepts X, Y and returns true if signal along
with concepts X and Y are present in the sentence
to generate a question out of it. We have shown our
pseudo code in algorithm1. Here, X and Y refers to
some concepts in the topic for which questions are
generated. We include some examples of template
generated questions from context in Table 6.

A.2 Bloom’s Taxonomy

Bloom’s taxonomy defined 6 categories of knowl-
edge in terms of skills/abilities in an increasing
order of cognitive load. We loosely assign differ-
ent types/templates of questions with one of these
Bloom’s categories: (i) Remember (‘What is X?)
(i1) Understand ("How does SUB V X?’), (iii) apply
(’What are some applications of X’), (iv) analyze
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Algorithm 1 Difference template algorithm

for sentence in context do
Mzx_c_list = find_maximal_concept (sen-
tence, C_list)
for X in Mx_c_list do
for Y in Mxz_c_list do
flag = Is_signal_present(sentence, sig-
nal_list, X,Y)
if flag then
Q_gen: What is the difference be-
tween X and Y'?
end if
end for
end for
end for

(CExplain X), (v) evaluate ("What are the differ-
ences between X and Y’), (vi) Create (We do not
have any questions in this category). Here, X and
Y refer to the concepts of the topic. As an exam-
ple ‘cross-entropy loss’ is a concept in machine
learning.

A.3 Question Importance Algorithm

We have described the method to calculate the ques-
tion importance method in 3.3. Here we provide
the pseudo-code for the same in algorithm 2.

A.4 Parameter Settings

We experiment with BART-base (Lewis et al.,
2020) model post-trained on SQuAD (Rajpurkar
et al., 2016). All experiments are done on 64GB
CPU with 20 cores. We use a batch size of 16
and train the model for 10 epochs. The average
time to train for 10 epochs is around 2 hours. We
optimize the model parameters using Adam opti-
mizer (Kingma and Ba, 2014) with a learning rate
of 0.0001. Some contexts in our dataset is longer
than what BART encoder can accommodate (1,024
word piece tokens). During training, we use the
first 1,024 token of the context and discard the
remaining part of the context. During inference,
we split the longer context into multiple chunks of
1,024 tokens and run inference on each one of them.
We do an union of the generated questions from all
the splits.



Template Example #Questions
What is X? What is EM algorithm ? 394
What are some uses of X? What are some uses of maximum likelihood? 118
What are the advantages of X? What are the advantages of the validation set? 66
What are the disadvantages of X? What are disadvantages of the metropolis algorithm? 32
What are the differences between X and Y? | What are the differences between bagging and boosting? 4
What is the relation between X and Y? What is the relation between autoencoders

and latent variables? 12

Table 5: Examples of the template generated questions using some of the templates. Here, X and Y refers to some
concepts in the topic for which questions are generated.

Context Questions
An auto encoder is a neural network that is trained
to attempt to copy its input to its output.Internally,

it has a hidden layer h that describes a code used What is an auto encoder?
to represent the input. ... What is the relation between auto encoders
Recently, theoretical connections between auto encoders and latent variable?

and latent variable models have brought auto encoders

to the forefront of generative modeling.

One advantage of directed graphical models is that a simple
and efficient procedure called ancestral sampling can
produce a sample from the joint distribution represented

by the model. ... What is ancestral sampling?
Ancestral sampling is generally very fast (assuming sampling | What are advantages of ancestral sampling?
from each conditional is easy) and convenient. What are disadvantages of ancestral sampling?

One drawback to ancestral sampling is that it only applies
to directed graphical models. Another drawback is that

it does not support every conditional sampling operation. ...
Unlike the deep belief network (DBN),

it is an entirely undirected model. Unlike the RBM,

the DBM has several layers of latent variables

(RBMs have just one). ...

A DBM is an energy-based model, meaning that the joint
probability distribution over the model variables is
parametrized by an energy function E . ...

In comparison to fully connected Boltzmann machines
(with every unit connected to every other unit),

the DBM offers some advantages that are similar

to those offered by the RBM. ...

What are some use of the dbm?

What are differences between the rbm and
the dbm?

What is a dbm?

Table 6: Examples of generated questions from the context using corresponding template matching algorithm. We
match the template algorithm at the sentence-level in the context.
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Algorithm 2 Question Importance algorithm

concept_importance = {}
for concept in L_concept do
toc_score =0
max_score = —1
occurance_list= all_occurances(concept)
for occurrence in occurance_list do
toc_score += occurance_score(occurance) {from equation 1}
end for
toc_score = normalise(toc_score)
score = average(toc_score, index_score) {from equation 2}
concept_importance|concept|= score
end for
question_score. fromkeys(L_concept,0)
for question in question_list do
concept_list= get_concepts(question)
for concept in concept_list do
question_score[question]+= concept_importance[concept]
end for
end for
max_score = find_max(question_score)
for question in question_score do
question_score[question]= question_scorelquestion] x 10/max_score
end for
return question_score
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Abstract

Despite the recent success of multi-task learn-
ing and pre-finetuning for natural language un-
derstanding, few works have studied the effects
of task families on abstractive text summariza-
tion. Task families are a form of task group-
ing during the pre-finetuning stage to learn
common skills, such as reading comprehen-
sion. To close this gap, we analyze the influ-
ence of multi-task learning strategies using task
families for the English abstractive text sum-
marization task. We group tasks into one of
three strategies, i.e., sequential, simultaneous,
and continual multi-task learning, and evaluate
trained models through two downstream tasks.
We find that certain combinations of task fami-
lies (e.g., advanced reading comprehension and
natural language inference) positively impact
downstream performance. Further, we find that
choice and combinations of task families influ-
ence downstream performance more than the
training scheme, supporting the use of task fam-
ilies for abstractive text summarization. Our
code is publicly available .

1 Introduction

Self-supervised learning has been a significant suc-
cess driver for generating high-quality abstractive
summaries (Devlin et al., 2019; Liu et al., 2019b;
Cohen and Gokaslan, 2020; Lewis et al., 2020; Raf-
fel et al., 2020; Radford et al., 2019). Through
self-supervision, language models implicitly learn
intrinsic language features (e.g., syntax) from unla-
beled data that they can use to solve downstream
tasks (Brown et al., 2020). However, skills neces-
sary to perform specific tasks often can be learned
from an existing set of labeled data, requiring fewer
training iterations (Rajpurkar et al., 2016; See et al.,
2017). For example, to perform text summariza-
tion, a helpful skill is the ability to answer questions
about texts (Rajpurkar et al., 2016).

"https://github.com/FKIRSTE/GEM_
emn1p2022-TOASTS
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The multi-task learning paradigm and its variations
aim to acquire multiple skills simultaneously to
succeed on the downstream tasks, e.g., TS5 (Raffel
et al., 2020), and are independent of a specific train-
ing stage (Aribandi et al., 2021). While studies on
the effects of multi-task learning on a large scale
exist (Aghajanyan et al., 2021; Sun et al., 2020;
Aribandi et al., 2021) and are evaluated on broad
natural language understanding benchmarks (Wang
et al., 2019), they are lacking insight on the influ-
ence on abstractive text summarization. Further-
more, multi-task learning approaches are diverse in
their methods (e.g., training scheme, mixing strat-
egy, task families), hampering their comparison.

In this work, we investigate the role of multi-task
learning on English abstractive text summarization.
Therefore, we organize 18 pre-selected training
tasks into six higher-level, modular task families.
Further, we compare three training schemes for the
pre-finetuning stage and their respective mixing
strategies through changes of multiple scores.

Our experiments show that families’ choice signifi-
cantly impacts text summarization, while different
training schemes have little influence. Moreover,
pairing a text summarization task family with any
other helps to stabilize the overall performance
when transferring to unknown data. In some cases,
we also found that a text summarization task family
can be substituted by other family pairs, e.g., ad-
vanced reading comprehension and classification.

To summarize our contributions:

* We study the influence of multi-task learning
by training models on six task families for the
English abstractive text summarization task.

* We evaluate the co-training of different task
families using statistical (e.g., ROUGE) and
semantic metrics (e.g., BERTScore) for 18
datasets.

Proceedings of the 2nd Workshop on Natural Language Generation, Evaluation, and Metrics (GEM), pages 54 - 77
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* We compare the influence of three training
schemes (i.e., sequential, simultaneous, con-
tinual multi-task learning) and two mixing
strategies (i.e., proportional, equal).

2 Related Work

Multi-task learning and pre-finetuning. Trans-
formers (Vaswani et al., 2017) such as BERT (De-
vlin et al., 2019) and GPT-3 (Brown et al., 2020) are
trained using a two-step approach, the pre-training
on large unlabeled corpora and the finetuning on a
smaller, more specific (and usually labeled) down-
stream corpus. This bilateral approach allows lan-
guage models to obtain general text representations
once to perform many NLP downstream tasks with
few gradient steps (e.g., document classification
(Ostendorff et al., 2020a,b), plagiarism detection
(Wahle et al., 2021, 2022b,c), media bias detection
(Spinde et al., 2021, 2022)). However, pre-training
is typically highly computationally expensive and
requires dedicated ample infrastructure; few re-
searchers can reproduce the pre-training of large
language models. Therefore, recent works (Phang
et al., 2018; Aghajanyan et al., 2021)) proposed
additional training stages between pre-training and
finetuning, i.e., pre-finetuning®.

ERNIE 2.0 (Sun et al., 2020) proposes continual
multi-task learning, in which tasks are trained in-
crementally, thereby building a queue of introduced
tasks that re-appear throughout the training process,
to counter catastrophic forgetting (McCloskey and
Cohen, 1989; Kirkpatrick et al., 2017). MUPPET
(Aghajanyan et al., 2021) and ExTS5 (Aribandi et al.,
2021) follow a simultaneous approach, drawing het-
erogeneous batches from multiple tasks and mas-
sively scale their training to >50 and >100 tasks
respectively. MT-DNN (Liu et al., 2019a) organizes
the prediction layer of a Transformer into four task
families of common tasks of the GLUE benchmark
(Wang et al., 2018) and learns each task sequential
with their task order randomized. This study com-
pares continual multi-task learning, simultaneous
training, and sequential training for abstractive text
summarization.

Task selection and relationship. Vu et al. (2020)
conduct an empirical investigation on 33 tasks
across three broad groups (i.e., text classification,
question answering, and sequence labeling) to ex-

*In this paper, we will use intermediate training and pre-
finetuning interchangeably
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plore their inter- and intra-group training for dif-
ferent group sizes. Their experiments suggest that
positive transfers between task groups are possi-
ble when the source dataset is small, and inter-
group transfers are sensitive to group sizes. ExT5
(Aribandi et al., 2021) analyzes the correlation of
task family representatives and shows, that summa-
rization tasks (i.e., CNN/Daily Mail (See et al.,
2017), XSum (Narayan et al., 2018), WikiLin-
gua(Ladhak et al., 2020)) generally reduce perfor-
mance on most other task families and that CBQA
tasks (i.e., Natural Questions (Kwiatkowski et al.,
2019), Trivia QA (Joshi et al., 2017), Hotpot QA
(Yang et al., 2018)) are sensitive to multi-task learn-
ing. For the task relationship and transfer analysis,
Aribandi et al. (2021) train on two families simul-
taneously and evaluate the first one. We expand
the study of Aribandi et al. (2021) by adapting task
families and respective representative tasks to be
related to the text summarization task (Section 3.1),
considering different family combinations, training
approaches (Section 3.2), and tracking their per-
formance through additional metrics for different
unseen datasets (Section 4).

Multiple works leverage algorithms for the selec-
tion of training tasks, e.g., Ruder and Plank (2017)
use Bayesian Optimization to learn similarity mea-
sures (i.e., Jensen-Shannon divergence (Lin, 1991)
and Rényi divergence (Rényi et al., 1961)) and a
Beta-Bernoulli multi-armed bandit with Thompson
Sampling (Russo et al., 2018; Thompson, 1933) is
used by AutoSem (Guo et al., 2019). Conversely,
ExTS5 (Aribandi et al., 2021) does not rely on au-
tomatic training task selection approaches as de-
scribed by the preceding works and instead chooses
an empirical approach to select tasks for higher-
level task families. We follow the approach of
Aribandi et al. (2021)’s task representative selec-
tion when choosing our tasks as the training task
correlation analysis in ExT5 indicates which fami-
lies could positively influence text summarization.

3 Methodology

We name our study TOASTS, a Task-Oriented
AnalysiS for Text Summarization to investigate
the effects of different task family combinations
on English abstractive text summarization via a
multi-task learning architecture. TOASTS groups
selected pre-training tasks into task families and
explores the correlation of these families, their in-
fluence on two downstream tasks, and their aggre-



Task Family Task Dataset Source Characteristics
Classification Sentiment Classification GoEmotion (2020) Reddit multi-label CLS
[CLS] Sentiment Classification IMDB (2011) IMDB binary CLS
Topic Classification AG News (2015) ComeToMyHead multi-class CLS
Commonsense Fill-In-The-Blank Winogrande (2021) ‘WSC dataset binary options
[CMNS] Question Answering PhysicaliQA (2019) instructables.com binary options
Question Answering SocialiQA (2019) crowdsourced ternary options
Natural Language Inference ~ Textual Entailment CLS MNLI (2018) SNLI corpus multi-label CLS
[NLI] Textual Entailment CLS ANLI (2020) human-and-model- 1 1. e cL
in-the-loop dataset
Textual Entailment CLS QNLI (2018) Wikipedia binary classification
Reading Comprehension Binary QA BoolQ (2019) Google yes/no answer
[RC] Extractive QA SQuAD (2016) Wikipedia extractive answers
Abstractive QA TweetQA (2019) Twitter abstractive answers allowed
Advanced RC RC + Information Retrieval ~ HotpotQA (2018) Wikipedia multi-hop question answering
[RC*] RC + Open Domain QA Natural Questions (2019)  Google, Wikipedia answer information seeking questions
RC + CMNS ReCoRD (2018) CNN/DailyMail o ive Machine RC
and Internet Archive
Summarization Extractive SUM XSum (2018) BBC one-sentence summary
[SUM] Abstractive SUM WikiLingua [eng] (2020)  WikiHow one-sentence summary
Abstractive SUM AESLC (2019) E-Mail subject line generation

Table 1: Our selection of 18 representative datasets organized by their task family. For every dataset, we list the
target task, the source, and the characteristics of the data. For a complete list of tasks, please see Appendix A.

gation through three training schemes. Therefore,
we use pre-finetuning, a second inexpensive pre-
training stage between pre-training and fine-tuning,
which was recently proposed by Muppet (Agha-
janyan et al., 2021) and tested by ExT5 (Aribandi
et al., 2021). Pre-finetuning has two main parts:
the task family setup and the training strategies.
The task family setup groups different tasks and
related datasets into broader families according to
their primary objective. The tasks of these families
are then combined following a training strategy and
evaluated into a final task. Figure 1 illustrates the
components of TOASTS, which are detailed in the
following sections.

3.1 Task family setup

Selection. A myriad of NLP downstream tasks
(e.g., word sense disambiguation and paraphrase
detection) can be considered when choosing a
multi-task architecture. Without computational lim-
its, one could explore all possible permutations of
tasks and the influence of the respective tasks on
downstream performance. Unfortunately, as the
number of tasks grows by more than their facto-
rial number, joint training becomes computation-
ally prohibitive (Aribandi et al., 2021). There-
fore, we organize tasks into six high-level fami-
lies (Aribandi et al., 2021; Brown et al., 2020) and
perform combinations on their family levels: clas-
sification (CLS), commonsense reasoning (CMNS),
and natural language inference (NLI), reading com-
prehension (RC), advanced reading comprehension
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3 (RC*), summarization (SUM). We compose each
task family of three datasets that tackle different
aspects of the problem, as shown in Table 1.

The selected tasks in TOASTS should not be seen
as an exhaustive list of all NLP downstream tasks;
instead, they should be considered an educated se-
lection to measure task family influence on text
summarization. An extended list of planned tasks
for future analyses can be found in Table 7 in Ap-
pendix A.

Task mixing. After pre-selecting representative
tasks for each family, we control the percentage of
data ingested from each task using a task mixing
strategy. We consider two methods for process-
ing all combinations of task families: proportional
mixing (Sanh et al., 2019; Aribandi et al., 2021)
and equal mixing (Raffel et al., 2020). Equal mix-
ing picks training samples from each task with
equal probability, while proportional mixing sets
the probability to the proportion of each task’s size.
The use of proportional mixing as a default strategy
is the recommended approach for various multi-
task learning strategies (Sanh et al., 2019). How-
ever, continual multi-task learning (Section 3.2) re-
quires an equal mixing strategy even though related
studies have shown it to be sub-optimal (Raffel
et al., 2020). While we sample either proportional
or equal within task families, we draw equal be-
tween task families to balance the influence of po-
tentially different task families. We leave to future

3 Aribandi et al. (2021) refer to this family as Closed Book
Question Answering (CBQA).
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Figure 1: The central architecture of TOASTS. The intermediate training phase commences the task family setup
(left) by organizing the pre-selected training tasks into families of similar problems and applying two (proportional,
equal) intra-family mixing strategies. The training strategies (right) continue by processing and organizing
the generated task families into batches according to one of three training schemes (sequential, simultaneous,
continual multi-task learning). After pre-finetuning BART, the resulting model is finetuned and evaluated on two
abstractive text summarization datasets (Reddit TIFU, arXiv). The training/mixing scheme pairings are marked by

the background colors green and |blue .

work the investigation of the effects of different
amounts of tasks and samples per family.

3.2 Training strategies

Training Schemes. Multi-task learning during
a pre-finetuning stage allows us to start from a
pre-trained checkpoint, decreasing the final task’s
overall cost. We explore three multi-task learning
training schemes for the pre-finetuning as Figure 2
shows: sequential learning (seq) (McCloskey and
Cohen, 1989; Biesialska et al., 2020), simultaneous
learning (sim) (Caruana, 1997; Aghajanyan et al.,
2021), and continual multi-task learning (cMTL)
(Sun et al., 2020). In the sequential approach, train-
ing batches are composed of a single dataset, i.e.,
homogeneous batches, and their processing order
is sequentially randomized (Liu et al., 2019a). This
approach achieves a concentrated task learning on
the batch level while keeping the overall variety,
therefore learning a task more thoroughly before
moving to the next. For the simultaneous strat-
egy, we combine all tasks into a single pool and
draw randomly from it (Aghajanyan et al., 2021;
Aribandi et al., 2021). This prominent approach
introduces task variety on the batch level by con-
stantly challenging the model with different ap-
proaches, forcing it to identify intrinsic commonal-
ity between the task families quickly. For contin-
ual multi-task learning, we adjust the concept of
ERNIE 2.0 (Sun et al., 2020) to adapt it to our task
family configuration. As our tasks corpus is less
extensive than the training dataset used in ERNIE
2.0, we have to rejig the number of stages and train-
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ing steps in TOASTS. Therefore, when including
new tasks and task families, we change their total
number of steps to 9k, and 27k, respectively, as
Table 2 shows. One difference from ERNIE 2.0 is
that once a new task is introduced to the pipeline
and trained for the first time at timestep ¢, we move
it to the end of the queue of previously trained tasks
as the last one to be executed in ¢ 4+ 1. Using the
order in (Sun et al., 2020) as an alternative way
of including and carrying new tasks, yields worse
results (Table 8). Through the pre-determined task
order of this approach, we can control which task
families follow each other and how fundamental a
task is by introducing it earlier than others.

Task  S1 S2 S3 S4 S5 S18
TF1.1 500 500 500 500 500 500
TF1.2 - 1k 500 500 500 500
TF1.3 - - 1.5k 500 500 500
TF2.1 - - - 2k 500 500
TF22 - - - - 2.5k 500
.. - - - - - ... 500
TF6.3 - - - - - - 9k

Table 2: The number of batches during cMTL training
depends on the training stage and the number of intro-
duced tasks. S1 to S16 denote the stages when a new
task TF1.1 to TF6.3 is introduced. TF1.1 indicates the
first task of task family 1, TF1.2 the second task of task
family 1 etc.

4 Experimental setup

Model. For all experiments, we use BART-Large
(Lewis et al., 2020) to probe combinations of
task families, mixing, and training strategies in
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Figure 2: TOASTS’s three training strategies. (a) Sequential learning (seq) draws a batch with samples from one
task of a task family at a time for every training stage. The order of tasks is randomized. (b) Simultaneous learning
(sim) samples from all available tasks at the same time. (c) Continual multi-task learning (cMTL) introduces a new
task in each training stage, which is added to the end of the training queue.

TOASTS. BART is a two-stage denoising autoen-
coder that corrupts its input text and reconstructs it
through a sequence-to-sequence model. We chose
BART because of its ability to perform a wide
range of downstream tasks, such as paraphrase de-
tection (Wahle et al., 2022b), fake news identifica-
tion (Wahle et al., 2022a), and text summarization
(Lewis et al., 2020). Additionally, in our prelim-
inary experiments, BART also performed better
than other candidate models such as PEGASUS
(Zhang et al., 2020) and TS5 (Raffel et al., 2020)
(comparison in Tables 9 and 10 in appendix B).

Tokenization. We tokenize text using the BART-
Large tokenizer and augment all texts to include
task-specific prompts such as ’question:’ or
’context:’. Further, we structure the samples to
follow a uniform text-to-text style which allows
the model to handle multi-task learning across dif-
ferent task families without needing task-specific
losses, loss scaling or explicit gradient accumula-
tion on heterogeneous batches (Liu et al., 2019a;
Aghajanyan et al., 2021).

Hyperparameters. We run our experiments on 8
NVIDIA A100s with a total of 320GB GPU mem-
ory. The models are trained with a total batch size
of 8 for three epochs and up to 60k global steps
for six task families during pre-finetuning (fine-
tuning: 16k for Reddit TIFU, 70k for arXiv) with
half-precision (fp16). The pre-finetuning takes be-
tween 17min (single task family) and 11h (all task
families). The finetuning takes 2.2h for Reddit
TIFU and 19.85h for arXiv. During pre-finetuning,
we set the input sequence to 512 tokens and the tar-
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get sequence to 128 as a compromise for training
time and context. During finetuning, the sequence
lengths are increased to 1024 and 512 for input and
target, respectively, to capture the full context of
both evaluation datasets. For other hyperparame-
ters we refer the reader to Table 41 in Appendix D.

Evaluation. To understand each task family’s in-
fluence, mixing, and training strategies, we evalu-
ate the text summarization task using two datasets:
Reddit TIFU (Kim et al., 2019) and arXiv (Co-
han et al., 2018). Reddit TIFU is composed of
120K posts from online conversations, with the
task of creating a tldr* summary from the post.
The arXiv dataset consists of 250K scientific ar-
ticles with the task of deriving the abstract from
the full text. These datasets are commonly referred
to as challenging abstractive summarization tasks
(Zhang et al., 2020; He et al., 2020). In combina-
tion, they provide a balanced landscape as Reddit
TIFU contains shorter examples with an average of
432 words per post and 23 per summary, relying on
simpler linguistic, and arXiv longer examples with
4938 words per document and 220 per summary
constructed from elaborated text.

During our experiments, we consider a combina-
tion of count-based and semantic metrics to as-
sess the quality of produced summaries. We use
BLEU (Papineni et al., 2002), ROUGE (1, 2, L)
(Lin, 2004), and METEOR (Banerjee and Lavie,
2005), which favor precision, recall, and harmonic
mean, respectively. Even though these traditional
metrics can work well for similarly worded sum-

*too long; didn’t read



Reddit TIFU arXiv

Task Families seq sim c¢cMTL seq sim cMTL
CLS 0226 0233 0060 0.154 0287  0.286
CMNS 0226 0078 0078 0286 0.197  0.163
NLI 0030 0082 0082 0168 0111  0.182
RC 0230 0235 0230 0282 0284 0.282
RC* 0224 0082 0078 0282 0.289  0.203
SUM 0231 0235 0231 0288 0282 0.286
ALL 0222 0228 0037 0281 0279 0.008
BART (baseline)  0.087"  0.087"  0.087" 02817 0.2817 0281

Table 3: Results (METEOR) for single task families and the combination of all task families for the Reddit TIFU
and arXiv datasets. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent from training. TRepeated result for baseline without training scheme.

maries, they are limited when wording changes, but
the semantic meaning remains the same (Bhandari
et al., 2020; Huang et al., 2021). To assess seman-
tic similarity better, we also include BERTScore
(Zhang et al., 2019a), a similarity measure that
maximizes the cosine similarity between candidate
and reference contextualized token embeddings via
BERT (Devlin et al., 2019) in a greedy manner.

4.1 Experimental results and discussion

We structure our experiments into four research
questions, which tackle the relevance of task fami-
lies and dataset compatibility (RQ1), the effects of
co-training text summarization task families with
other families (RQ2), the co-training of task fami-
lies excluding text summarization (RQ3), and the
co-training of text summarization and two different
task families (RQ4).

We pre-finetune our baseline model (BART-Large)
for each experiment on specific task families (e.g.,
CLS, CMNS) and evaluate the resulting models
into the Reddit TIFU and arXiv datasets. Tables 3
to 6 show the different task mixing and training
strategies. Sequential (seq) and simultaneous (sim)
training strategies use proportional mixing, while
continual multi-task learning (cMTL) uses equal
mixing. Because of space constraints, we report
our results only for the METEOR metric, which
proved to be the most sensitive to our experiments.
We include a complete list of results for BertScore,
BLEU, METEOR, and ROUGE (1, 2, L) in Appen-
dices C.1 and C.2.

RQ1: Does increasing the number of pre-finetuning
datasets increase downstream task performance for
text summarization?

A. To identify if the text summarization down-
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stream task benefits from unconstrained usage of
multiple task families, we compare how each task
family performs against the combination of all.

As Table 3 shows, the SUM task family consis-
tently outperforms the combination of all families
for both datasets (followed by RC), except for the
sim training scheme on arXiv. The increase in per-
formance through pre-training SUM is somehow
expected, as it is the most related task family to
the actual problem, i.e., abstractive text summariza-
tion. Conversely, NLI performs the worst when
compared to any other task family. Pre-finetuning
generally positively affects BART compared to its
baseline, except for a few cases (e.g., cMTL-RC™,
NLI). Overall, the sim training strategy greatly in-
fluenced downstream task performance.

Our results suggest that combining all task fami-
lies is suboptimal for text summarization, which
challenges recent observations for other NLP tasks
(Aghajanyan et al., 2021; Aribandi et al., 2021).
Also, increasing the number of task families re-
quires high compute budgets. As we train each
task family individually or all simultaneously, it is
unclear how much influence a summarization task
family (e.g., SUM) has on the others.

RQ2: How much does the text summarization task
affect other task families?

A. As SUM is closely related to the text summariza-
tion task, and it yields the best results in RQ1, we
explore how its combination with another task fam-
ily affects the resulting model. Table 4 shows the
results of combining SUM with other task fam-
ilies. Aside from a few cases (e.g., arXiv sim
for SUM+RC™), pairing with the SUM family im-
proves over almost every single run in Table 3 and
the combination of all task families.



Reddit TIFU arXiv

Task Families seq sim cMTL seq sim cMTL
SUM+CLS 0230 0233 0.077 0285 0285 0.283
SUM+CMNS 0232 0231 0234 0153 0286  0.288
SUM+NLI 0223 0233 0223 0282 0.287 0282
SUM+RC 0233 0229 0234 0.285 0280  0.283
SUM+RC* 0230 0225 0.234 0284 0281 0.284
BART (baseline) 0.087"  0.087" 0.087" 02817 0.2817 02811

Table 4: Results (METEOR) for the combination of SUM and different task families for the Reddit TIFU and arXiv
datasets. Values in bold represent the highest results for a training scheme. Underlined values are the highest results
for that dataset independent of training. TRepeated result for baseline without training scheme.

While some task families’ combinations obtain
small benefits (seq-SUM+RC), others are greatly
affected (e.g., cMTL-SUM+CMNS) for both
datasets. The BART baseline performs bet-
ter than the pre-finetuning in only two cases,
i.e., SUM+CLS for Reddit TIFU (cMTL) and
SUM+CMNS for arXiv (seq). We observe fewer
outliers with low scores when pairing SUM with
other task families than in RQ1. Individual train-
ing improved the performance on arXiv the most
(seq and sim), while for Reddit TIFU, the combi-
nation of task families was more effective (seq and
cMTL).

Low scores are also less frequent when combin-
ing task families with one exception, i.e., cMTL-
SUM+CLS for Reddit TIFU. The lowest scores in
RQ1 (e.g., NLI, CMNS) and RQ2 (CLS) might be
related to the fact that these tasks are not contribut-
ing to the learned weights of the downstream task.
As Reddit TIFU uses mostly informal language
and its input sequence and summaries are short,
this might justify these low scores.

The improvements in Table 4 over the BART base-
line are likely to be related to the SUM family
rather than a mixing strategy or training scheme.
The results of individually training the SUM fam-
ily (RQ1) are equal or marginally higher when
combined with other task families (e.g., 0.233 for
SUM+RC vs. 0.231 SUM). As the SUM family
seems to substantially impact co-training multiple
tasks, we are interested in evaluating the influence
of families other than SUM.

RQ3: How do non text summarization task families
influence each other?

A. We remove the SUM family and co-train all pos-
sible pairs of task families. Table 5 shows that the
co-training of non text summarization task families

(e.g., NLI+RC™) can achieve equal or better results
in comparison to single SUM training (Table 3) or
its combination with other task families (Table 4)
for both Reddit TIFU and arXiv. Other combina-
tions such as CLS+RC and RC+RC* also achieve
strong results.

Conversely, the combination of task families with
good results individually seems to have a harmful
influence on each other when paired. While CLS
and CMNS have good results individually (0.226
and 0.226 for the seq strategy on Reddit TIFU),
their pairing (e.g., CLS+CMNYS) is strongly neg-
ative (e.g., 0.078 for the seq strategy on Reddit
TIFU). As in Table 3, different training schemes
seem to be a less dominant factor than task family
choice during pre-finetuning. Therefore, a proper
task family combination should precede architec-
tural training options.

Our results suggest that non text summarization
task families can be used to substitute for the SUM
family. Specifically, all best-performing results in-
clude RC or RC* in their configuration. A possible
explanation for the stark influence of RC/RC™ is
that their problem of understanding texts is closely
related to summarizing texts. A link between read-
ing comprehension and text summarization is also
observed by psychologists in various studies (e.g.,
Cohen (2006); Kintsch and van Dijk (1978); Yu
(2008)).

RQ4: How are non text summarization task family
pairs affected by SUM?

A. Considering the positive effect of SUM in other
families (RQ2), we investigate its influence in task
family pairs (RQ3) as Table 6 shows. For this re-
search question, we only consider Reddit TIFU as
it provides a more challenging scenario (i.e., in-
formal, short texts) and limits our computational
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Reddit TIFU arXiv

Task Families seq sim cMTL seq sim cMTL
CLS+CMNS 0.078 0.078 0.060 0.078 0.050 0.162
CLS+NLI 0.077 0.077 0046 0.050 0.003 0.276
CLS+RC 0231 0231 0230 0287 0283 0.181
CLS+RC* 0229 0229 0082 0284 0.288  0.287
CMNS+NLI 0231 0231 0081 0.137 0212 0.118
CMNS+RC 0227 0227 0077 0283 0284 0.179
CMNS+RC* 0232 0232 0232 0279 0280 0.082
NLI+RC 0231 0231 0231 0285 0285 0.284
NLI+RC* 0233 0234 0227 0286 0290 0.282
RC+RC* 0228 0228 0228 0.287 0281 0.285
BART (baseline) 0.087F  0.0877  0.087"7 02817 0.2817 02811

Table 5: Results (METEOR) for the combination of all pairs of task families (except for SUM) for the Reddit TIFU
and arXiv datasets. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training. TRepeated result for baseline without training scheme.

Reddit TIFU

Task Families seq sim MTL
SUM+CLS+CMNS 0228  0.227  0.077
SUM+CLS+NLI 0231 0231  0.082
SUM+CLS+RC 0.235 0228  0.229
SUM+CLS+RC* 0.235 0233  0.082
SUM+CMNS+NLI 0230  0.236  0.229
SUM+CMNS+RC 0234 0232  0.230
SUM+CMNS+RC* 0232  0.231  0.228
SUM+NLI+RC 0229 0231 0228
SUM+NLI+RC* 0.234 0229  0.229
SUM+RC+RC* 0227 0234 0228
BART (baseline) 0.087F  0.087t  0.087°

Table 6: Results (METEOR) for the combination of
all pairs of task families and SUM for Reddit TIFU.
Values in bold represent the highest results for a training
scheme. Underline values are the highest results for that
dataset independent of training. 'Repeated result for
baseline without training scheme.

budget (family co-training is increasingly expen-
sive when the number of task families grows).

Including SUM mitigates the adverse effects of
combining CLS+CMNS (e.g., 0.228 vs. 0.078
for the seq training scheme) and CLS+NLI (e.g.,
0.231 vs. 0.077 for the seq training scheme), ex-
cept for the cMTL training scheme. However, the
scores for CLS+RC™ are almost unchanged. The
seq and sim training schemes still perform best
(e.g., CMNS+NLI) but for different task family
combinations compared to the previous research
questions’ results (e.g., NLI+RC* in RQ3). For the
best performing task families pairs in RQ3, only
CLS+RC and CLS+RC" are still the top results
when including SUM. As in Table 4, the SUM
family seems to provide stability to the results, as
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we see fewer fluctuations than in Table 5. We as-
sume the stability provided by SUM would also be
present in the inclusion of more task families. Fur-
ther, we observe the positive influence of RC and
RC* when pairing three task families excluding
SUM (Tables 26 to 28).

5 Conclusion & Future Work

In this work, we studied the influence of multi-task
learning combinations of task families during the
pre-finetuning stage for English abstractive text
summarization. We trained three different training
strategies, six task families composed of 18 tasks,
and evaluated two downstream tasks.

Our experiments show that non text summarization
task families, e.g., advanced reading comprehen-
sion, can be used as a substitute for the summariza-
tion task (RQ?2) or the combination of all task fam-
ilies (RQ1). However, including the summariza-
tion task family in the training process positively
impacts the downstream performance compared
to non text summarization family combinations.
Further, our analysis shows that training strategies
have little influence on the overall performance
compared to the task family selection.

We see this analysis as the first step to understand-
ing training strategies and task families for text
summarization. In the future, we want to investi-
gate more tasks (both in number and diversity) per
task family, training schemes, and mixing strate-
gies. We also plan to include psychological studies
comparing the similarities of textual understand-
ing tasks as a starting point for task family pre-
selection.



Limitations

With the organization of tasks and datasets into
task families, this study highly depends on these
representative tasks’ domain and expressiveness.
As Aribandi et al. (2021) faced similar problems,
we followed their guidance to select representatives
to consist of a diverse set of datasets to train and
evaluate on and to partition task families as mu-
tually exclusive as possible while being related to
abstractive text summarization. However, none of
the datasets are perfectly isolated and can only be
used as a proxy for a larger task family.

Ethical Considerations

This study depends on existing resources and gen-
erative models; thus, it is not free of biases and
possible ethical considerations. One problem is
the generation of text summaries that contain non-
factual information, meaning distortion, social bi-
ases such as political stances, or abusive language
(Gooding, 2022). To mitigate these problems we
plan to condition the generation of trained models
for unsafe content or other harmful text to return
an empty string.

Furthermore, TOASTS is licensed to the public un-
der a copyright policy that allows unlimited repro-
duction, distribution, and hosting on any website
or medium. Hence, anyone can exploit its limita-
tions and inherited biases to propagate and amplify
unintentional societal problems.
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A Tasks and Families

Table 7 shows an extended version of pre-
finetuning tasks in Table 1 to-be-considered in fu-
ture work

B Additional Models

Tables 8 to 10 shows the results for different models
and loop orders. BART performed best compared
to models from related work, which is why we
chose the model throughout our experiments.

C Extended Results

C.1 Extended Results on Reddit TIFU

Tables 13 to 27 show the detailed evaluation for
each research question and all tested combinations
of task families evaluated on the Reddit TIFU
datasets. The tables are divided according to their
training scheme, i.e., each table shows one of the
three training schemes (sim, seq, cMTL).

C.2 Extended Results on arXiv

Tables 31 to 39 show the detailed evaluation for
each research question and all tested combinations
of task families evaluated on the arXiv datasets.
The tables are divided according to their training
scheme, i.e., each table shows one of the three
training schemes (sim, seq, cMTL).

D Hyperparameters

Table 41 shows the hyperparameters used through-
out the pre-finetuning and finetuning experiments.
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TF Task Dataset Citation

CLS Topic Classification AG News (Zhang et al., 2015)
Text Classification Civil Comments (Borkan et al., 2019)
Text Classification FEVER (Thorne et al., 2018)
Emotion Classification GoEmotions (Demszky et al., 2020)
Sentiment Classification IMDB (Maas et al., 2011)
Sentiment Classification Rotten Tomatoes (Pang and Lee, 2005)
Text Classification Trec (Li and Roth, 2002; Hovy et al., 2001)
classification Word-in-Context (Pilehvar and Camacho-Collados, 2018)
Sentiment Classification Yelp Polarity (Zhang et al., 2015)
Linguistic Acceptability CoLA (Warstadt et al., 2018)
Sentiment Classification SST-2 (Socher et al., 2013)

CMNS  Open Domain QA AI2 Reasoning

(Challenge ARC) (Yadav et al., 2019)
Concepts to Text Generation CommonGen (CG) (Lin et al., 2019)
Sequential Question Answering CQA (Saha et al., 2018)
Commonsense Inference HellaSWAG (Zellers et al., 2019)
Question Answering PhysicaliQA (Bisk et al., 2019)
Question Answering SocialiQA (Sap et al., 2019)
Text Classification SWAG (Zellers et al., 2018)
Fill-In-A-Blank WinoGrande (Sakaguchi et al., 2021)
Question Answering Winograd Scheme

(Challenge) (Kocijan et al., 2020)
Open-Domain-QA CommonSense QA (Talmor et al., 2018)

NLI Textual Entailment Classification ANLI (Adverserial NLI) (Williams et al., 2020)
Natural Language Inference HANS (McCoy et al., 2019)
Textual Entailment Classification MNLI (Williams et al., 2018)
Textual Entailment Classification QNLI (Wang et al., 2018)
Textual Entailment Classification RTE (Poliak, 2020)

Textual Entailment Classification SciTail (Khot et al., 2018)
Natural Language Inference SNLI (Zhang et al., 2019b)
Natural Language Inference WNLI (Wang et al., 2018)

RC Binary QA BoolQ (Clark et al., 2019)
Multiple Choice QA Cosmos QA (Huang et al., 2019)
Multi-Sentence QA Eraser Multi RC (DeYoung et al.; Khashabi et al., 2018)
Extractive QA SQUAD (Rajpurkar et al., 2016)
Extractive QA TriviaQA (Joshi et al., 2017)
Abstractive QA TweetQA (Xiong et al., 2019)
Multiple Choice QA RACE (Lai et al., 2017)

RC* Text2Text Generation E2E (Dusek et al., 2020)

RC + Question Answering MSMarco (Bajaj et al., 2016)

RC + Open Domain QA Natural Questions (Kwiatkowski et al., 2019)
RC + Commonsense Reasoning RECORD (Zhang et al., 2018)

RC + Information Retrieval HotpotQA (Yang et al., 2018)

RC + Extractive QA DROP (Dua et al., 2019)

SUM Abstractive Summarization Aeslc (Zhang and Tetreault, 2019)
Extractive Summarization Billsum (Eidelman, 2019)
Abstractive Summarization CNN (See et al., 2017; Hermann et al., 2015)
Headline Generation Gigaword (Rush et al., 2015)
Abstractive Summarization Multinews (Fabbri et al., 2019)
Abstractive Summarization WikiLingua [eng] (Ladhak et al., 2020)
Extractive Summarization XSUM (Narayan et al., 2018)

Table 7: An extended list of Table 1. This list can be used to extend TOASTS to more tasks and datasets in future
work. TF stands for Task Family.
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METEOR ROUGE-1 ROURGE-2 ROUGE-L

order BERTScore BLEU
ascending (ours)  0.881 0.057
descending 0.861 0.003

0.229 0.284
0.082 0.095

0.096 0.228
0.012 0.085

Table 8: Results of different loop orders tested. Let ¢ denote the current training stage, then the ascending order for
the training stage ¢ is Tasky, Task;, Tasks, ..., Task; _ ;. The descending order follows for the same training stage ¢

the form Task;, Task; _ 1, Task; _ o, ..

., Task;.

BLEU METEOR ROUGE-1

ROUGE-2 ROUGE-L Time

model BERTScore
BART 0.881
T5 0.881
PEGASUS 0.876

0.061 0.231 0.286 0.100 0.233 0.75h
0.052 0.218 0.282 0.090 0.229 1.15h
0.058 0.215 0.264 0.094 0.216 1h

Table 9: Results of different models used. The models were finetuned on Reddit TIFU without pre-finetuning and
with full precision. Values in bold represent the highest results for a training scheme.

model BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L Time
BART 0.864 0.129 0.306 0.444 0.168 0.267 13.5h
T5 0.864 0.120 0.291 0.416 0.153 0.272 27.5h
PEGASUS 0.858 0.122 0.291 0.414 0.148 0.253 18.5h

Table 10: Results of different models used. The models were finetuned on arXiv without pre-finetuning and with
full precision. Values in bold represent the highest results for a training scheme.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
CLS 0.881 0.057 0.226 0.282 0.097 0.229
CMNS 0.881 0.055 0.226 0.282 0.095 0.228
NLI 0.869 0.000 0.030 0.088 0.006 0.083
RC 0.882 0.057 0.230 0.285 0.098 0.230
RC* 0.881 0.056 0.224 0.281 0.096 0.229
SUM 0.881 0.061 0.231 0.287 0.098 0.231
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 11: RQI results (single task family) for Reddit TIFU and the sequential strategy. Values in bold represent
the highest results for a training scheme. Underlined values are the highest results for that dataset independent of

training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
CLS 0.881 0.061 0.233 0.286 0.099 0.232
CMNS 0.863 0.003 0.078 0.091 0.013 0.081
NLI 0.863 0.003 0.082 0.095 0.012 0.085
RC 0.881 0.061 0.235 0.290 0.100 0.232
RC* 0.863 0.003 0.082 0.095 0.012 0.085
SUM 0.882 0.062 0.235 0.288 0.102 0.234
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 12: RQ1 results (single task family) for Reddit TIFU and the simultaneous strategy. Values in bold represent
the highest results for a training scheme. Underlined values are the highest results for that dataset independent of

training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS 0.853 0.002 0.060 0.095 0.012 0.085
CMNS 0.863 0.003 0.078 0.091 0.013 0.081
NLI 0.863 0.003 0.082 0.095 0.012 0.085
RC 0.881 0.059 0.230 0.287 0.098 0.231
RC* 0.863 0.003 0.078 0.091 0.013 0.080
SUM 0.881 0.059 0.231 0.287 0.098 0.232
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 13: RQI results (single task family) for Reddit TIFU and the continual multi-task learning strategy. Values in
bold represent the highest results for a training scheme. Underlined values are the highest results for that dataset
independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.880 0.053 0.222 0.278 0.092 0.225
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 14: RQ1 results (all task families) for Reddit TIFU and the sequential strategy. Values in bold represent
the highest results for a training scheme. Underlined values are the highest results for that dataset independent of
training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.881 0.057 0.228 0.283 0.095 0.228
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 15: RQ1 results (all task families) for Reddit TIFU and the simultaneous strategy. Values in bold represent
the highest results for a training scheme. Underlined values are the highest results for that dataset independent of
training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.819 0.000 0.037 0.000 0.000 0.000
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 16: RQI results (all task families) for Reddit TIFU and the continual multi-task learning strategy. Values in
bold represent the highest results for a training scheme. Underlined values are the highest results for that dataset
independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.881 0.061 0.230 0.284 0.098 0.230
SUM + CMNS 0.881 0.060 0.232 0.287 0.098 0.231
SUM + NLI 0.881 0.053 0.223 0.280 0.094 0.225
SUM + RC 0.882 0.061 0.233 0.288 0.100 0.235
SUM + RC* 0.881 0.060 0.230 0.285 0.098 0.232
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 17: RQ2 results (pairing of the summarization task family with another task family) for Reddit TIFU and the
sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.881 0.061 0.233 0.287 0.096 0.232
SUM + CMNS 0.881 0.059 0.231 0.284 0.097 0.230
SUM + NLI 0.881 0.062 0.233 0.287 0.098 0.231
SUM + RC 0.881 0.059 0.229 0.286 0.097 0.231
SUM + RC* 0.881 0.057 0.225 0.283 0.096 0.229
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 18: RQ2 results (pairing of the summarization task family with another task family) for Reddit TIFU and the
simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.864 0.003 0.077 0.093 0.013 0.081
SUM + CMNS 0.881 0.062 0.234 0.289 0.100 0.236
SUM + NLI 0.881 0.053 0.223 0.280 0.095 0.225
SUM + RC 0.881 0.062 0.234 0.290 0.100 0.233
SUM + RC* 0.881 0.061 0.234 0.288 0.100 0.233
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 19: RQ2 results (pairing of the summarization task family with another task family) for Reddit TIFU and the
continual multi-task learning strategy. Values in bold represent the highest results for a training scheme. Underlined
values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.863 0.003 0.078 0.091 0.013 0.081
CLS + NLI 0.864 0.003 0.077 0.093 0.013 0.081
CLS +RC 0.881 0.059 0.231 0.288 0.097 0.232
CLS +RC* 0.881 0.059 0.229 0.286 0.097 0.231
CMNS + NLI 0.881 0.060 0.231 0.286 0.099 0.231
CMNS + RC 0.881 0.059 0.227 0.282 0.096 0.228
CMNS + RC* 0.881 0.061 0.232 0.287 0.097 0.231
NLI + RC* 0.881 0.061 0.233 0.289 0.100 0.234
NLI + RC 0.881 0.058 0.231 0.286 0.097 0.231
RC + RC* 0.881 0.058 0.228 0.284 0.096 0.230
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 20: RQ3 results (pairing of two task families excluding the text summarization family) for Reddit TIFU and
the sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset, independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.863 0.003 0.078 0.091 0.013 0.081
CLS + NLI 0.864 0.003 0.077 0.093 0.013 0.081
CLS +RC 0.881 0.059 0.231 0.288 0.097 0.232
CLS +RC* 0.881 0.059 0.229 0.286 0.097 0.231
CMNS + NLI 0.881 0.060 0.231 0.286 0.099 0.231
CMNS + RC 0.881 0.059 0.227 0.282 0.096 0.228
CMNS + RC* 0.881 0.061 0.232 0.287 0.097 0.231
NLI + RC 0.881 0.058 0.231 0.286 0.097 0.231
NLI + RC* 0.881 0.061 0.234 0.289 0.100 0.234
RC + RC* 0.881 0.058 0.228 0.284 0.096 0.223
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 21: RQ3 results (pairing of two task families excluding the text summarization family) for Reddit TIFU and
the simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are
the highest results for that dataset independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.853 0.002 0.060 0.095 0.012 0.085
CLS + NLI 0.869 0.000 0.046 0.056 0.007 0.055
CLS +RC 0.881 0.060 0.230 0.286 0.099 0.232
CLS + RC* 0.863 0.003 0.082 0.095 0.012 0.085
CMNS + NLI 0.865 0.002 0.081 0.099 0.012 0.089
CMNS + RC 0.864 0.003 0.077 0.093 0.013 0.081
CMNS + RC* 0.881 0.062 0.232 0.287 0.099 0.233
NLI +RC 0.881 0.060 0.231 0.287 0.098 0.232
NLI + RC* 0.881 0.057 0.227 0.283 0.096 0.229
RC +RC* 0.881 0.059 0.228 0.284 0.098 0.230
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 22: RQ3 results (pairing of two task families excluding the text summarization family) for Reddit TIFU
and the continual multi-task learning strategy. Values in bold represent the highest results for a training scheme.
Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
SUM + CLS + CMNS 0.881 0.060 0.228 0.286 0.098 0.232
SUM + CLS + NLI 0.881 0.059 0.231 0.285 0.098 0.231
SUM + CLS +RC 0.882 0.060 0.235 0.288 0.099 0.234
SUM + CLS + RC* 0.881 0.062 0.235 0.288 0.100 0.232
SUM + CMNS + NLI 0.881 0.059 0.230 0.284 0.096 0.229
SUM + CMNS +RC 0.882 0.061 0.234 0.288 0.099 0.232
SUM + CMNS + RC* 0.881 0.062 0.232 0.287 0.100 0.233
SUM + NLI + RC 0.881 0.060 0.229 0.283 0.096 0.230
SUM + NLI + RC* 0.881 0.061 0.234 0.289 0.099 0.234
SUM +RC + RC* 0.882 0.058 0.227 0.284 0.099 0.232
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 23: RQ4 results (pairing of the summarization task family with two other task families) for Reddit TIFU and
the sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
SUM + RC* + CLS 0.881 0.061 0.233 0.289 0.099 0.232
SUM + RC* + CMNS 0.881 0.061 0.231 0.286 0.099 0.232
SUM + RC* + NLI 0.881 0.058 0.229 0.285 0.098 0.231
SUM + RC* + RC 0.881 0.059 0.234 0.287 0.097 0.232
SUM + CLS + CMNS 0.881 0.057 0.227 0.283 0.096 0.229
SUM + CLS + NLI 0.881 0.060 0.231 0.284 0.099 0.229
SUM + CLS +RC 0.881 0.058 0.228 0.286 0.098 0.230
SUM + CMNS + NLI 0.881 0.064 0.236 0.289 0.100 0.233
SUM + CMNS +RC 0.881 0.061 0.232 0.288 0.099 0.233
SUM + NLI + RC 0.881 0.061 0.231 0.287 0.098 0.233
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 24: RQ4 results (pairing of the summarization task family with two other task families) for Reddit TIFU and
the simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are
the highest results for that dataset independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS + CMNS 0.864 0.003 0.077 0.093 0.013 0.081
SUM + CLS + NLI 0.863 0.003 0.082 0.095 0.012 0.085
SUM + CLS + RC 0.881 0.058 0.229 0.285 0.098 0.231
SUM + CLS + RC* 0.863 0.003 0.082 0.095 0.012 0.085
SUM + CMNS + NLI 0.881 0.059 0.229 0.285 0.098 0.230
SUM + CMNS +RC 0.881 0.059 0.230 0.285 0.099 0.232
SUM + CMNS + RC* 0.881 0.059 0.228 0.284 0.096 0.229
SUM + NLI +RC 0.881 0.059 0.228 0.284 0.096 0.230
SUM + NLI + RC* 0.881 0.058 0.229 0.284 0.096 0.230
SUM +RC + RC* 0.881 0.059 0.228 0.285 0.097 0.230
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 25: RQ4 results (pairing of the summarization task family with two other task families) for Reddit TIFU
and the contniual multi-task learning strategy. Values in bold represent the highest results for a training scheme.
Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
CLS + CMNS + NLI 0.752 0.000 0.034 0.044 0.000 0.040
CLS + CMNS +RC 0.881 0.062 0.235 0.287 0.099 0.231
CLS + CMNS +RC* 0.881 0.062 0.231 0.286 0.098 0.232
CLS + NLI + RC 0.881 0.059 0.233 0.289 0.099 0.233
CLS + NLI + RC* 0.881 0.059 0.232 0.286 0.097 0.231
CLS + RC + RC* 0.880 0.060 0.232 0.285 0.098 0.230
CMNS + NLI +RC 0.880 0.059 0.229 0.284 0.095 0.230
CMNS + NLI + RC* 0.881 0.059 0.231 0.284 0.096 0.230
CMNS + RC + RC* 0.881 0.058 0.232 0.285 0.097 0.230
NLI + RC + RC* 0.881 0.058 0.230 0.284 0.097 0.229
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 26: RQ4 results (pairing of three task families excluding the text summarization family) for Reddit TIFU and
the sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
CLS + CMNS + NLI 0.746 0.000 0.024 0.028 0.000 0.275
CLS + CMNS +RC 0.881 0.060 0.232 0.287 0.099 0.232
CLS + CMNS +RC* 0.863 0.003 0.082 0.095 0.012 0.085
CLS + NLI + RC 0.881 0.059 0.228 0.285 0.098 0.230
CLS + NLI + RC* 0.881 0.057 0.225 0.283 0.097 0.231
CLS +RC + RC* 0.881 0.058 0.227 0.282 0.097 0.229
CMNS + NLI +RC 0.766 0.000 0.020 0.009 0.000 0.009
CMNS + NLI + RC* 0.881 0.058 0.230 0.283 0.097 0.229
CMNS + RC + RC* 0.881 0.061 0.234 0.288 0.097 0.231
NLI + RC + RC* 0.881 0.059 0.230 0.284 0.096 0.229
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 27: RQ4 results (pairing of three task families excluding the text summarization family) for Reddit TIFU and
the simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are
the highest results for that dataset independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS + NLI 0.751 0.000 0.017 0.000 0.000 0.000
CLS + CMNS +RC 0.753 0.000 0.009 0.015 0.000 0.015
CLS + CMNS +RC* 0.861 0.002 0.064 0.057 0.012 0.054
CLS + NLI + RC 0.864 0.003 0.077 0.093 0.013 0.081
CLS + NLI + RC* 0.863 0.003 0.082 0.095 0.012 0.085
CLS + RC + RC* 0.747 0.000 0.025 0.020 0.000 0.020
CMNS + NLI +RC 0.867 0.004 0.105 0.125 0.012 0.101
CMNS + NLI + RC* 0.881 0.058 0.228 0.285 0.096 0.230
CMNS + RC + RC* 0.881 0.060 0.229 0.284 0.098 0.230
NLI + RC + RC* 0.881 0.059 0.231 0.286 0.098 0.231
BART 0.858 0.003 0.087 0.105 0.011 0.090

Table 28: RQ4 results (pairing of three task families excluding the text summarization family) for Reddit TIFU
and the continual multi-task learning strategy. Values in bold represent the highest results for a training scheme.
Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS 0.820 0.018 0.154 0.248 0.048 0.163
CMNS 0.860 0.119 0.286 0.432 0.167 0.249
NLI 0.817 0.020 0.168 0.266 0.048 0.169
RC 0.859 0.117 0.282 0.427 0.165 0.247
RC* 0.859 0.117 0.282 0.426 0.164 0.246
SUM 0.859 0.121 0.288 0.431 0.167 0.249
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 29: RQI results (single task family) for arXiv and the sequential strategy. Values in bold represent the highest
results for a training scheme. Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS 0.860 0.120 0.287 0.430 0.167 0.248
CMNS 0.806 0.011 0.197 0.215 0.038 0.137
NLI 0.812 0.006 0.111 0.187 0.016 0.123
RC 0.859 0.119 0.284 0.430 0.166 0.248
RC* 0.859 0.120 0.289 0.431 0.167 0.248
SUM 0.859 0.117 0.282 0.429 0.166 0.248
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 30: RQ1 results (single task family) for arXiv and the simultaneous strategy. Values in bold represent the
highest results for a training scheme. Underlined values are the highest results for that dataset independent of
training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS 0.859 0.119 0.286 0.429 0.166 0.248
CMNS 0.819 0.017 0.163 0.295 0.051 0.171
NLI 0.815 0.018 0.182 0.272 0.044 0.170
RC 0.859 0.117 0.282 0.426 0.164 0.246
RC* 0.817 0.020 0.203 0.249 0.051 0.159
SUM 0.860 0.119 0.286 0.431 0.167 0.249
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 31: RQI1 results (single task family) for arXiv and the continual multi-task learning strategy. Values in
bold represent the highest results for a training scheme. Underlined values are the highest results for that dataset
independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.859 0.116 0.281 0.427 0.165 0.248
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 32: RQI results (all task families) for arXiv and the sequential strategy. Values in bold represent the highest
results for a training scheme. Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.859 0.115 0.279 0.425 0.164 0.246
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 33: RQ1 results (all task families) for arXiv and the simultaneous strategy. Values in bold represent the highest
results for a training scheme. Underlined values are the highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L
ALL 0.729 0.000 0.008 0.009 0.000 0.009
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 34: RQ1 results (all task families) for arXiv and the continual multi-task learning strategy. Values in bold
represent the highest results for a training scheme. Underlined values are the highest results for that dataset
independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.860 0.119 0.285 0.430 0.167 0.249
SUM + CMNS 0.811 0.016 0.153 0.254 0.046 0.164
SUM + NLI 0.859 0.117 0.282 0.427 0.165 0.247
SUM + RC 0.859 0.119 0.285 0.430 0.166 0.248
SUM + RC* 0.859 0.118 0.284 0.428 0.166 0.247
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 35: RQ2 results (pairing of the summarization task family with another task family) for arXiv and the
sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.860 0.119 0.285 0.429 0.166 0.247
SUM + CMNS 0.860 0.119 0.286 0.432 0.167 0.249
SUM + NLI 0.859 0.120 0.287 0.431 0.167 0.249
SUM + RC 0.859 0.115 0.280 0.427 0.164 0.247
SUM + RC* 0.859 0.116 0.281 0.427 0.164 0.247
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 36: RQ2 results (pairing of the summarization task family with another task family) for arXiv and the
simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

SUM + CLS 0.859 0.117 0.283 0.429 0.165 0.248
SUM + CMNS 0.860 0.120 0.288 0.432 0.167 0.249
SUM + NLI 0.859 0.117 0.282 0.427 0.165 0.247
SUM + RC 0.859 0.118 0.283 0.428 0.166 0.247
SUM + RC* 0.859 0.118 0.284 0.428 0.166 0.247
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 37: RQ2 results (pairing of the summarization task family with another task family) for arXiv and the continual
multi-task learning strategy. Values in bold represent the highest results for a training scheme. Underlined values
are the highest results for that dataset independent of training.
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Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.863 0.003 0.078 0.091 0.013 0.081
CLS + NLI 0.731 0.000 0.050 0.086 0.000 0.050
CLS +RC 0.859 0.116 0.287 0.427 0.165 0.247
CLS + RC* 0.859 0.118 0.284 0.430 0.167 0.248
CMNS + NLI 0.821 0.010 0.137 0.261 0.045 0.176
CMNS + RC 0.860 0.117 0.283 0.429 0.165 0.248
CMNS + RC* 0.859 0.115 0.279 0.426 0.164 0.247
NLI + RC 0.859 0.119 0.285 0.429 0.166 0.248
NLI + RC* 0.859 0.119 0.286 0.431 0.167 0.248
RC +RC* 0.859 0.116 0.287 0.428 0.165 0.248
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 38: RQ3 results (pairing of two task families excluding the text summarization family) for arXiv and the
sequential strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.704 0.000 0.050 0.076 0.000 0.046
CLS + NLI 0.743 0.000 0.003 0.006 0.000 0.006
CLS +RC 0.859 0.118 0.283 0.428 0.165 0.247
CLS +RC* 0.859 0.120 0.288 0.432 0.167 0.248
CMNS + NLI 0.805 0.012 0.212 0.215 0.041 0.134
CMNS + RC 0.859 0.118 0.284 0.428 0.165 0.248
CMNS + RC* 0.859 0.115 0.280 0.426 0.165 0.247
NLI +RC 0.859 0.119 0.285 0.430 0.166 0.248
NLI + RC* 0.859 0.121 0.290 0.432 0.168 0.249
RC + RC* 0.859 0.116 0.281 0.426 0.164 0.247
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 39: RQ3 results (pairing of two task families excluding the text summarization family) for arXiv and the
simultaneous strategy. Values in bold represent the highest results for a training scheme. Underlined values are the
highest results for that dataset independent of training.

Task Families BERTScore BLEU METEOR ROUGE-1 ROUGE-2 ROUGE-L

CLS + CMNS 0.813 0.018 0.162 0.259 0.052 0.176
CLS + NLI 0.859 0.113 0.276 0.422 0.161 0.245
CLS +RC 0.810 0.018 0.181 0.269 0.048 0.168
CLS +RC* 0.860 0.120 0.287 0.432 0.167 0.249
CMNS + NLI 0.806 0.009 0.118 0.181 0.016 0.117
CMNS + RC 0.812 0.019 0.179 0.282 0.041 0.157
CMNS + RC* 0.863 0.003 0.082 0.095 0.117 0.085
NLI +RC 0.860 0.118 0.284 0.429 0.166 0.247
NLI + RC* 0.859 0.117 0.282 0.426 0.164 0.246
RC + RC* 0.859 0.118 0.285 0.429 0.165 0.248
BART 0.859 0.116 0.281 0.425 0.163 0.246

Table 40: RQ3 results (pairing of two task families excluding the text summarization family) for arXiv and the
continual multi-task learning strategy. Values in bold represent the highest results for a training scheme. Underlined
values are the highest results for that dataset independent of training.
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Hyper parameter Value

Optimizer AdamW
Adam-betas (0.9, 0.999)
Adam-eps le-8

LR 5e-05

LR Scheduler linear decay
Dropout 0.1

Weight Decay 0

Warmup Updates 0

Table 41: Hyperparameters used throughout all pre-finetuning and finetuning experiments.

77
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Abstract

One of the biggest challenges of natural lan-
guage generation (NLG) is the proper han-
dling of named entities. Named entities are
a common source of grammar mistakes such
as wrong prepositions, wrong article handling,
or incorrect entity inflection. Without factor-
ing linguistic representation, such errors are
often underrepresented when evaluating on a
small set of arbitrarily picked argument val-
ues, or when translating a dataset from a lin-
guistically simpler language, like English, to
a linguistically complex language, like Rus-
sian. However, for some applications, broadly
precise grammatical correctness is critical—
native speakers may find entity-related gram-
mar errors silly, jarring, or even offensive.

To enable the creation of more linguistically
diverse NLG datasets, we release a Corpus
of Linguistically Significant Entities (CLSE)
annotated by linguist experts.  The cor-
pus includes 34 languages and covers 74
different semantic types to support various
applications from airline ticketing to video
games. To demonstrate one possible use
of CLSE, we produce an augmented version
of the Schema-Guided Dialog Dataset, SGD-
CLSE. Using the CLSE’s entities and a small
number of human translations, we create a
linguistically representative NLG evaluation
benchmark in three languages: French (high-
resource), Marathi (low-resource), and Rus-
sian (highly inflected language). We establish
quality baselines for neural, template-based,
and hybrid NLG systems and discuss the
strengths and weaknesses of each approach.

1 Introduction

Natural language generation (NLG) (Reiter and
Dale, 2000) is an umbrella term for the problem

“The first two authors contributed equally to this work.
Part of this work done while at Google.
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(French; movies; masculine, plural, does not start with vowel)
(German; organization; feminine, singular, directional preposition "nach’)

(Spanish; mass nouns starts with vowel) \
ﬂ E D| M 4

Corpus o Llngmstlcally Significant Entities (CLSE)

number of annotated entities

(language; semantic type; linguistic signature) triples

Figure 1: The corpus of linguistically significant en-
tities (CLSE) is created by annotating a large num-
ber of entities with their linguistic properties. En-
tities are grouped by (language, semantic_type,
linguistic_signature) triples. This results in a corpus
of entities that, for a given language and semantic type,
is balanced across linguistic properties. Note that some
linguistic signatures have few or no annotated entities
because they simply do not occur.

of generating fluent, human-like text from a vari-
ety of inputs. It covers, among others, text-to-text
problems such as text summarization or machine
translation (Allahyari et al., 2017; Stahlberg, 2020;
Malmi et al., 2022), image-to-text problems (Hos-
sain et al., 2019), and structured data to text (Ku-
kich, 1983; McKeown, 1985).

Unlike most natural language processing tasks,
it is hard to produce reusable ground truth labeled
data for NLG: there can be many different outputs
that are grammatical and human-like. This is why
it is important to invest in NLG resources, espe-
cially for non-English languages. The GEM bench-
mark (Gehrmann et al., 2021) is such an initiative
for NLG evaluation. Its second version (Gehrmann
et al., 2022) covers 40 tasks and 51 languages and
provides an easy way for others to contribute.

In parallel to adding new NLG resources, a
framework for dataset augmentation has recently
been introduced by Dhole et al. (2021). The main
idea is to perform transformation and slicing of the
existing datasets to boost certain properties as a

Proceedings of the 2nd Workshop on Natural Language Generation, Evaluation, and Metrics (GEM), pages 78 - 96
December 7, 2022 ©2022 Association for Computational Linguistics



case singular plural
nominative KHura (kniga)  KHHTH (knigi)
genitive KHUTH (knigi) KHUT (knig)
dative KHure (knige) KHuraM (knigam)
accusative  KHUTY (knigu)  KHUTH (knigi)

instrumental KHUroii (knigoy)
prepositional kawure (knige)

KHUramu (knigami)
kHuUrax (knigakh)

Table 1: Inflections of the word "book" in Russian.
Cf. "4 kymua <xuury>" ("I bought a <book>"; da-
tive case) and "Most <kHura> mnorepsuiack" ("My
<book> got lost; nominative case).

way to adversarially test the generalization abilities
of the benchmarked models. Our contribution is
similar in spirit: the corpus of linguistically signifi-
cant entities (CLSE) enables transforming existing
datasets to be more balanced by linguistic phenom-
ena covered by named entities (Figure 1).

Ensuring grammatical correctness is arguably
a basic requirement for any NLG system in any
language. Native speakers may find grammatical
errors produced by such systems silly, jarring, or
even offensive, for example if the utterance refers to
an entity with the wrong tense, formality, animacy,
or gender (Dinan et al., 2020). The CLSE resource
we introduce here is particularly useful for stress-
testing the linguistic robustness of NLG systems.

The rest of the paper is organized as follows.
Section 2 introduces the CLSE corpus annotated
by linguist experts. In Section 3, we discuss the
problem of NLG for task-oriented dialogs and how
CLSE can be applied to it. In Section 4 we show
how to construct a linguistically diverse dataset
for this task, a dataset we refer to as SGD-CLSE.
In Section 5, we introduce three different baseline
NLG systems which we evaluate on this dataset.
Results are discussed in Section 6.

2 Corpus of Linguistically Significant
Entities (CLSE)

The Google Knowledge Graph API' (Guha et al.,
2016) provides access to millions of entries that
describe real-world entities like people, places, and
things. Each entity is a node in the graph and can
be associated with any number of schema.org se-
mantic types, such as Person, AdministrativeArea,
or TouristAttraction.

We first source lexical annotations from expert
linguists for a large number of entities in the knowl-

ldeveloper‘s .google.com/knowledge-graph
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edge graph. Lexical annotations are language-
specific and pertain to broader categories of lin-
guistic properties like Animacy,” Case,’ Classifier,
Countability, Definiteness, Gender, and Number.
Different languages consists of different linguistic
properties. For example, the concept of animacy is
not used in the English language. Descriptions of
each linguistic property class are included along-
side the dataset release.

Linguistic annotations for an entity include those
that are important to handle in a template-based
language generation context. For instance in En-
glish, location entities have locative preposition
annotations while people entities have gender anno-
tations.* In other languages like French, all entities
are annotated for grammatical gender, and entities
with an article are marked depending on whether
its article stays unchanged or gets merged with a
preposition (like it would for common nouns).

We use linguists who are native speakers in
their corresponding language to source linguis-
tic annotations for popular entities. Except
for the following eight low-resource languages—
Bengali (bn), Gujarati (gu), Kannada (kn), Malay-
alam (ml), Marathi (mr), Tamil (ta), Telugu (te),
and Urdu (ur)—all annotators possess at least a
bachelors degree in some branch of linguistics. Lin-
guist annotators’ median age ranges from 25 to 35,
and they are roughly equally split between male
and female. Instead of expert linguists—or in ad-
dition to them—one may use data mining tech-
niques (Gutman et al., 2018).

We introduce the concept of a linguistic signa-
ture, which is a linearized string representation of
an entity’s linguistic attributes for a specific lan-
guage. Table 2 illustrates some examples of lin-
guistic signatures.

The maximum hypothetical number of distinct
linguistic signatures for a language is the Cartesian
product of all linguistic features and values for that
language. However, not all linguistic signatures
are naturally occurring or relevant. For example,
mass nouns that start with a vowel do not occur in
Spanish. Consequently we source different entities
for different languages (and different number of

Zen. wikipedia.org/wiki/Animacy

*See Table 1 as an illustration.

*Note that the gender annotations may be sometimes in-
complete or inaccurate due to changed state of the world, an
annotator mistake, or a lack of standard linguistic handling for
gender non-binary persons in certain languages.

5thoughtco .com/uncountable-noun-spanish-3079280


https://schema.org
https://developers.google.com/knowledge-graph
https://en.wikipedia.org/wiki/Animacy
https://thoughtco.com/uncountable-noun-spanish-3079280

lang name signature semantic type
fr Suisse number: SINGULAR, gender : FEMININE, Country
starts_w_vowel:0
de Champions League number: SINGULAR, gender: FEMININE, Event
article:DEFINITE,
locative_prep:PREP_IN,
directional_prep:PREP_NACH
ru CapaToBCcKHe aBHAJIMHI number : PLURAL , casus : NOMINATIVE, Corporation

allative:PREP_K,

comitative:PREP_S, topical:PREP_O,

locative_prep_geo:PREP_V

Table 2: Examples of CLSE linguistic signatures (truncated for conciseness).

them) to ensure linguistic diversity appropriate for
each language.

To obtain entities based on linguistic vari-
ation, we annotate a large number of enti-
ties for each semantic type to create a ta-
ble of (language, semantic_type, entity_id,
name, linguistic_signature). We group rows
in the table by (language, semantic_type,
linguistic_signature) triples. The complete cor-
pus covers 34 languages, 74 semantic types, and
222 distinct linguistic signatures.

The full Corpus of Linguistically Significant En-
tities is available at clse.page.link/data.

3 CLSE Case Study: Task-Oriented
Dialogs

To demonstrate how one may use this corpus, we
consider the problem of NLG for task-oriented
dialog systems (Wen et al., 2015). Unlike open-
domain chit-chat systems, the natural language in-
terface of virtual assistants such as Amazon Alexa,
Apple Siri, or Google Assistant is highly task-
oriented. Users often interact with their virtual
assistants to accomplish a specific action, like find-
ing flights, booking restaurants, buying tickets, etc.

In a task-oriented dialogue, the conversation be-
tween the user and the assistant is tracked by a
dialog manager that uses a dialog state, a summary
of the entire conversation up to the current turn (see,
e.g., (Pieraccini, 2021)). The dialog state consists
of slots and values related to the specific intents,
services, and actions in question. The assistant uses
the dialog state to 1) invoke external APIs with ap-
propriate parameter values, as specified by the user
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Wikidata CLSE

Total # of arguments 20 17
Output is missing "the" 1 6
Wrong preposition "in" 0 3

Grammatical outputs 95% 47%

Table 3: Comparing CLSE and WikiData as sources of
arguments for testing an NLG system.

over the dialog history, and 2) generate next actions
to continue the dialog, for example soliciting for
more information from the user or confirming the
user’s intent or request (Aliannejadi et al., 2021).
Finally, 3) the selected dialog actions along with
structured data is used to generate a new utterance
to respond back to the user (the NLG task).

Task-oriented NLG datasets like Multi-
WOZ (Budzianowski et al., 2018) and SGD (Ras-
togi et al., 2020) are designed to be balanced with
respect to the number of turns, intent and slot
usage, etc., without much focus on the linguistic
properties of incoming parameter values. For the
sake of illustration, let us consider the following
simplistic NLG system. It receives a location
argument and returns the following templated
response:

EMNLP will be held in ${location}.
Without consulting a linguist or a native speaker,
one can try exposing the issues of this tem-
plate by substituting different argument values
for location. The CLSE has 17 entries of type
AdministrativeArea with unique linguistic sig-
natures in English. Note that some signatures may
only differ in ways that are inconsequential to the


https://clse.page.link/data

User System
Flight : N Flight
Service A SearchFlight: Find direct round trip flights from Baltimore to Seattle. FindFlight: Service B
origin = Baltimore depart = Baltimore

Intents: destination = Seattle Sure, what dates are you looking for? a_rrive = Seattle et
SearchFlight, num_stops = 0 direct_only = True FindFlight,
ReserveFlight ReserveFlight
. SearchFlight: Flying out May 16 and returning May 20. FindFlight: .

,°‘,S' origin = Baltimore depart = Baltimore ots:
origin, destination = Seattle : ive = Seattl ohal
destination, EinzElien = &2 OK, | found a Delta flight for 302 dollars. arrive = Seattle arrive,
num_stops num_stops = 0 direct_only = True depart_date
depa_n, ’ depart = May 16 depart_date = May 16 return _date.y
return, ... return = May 20 return_date = May 20 direct__only,

Figure 2: An example of a conversation from a schema-guided dialog (Rastogi et al., 2020). The predicted dialogue
state (shown with dashed edges) for the first two user turns for an example dialogue, showing the active intent and
slot assignments, with two related annotation schemas. Note that the dialogue state representation is conditioned
on the schema under consideration, which is provided as input, as are the user and system utterances.

above templates, but the hope is still that they will
be more diverse than a general-purpose list. For
comparison, we consider a general-purpose list of
20 entities of type "administrative territorial entity"
(Q56061) from Wikidata (Vrandeci¢ and Krotzsch,
2014).5 Table 3 summarizes the errors using entity
arguments from Wikidata and the CLSE. Wikidata
exposes only one potential issue: a missing deter-
miner in front of "Bahamas." Even worse, as of
2022-09-09, our SPARQL query returns the sur-
face form as "The Bahamas," which means that if
we were to evaluate our NLG system purely based
on the realized output texts, we may declare our
system to have 100% fluency, while using the enti-
ties from CLSE we immediately see that the system
is linguistically brittle, and there is more than 50%
fluency headroom (one sentence has two mistakes).

Factual accuracy mistakes are also unforgivable
when it comes to virtual assistants. Kale and Roy
(2020) point out delexicalized models as a less
error-prone alternative to lexicalized models. In the
delexicalized setting, models are trained to produce
output text with placeholders, which are filled in via
a separate lexicalization step (usually naive string
substitution). The semantic accuracy of delexical-
ized models tends to be far ahead of their lexical-
ized counterparts, especially in the presence of slot
values not seen during training. However, delexi-
calization and other copy-based methods are more
grammatically deficient in the presence of linguis-
tic phenomena such as morphological inflection
(changing surface form of a word depending on
its function in a sentence; see, e.g., Table 1). This
makes a naive delexialization approach suboptimal
for highly inflected languages (Dusek and Jurcicek,
2019), a claim that we will also test below.

8SPARQL query: pastebin.com/KBk17G5k.
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4 SGD-CLSE: Generating Linguistically
Diverse Data Using the CLSE

We perform our experiments on the Schema-
Guided Dialog dataset from DCTS8 (Rastogi et al.,
2020). To emulate a data-to-text setup, we pair each
utterance (text) with that utterance’s acts, services,
and slots. An example of such a pair can be seen in
Table 4. Since the scope of our experiments is to fo-
cus on linguistic robustness with regard to entities,
we only look at SYSTEM utterances, and ignore
all examples that don’t use any entity slots. This re-
sults in 707 (service_name, action, slot_names)
triples from the SGD train set and 23 triples from
the SGD test set.

Owing to the lack of noun inflections in En-
glish, we can also produce a delexicalized form
of the utterance by searching for and stubbing out
the argument values within. E.g., for the utter-
ance in Table 4 we would get "How would you
like ${restaurant}, which is situated in
${city}?". The delexicalized form gives us an
English template that allows us to substitute other
values for the placeholders to produce new realis-
tic utterances, enabling data augmentation methods
like the one described by Kale and Siddhant (2021).

In our case study, we assume that we already
have a system that can produce English utterances—
arguably a much easier task given the simplicity
of English grammar—and instead focus on local-
ization: generating fluent and grammatical output
in a target language. In this setup we get the fol-
lowing as input: dialog state, structured data, En-
glish text, and target language. We focus on three
languages: French, Russian, and Marathi. The mo-
tivation for choosing these languages is to have a
widely studied high-resource language (French),
a highly inflected language (Russian), and a low-


https://pastebin.com/KBk17G5k

input (structured data)

output (utterance)

service_name: "Restaurants_1"
actions: ["OFFER_restaurant”, "OFFER_city"]
slots: {restaurant: "Bazille", city: “San Jose”}

"How would you like Bazille,
which is situated in San Jose?"

Table 4: An example of structured data input and free text output for an SGD dialog utterance.

English utterance Delexicalized Localized
> utterance
How would you like Bazille, which is How would you like ${restaurant}, which |:> Utte rances
situated in San Jose?

is situated in ${city} ?

human translators,

Structured Data

service_name:

"Restaurants_1"
actions:

['OFFER_restaurant”, "OFFER_city"]
slots:

{restaurant: "Bazille", city: "San Jose"}

CLSE (f1)

AdministrativeArea * Que diriez-vous de Brazille, qui se

* Australie situe en Australie ?

« Bangalore . aBangalore ...

« Bade-Wurtemberg * .. dans le Bade-Wurtemberg ...
+lles Marshall . auxlles Marshall ...

Figure 3: Algorithm for creating the SGD-CLSE dataset (example for French).

resource language (Marathi).

The process of creating the SGD-CLSE dataset,
leveraging the CLSE, is as follows. 1) for ev-
ery (service_name, action, slot_names) triple,
we generate argument values by randomly sam-
pling slot values from the CLSE for a specific tar-
get language: French, Russian, or Marathi respec-
tively. This requires us to establish a mapping
from each entity-related slot name to a semantic
type. For example, city slots in the SGD schemas
would be mapped to the City schema.org type in
the CLSE corpus. 2) we substitute these new ar-
gument values into the English delexicalized utter-
ances (templates) from SGD. The goal of entity
re-sampling using the CLSE is to generate as lin-
guistically diverse data as possible, for maximum
linguistic coverage in the target language.” 3) Fi-
nally, we use professional translators to translate
those utterances into the corresponding languages.
Figure 3 illustrates the algorithm.

We use the aforementioned process with three
examples per (service, action, slot_names) triple
to generate language-specific linguistically diverse
examples in French, Russian, and Marathi® on the

"It is possible that substituting new arguments could break
the fluency of the example in the source language (English,
in our case). However, we found that imperfect substitutions
in the source language do not influence the quality of human
translations, produced by the process we describe further.

81t is worth noting that the quality bar for the CLSE an-
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train partition of the SGD dataset. We then use
two of these examples for train and one for what
we call "within-triple test" split (wt-test).® Unlike
the SGD dev and test splits, the wt-test split has a
particular focus on linguistics as opposed to gener-
alization across dialog states: it contains states that
were seen during training, but with a linguistically
diverse set of slot values. In addition to train and
wt-test sets, we also use a sample from the original
SGD dev and test sets translated into the target
languages. Table 5 has dataset statistics.

5 Experimental Setup

Below we describe our setup to evaluate different
NLG models using the SGD-CLSE dataset.

5.1 Models for Comparison

e nmt: An out-of-the-box machine transla-
tion model with English plain text as input.

notations was higher in Hindi compared to the other Indic
languages. While it might still be more appropriate to use
the Marathi section of the CLSE for other applications, we
empirically found that the Hindi section yields SGD-based
realizations of higher quality, while maintaining linguistic di-
versity. This is not entirely surprising, since the languages
are close geographically (both are spoken in India) and lin-
guistically (both are Indo-Aryan languages stemming from
Sanskrit). We therefore use the CLSE’s Hindi entities as a
proxy for Marathi ones.

°In cases where we were only able to obtain two distinct
examples, we use one of them for train and one for wt-test. In
case of a single example, the triple is discarded completely.


https://schema.org/City

lang train wt-test SGD test SGD dev French Russian Marathi
fr 451 233 277 187 Accuracy 0.77(s) 0.69(s) 0.63 (s)
ru 451 236 277 187 Fluency 0.43 (m) 0.51 (m) 0.35 )
mr 451 234 277 187

Table 5: Number of items in different partitions of the
SGD-CLSE dataset.

We used the GOOGLETRANSLATE function of
Google Sheets.!?

d2t: A data-to-text model fine-tuned on the
available train set, with best checkpoint picked
on the dev set. We use a pretrained m7T5 xx/
model (Xue et al., 2021) as a basis for our
fine-tuning.'!

tmpl: Collect translated templates (delexical-
ized utterances) for the train set. Slot values
are plugged in verbatim without any morpho-
logical inflection. Note that for most triples
we have two different translations available
for train (Table 5). We only use one of them
(picked at random) but also report confidence
intervals based on possibly picking different
translations as bases for delexicalization.!?

tmpl+G: Same as above with a grammatical
error correction (GEC) model applied on top
of the template output. We use g75 xx/ model
by Rothe et al. (2021).

Figure 4 illustrates which parts of the input data
are consumed by which models.

5.2 Training Details

For fine-tuning the d2t model we use a batch size
of 64 and fine-tuned on TPU for 5’000 steps with
a learning rate of 1073, We trained the models
independently for each language and picked the
stopping point based on the corresponding dev set.
The model has 13B parameters.

10suppor‘t .google.com/docs/answer/3093331; transla-
tions for the wt-test were obtained on 2022-01-28, for SGD
test/dev: on 2022-02-02.

" Our early experiments with mT5 base gave substantially
lower BLEU scores, suggesting that the bigger models yield
stronger baselines. We use xx/ models going forward.

12We use a simple bootstrap procedure: pick one of the two
translations for each triple by flipping a fair coin. The process
is repeated 1000 times and the 5th and 95th percentiles are
reported as the confidence interval bounds.

&3

Table 6: Kappa coefficient (Cohen, 1960) inter-rater
agreement. Values 0.21-0.40 are considered fair (f),
0.41-0.60 moderate (m) and 0.61-0.80 substantial (s).

5.3 Metrics

We use BLEU!? (Papineni et al., 2002) and
BLEURT!* (Sellam et al., 2020) as our automatic
metrics. For human evaluation, we assess fluency
and factual accuracy. Table 6 summarizes agree-
ment between raters.

Accuracy: Human raters are shown an NLG sys-
tem’s output in the target language as well as the
English text as a reference. They are instructed to
mark the NLG system output as inaccurate if any
information contradicts the English reference. This
effectively catches errors due to hallucinations, in-
correct grounding etc. Each example is rated by
three raters. We take the average of the accuracy
scores (1 for accurate, 0 otherwise).

Fluency: We ask the raters how grammatical an
NLG system’s output sounds on a 1 to 5 Likert
scale, with 5 being the highest score. Again, each
example is rated by three raters. We average the
scores across all the ratings to get the fluency score.

6 Results

We split this section into two. First, we look at the
results on the unseen test set. These contain dialog
situations, (service_name, action, slot_names),
which the systems did not see during training. We
then move to the wt-test split, where we expect the
gap to the human-written responses to be smaller.

6.1 Unseen Test Set

Table 7 contains the summary of the results. Nat-
urally, the template-based approaches are not able
to generalize to these situations, so they are not
included in the results here.

We could verify that all NLG systems are notice-
ably (and significantly) behind human translations
in terms of fluency. In terms of accuracy, on the
other hand, the nmt baseline is insignificantly be-
low the human bar for French, suggesting that we

5O github.com/tuetschek/e2e-metrics.
YBLEURT-20 () github.com/google-research/bleurt.


https://support.google.com/docs/answer/3093331
https://github.com/tuetschek/e2e-metrics
https://github.com/google-research/bleurt

English utterance

How would you like Bazille, which is
situated in San Jose?

Structured Data

service_name: "Restaurants_1"
actions: ["OFFER_restaurant”, "OFFER_city"]
slots:{restaurant: "Bazille", city: “San Jose"}

Template in the
target language

Que diriez-vous de ${restaurant}, qui se
situe a ${city} ?

nmt

Response (nmt)

d2t

Response (d2t)

[

GEC

Response (tmpl+G)

tmpl

Response (tmpl)

Figure 4: Input data flow for various baseline NLG systems. GEC and nmt (green) are off-the-shelf models, while
d2t (azure) is a model fine-tuned on given data. tmpl and tmpl+G are simple pipeline algorithms (rhombus shape).

BLEU BLEURT acc. fl.
d2t 0.14 0.39 0.78 4.58
fr nmt 0.32 0.62 0.964 4437
human - - 0.98 4.784
d2t 0.15 0.50 0.50 4.35
ru  nmt 0.16 0.57 0.79% 3.70Y
human - - 0.964 4.894
d2t 0.07 0.60 0.41 3.50
mr nmt 0.12 0.71 0.77% 4.154
human - - 0.924 4714

Table 7: Results of the NLG models on the SGD test
set (unseen triples). For human scores—accuracy (acc.)
and fluency (fl.)—we also mark whether those are sta-
tistically significantly different from the previous row
using paired t-test: 4 or ¥ denote significant difference
atp = 0.01, 2 or V — at p = 0.05 respectively.

do benefit from the high-resource nature of the lan-
guage. Another observation is that, while the nmt
baseline appears to outperform d2t on all dimen-
sions for a low-resource Marathi, the picture is less
clear for French and Russian. There we see that the
d2t actually scores significantly lower than nmt in
terms of accuracy but higher in terms of fluency.
We believe that the accuracy gap could be lowered
with more training data, which we leave for future
work to investigate.

6.2 Within-Triples Test

Table 8 contains a summary of performance of dif-
ferent NLG systems while Table 11 in Appendix B
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contains example outputs. We see notable qual-
ity gains of the d2t or template-based approaches
compared to the off-the-shelf nmt system.

The grammatical error correction model
(tmpl+G baseline), appears to improve the results
on top of the pure template-based tmpl baseline
for high-resource languages. The gain is higher
for Russian, a highly inflected language. No
measurable effect is reported on Marathi, a low
resource language, suggesting that the grammar
error correction model itself may not be of
sufficient quality. The fluency tmpl+G achieves
for Russian is still significantly lower than that of
d2t, but comes with a significantly higher accuracy
(inasmuch as we can compare them given that the
fluency and accuracy scores for d2t come from a
different rater pool).

It is interesting to note that the d2t model ap-
pears to get higher human scores for French than
the other NLG systems, but scores lower on auto-
matic metrics. In fact, the human scores are not
statistically different from that of the human base-
line. Upon closer examination, however, we see
that this model still frequently makes grave mis-
takes. One explanation for this could be that the
humans have a tolerance for hallucinations or miss-
ing facts when there are many of them presented in
the same utterance. This is consistent with previ-
ous findings of Freitag et al. (2021). Appendix B
shows examples where the automatic metrics are
right to penalize the d2t model for accuracy while
raters completely miss it. While prior work such
as (Pagnoni et al., 2021; Honovich et al., 2022)



BLEU BLEURT acc. fl.
nmt 0.39 0.65 0.90 4.19
tmpl 0.46 0.70 0.88 4314
o [0.87,0.90]  [4.26, 4.34]
tmpl+G  0.47 0.71 0.914 4484
[0.88,0.91] [4.43, 4.49]
d2t 0.41 0.65 0.91 4.644
human - - 0.94 4.63
nmt 0.15 0.57 0.71 3.37
d2t 0.37 0.66 0.72%  4.514%
ru tmpl 0.41 0.72 0.794 3.95Y
[0.79, 0.83] [3.93,4.03]
tmpl+G  0.44 0.74 0.79 4214
[0.77,0.81]  [4.17,4.28]
human - - 0.874 4.624
nmt 0.15 0.69 0.72 3.73
d2t 0.33 0.69 0.66 4.054
mr tmpl 0.51 0.78 0.834 47324
[0.80,0.83]  [4.27, 4.34]
tmpl+G  0.51 0.78 0.82 4.29
[0.79, 0.81] [4.26, 4.33]
human - - 0.924 4504

Table 8: Results of the baseline NLG systems on the
wt-test set (seen triples). For human scores—accuracy
(acc.) and fluency (fl.)—we also mark whether those
are statistically significantly different from the previous
row using paired t-test: 4 or ¥ denote significant differ-
ence at p = 0.01, # or V — at p = 0.05 respectively.
The square brackets for template-based approaches de-
note 95% confidence intervals obtained using the boot-
strap procedure described in Section 5.1.

(*) Human scores for d2t in Russian come from a different
rater population and may not be directly comparable.

studies factual consistency in English, further work
on evaluating factual consistency of localization
approaches is needed.

To summarize the above results, we can conclude
that there is still a gap between outputs gener-
ated by our baseline NLG systems and responses
written by humans, especially for lower-resource
languages like Marathi or morphologically com-
plex languages such as Russian. Among base-
line systems, the template-based tmpl/tmpl+G ap-
proaches, when available, clearly outperform the
d2t model for Marathi. The results of the auto-
matic metrics in other languages suggest the same
conclusion, though human scores are not always
consistent with that. We attribute this inconsis-
tency to the fact that the d2t system can generate
seemingly good responses that, while missing or
introducing facts, manage to convince human raters
of their accuracy (see Appendix B).

Even with this caveat, we can see that accuracy
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scores of the template-based approach (tmpl+G)
is the same or higher than that of nmt or d2t base-
lines, suggesting that the factual accuracy is a fun-
damental weakness of neural approaches. At the
same time, the template-based approaches still suf-
fer from fluency issues, even with the grammatical
error correction model applied. We hypothesize
that the main reason is that the task of correcting
mistakes in the template-based approach does not
exactly map to the grammatical error correction
task. There are types of mistakes we see here that
humans rarely make: e.g., inserting determiners
in front of popular city names like "London" or
"Paris" or confusing dative for nominative (dative
and accusative are more commonly confused by hu-
mans). This suggests that developing a dedicated
grammar model for NLG may be helpful.

7 Conclusion and Discussion

Building a natural language generation system that
can handle a broad diversity of entities with vary-
ing linguistic phenomena remains an open chal-
lenge. With the CLSE, any schema-informed
NLG datasets can use techniques described in Sec-
tions 3 and 4 to produce better linguistically rep-
resented data, and measure metrics on that data to
draw more linguistically thoughtful conclusions.
The space of possible inputs that NLG systems
will be expected to handle may be highly uncon-
strained, and designing solutions that are linguisti-
cally robust, and defensibly so, is an ambitious and
worthwhile pursuit.

Our results in Section 6 establish an evaluation
procedure probing NLG systems for their linguistic
capabilities. We also evaluate four baselines us-
ing this procedure and conclude that none of them
is at the human level yet. Improving upon these
baselines can be approached from two sides: either
1) improving factual accuracy and reducing hallu-
cinations of a purely neural data-to-text approach
or 2) improving the quality of grammatical error
correction applied to a template-based approach.

Beyond NLG for virtual assistants, the CLSE
data may also be used for other NLG tasks. E.g., we
can use it to augment machine translation datasets
by swapping named entities to further probe the
fluency of generated translations.

The full CLSE dataset is openly available at
clse.page.link/data.


https://clse.page.link/data

8 Ethical Considerations

Releasing a dataset in multiple languages, includ-
ing several low-resource ones, would allow to push
the state of research in non-English NLG. While
it is not impossible that this dataset might be used
for building ML models for malicious applications,
we believe it will be widely used for public good
and will be a net positive contribution to society.
Crowd-sourced annotations were collected using
a proprietary crowd-sourcing platform. Workers
were paid at least 50% more than the minimum
hourly wage. No information about the workers
will be released and worker IDs are anonymized.

9 Limitations

The dataset we release and the experiments we
conduct have number of limitations. Firstly, there
are other linguistically significant phenomena that
arise from non-entities like verbs and numbers
that the CLSE does not include. Then we only
cover 34 languages—small in comparison to, say,
Wikipedia or Common Crawl datasets (Conneau
and Lample, 2019; Xue et al., 2021) covering 100+
languages. Moreover, the quality of annotations
for low-resource languages is lower due to limited
linguist resources. Not only the quality, but the
quantity of annotated entities varies greatly across
languages (Table 9), either due to some languages
having fewer linguistic signatures, or annotator re-
source constraints. The experiments we conduct
with SGD cover only a subset of CLSE in terms
of languages and semantic types. The SGD-based
dataset we used for our case study is rather small
(limited by the human translation budget), and hu-
man ratings were not free of biases (e.g., humans
were often more forgiving for accuracy mistakes
than the automatic metrics were). Our experiments
do not include an NMT model fine-tuned on the
human translations—a common domain adaptation
technique (Luong and Manning, 2015; Neubig and
Hu, 2018; Bapna and Firat, 2019)—in favor of a
direct data-to-text model. Finally, we used the xx/
versions of the models, which require significant
computational resources to train and run.
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A CLSE Dataset Statistics

Table 9 contains statistics of the CLSE dataset per language. We employ commonly used 2-letter language
tags (ISO-639-1), except for "cmn-CN" for Chinese Mandarin written using the simplified script, "cmn-
TW" for Chinese Mandarin written with traditional script, and "yue" for the Cantonese Chinese (written
using traditional script). We do not use the Chinese macro-tag "zh" because it is important to distinguish
the above locales for NLG purposes.

language ar bn cmn-CN cmn-TW ¢cs da  de en es fr gu
# unique entities 899 721 530 529 1238 1286 2922 4076 3181 4312 798
# ling. attributes 21 6 5 6 20 23 37 32 26 26 6
language hi id it ja jv. kn ko ml mr nl no
# unique entities 950 705 2510 1063 55 849 885 888 924 1049 1237
# ling. attributes 18 9 41 47 2 6 9 6 6 20 23
language pl pt ru su sv ta te th tr  ur vi yue
# unique entities 1606 2464 3039 29 1309 891 885 724 1262 883 612 551
# ling. attributes 30 25 31 2 19 6 6 9 10 6 8 19

Table 9: Per language statistics of the CLSE dataset. The number of annotated entities across different languages
varies greatly, either due to fewer linguistic signatures applicable to a given language or annotator resource con-
straints.

The complete corpus covers 34 languages, 74 semantic types, and 222 distinct linguistic signatures.
Table 10 contains a full list of the semantic types present in the dataset.

Semantic Type Description

AdministrativeArea A geographical region, typically under the jurisdiction of a particular govern-
ment.

Airline An organization that provides flights for passengers.

Airport An airport.

AmusementPark An amusement park.

Article An article, such as a news article or piece of investigative report. Newspapers
and magazines have articles of many different types and this is intended to
cover them all.

BodyOfWater A body of water, such as a sea, ocean, or lake.

Book A book.

BookSeries A series of books. Included books can be indicated with the hasPart property.

Brand A brand is a name used by an organization or business person for labeling a
product, product group, or similar.

Bridge A bridge.

BroadcastChannel A unique instance of a BroadcastService on a CableOrSatelliteService lineup.

BroadcastService A delivery service through which content is provided via broadcast over the
air or online.

BusStation A bus station.

CableOrSatelliteService

A service which provides access to media programming like TV or radio.
Access may be via cable or satellite.

Cemetery

A graveyard.

City

A city or town.

CivicStructure

A public structure, such as a town hall or concert hall.

CollegeOrUniversity

A college, university, or other third-level educational institution.

Continent

One of the continents (for example, Europe or Africa).
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Table 10 — continued from previous page

Semantic Type Description

Corporation Organization: A business corporation.

Country A country.

CreativeWork The most generic kind of creative work, including books, movies, pho-
tographs, software programs, etc.

DefenceEstablishment A defence establishment, such as an army or navy base.

Diet A strategy of regulating the intake of food to achieve or maintain a specific

health-related goal.

EducationalOrganization

An educational organization.

Event

An event happening at a certain time and location, such as a concert, lecture,
or festival. Ticketing information may be added via the offers property.
Repeated events may be structured as separate Event objects.

Game

The Game type represents things which are games. These are typically rule-
governed recreational activities, e.g. role-playing games in which players
assume the role of characters in a fictional setting.

GovernmentOrganization

A service provided by a government organization, e.g. food stamps, veterans
benefits, etc.

GovernmentService A service provided by a government organization, e.g. food stamps, veterans
benefits, etc.

Hospital A hospital.

ItemList A list of items of any sort—for example, Top 10 Movies About Weathermen,
or Top 100 Party Songs. Not to be confused with HTML lists, which are
often used only for formatting.

LakeBodyOfWater A lake (for example, Lake Pontrachain).

LandmarksOrHistoricalBuildings

An historical landmark or building.

LocalBusiness A particular physical business or branch of an organization. Examples of
LocalBusiness include a restaurant, a particular branch of a restaurant chain,
a branch of a bank, a medical practice, a club, a bowling alley, etc.

LodgingBusiness A lodging business, such as a motel, hotel, or inn.

MobileApplication A software application designed specifically to work well on a mobile device
such as a telephone.

Mountain A mountain, like Mount Whitney or Mount Everest.

Movie A movie.

MovieSeries A series of movies. Included movies can be indicated with the hasPart
property.

MovieTheater A movie theater.

Museum A museum.

MusicAlbum A collection of music tracks.

MusicComposition A musical composition.

MusicGroup A musical group, such as a band, an orchestra, or a choir. Can also be a solo
musician.

MusicRecording A music recording (track), usually a single song.

MusicVenue A music venue.

Organization An organization such as a school, NGO, corporation, club, etc.

Periodical A publication in any medium issued in successive parts bearing numerical
or chronological designations and intended, such as a magazine, scholarly
journal, or newspaper to continue indefinitely.

Person A person (alive, dead, undead, or fictional).

Place Entities that have a somewhat fixed, physical extension.

PlaceOfWorship Place of worship, such as a church, synagogue, or mosque.
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Table 10 — continued from previous page

Semantic Type Description

Product Any offered product or service. For example: a pair of shoes; a concert ticket;
the rental of a car; a haircut; or an episode of a TV show streamed online.

ProductModel A datasheet or vendor specification of a product (in the sense of a prototypical
description).

RadioStation A radio station.

Restaurant A restaurant.

RiverBodyOfWater A river (for example, the broad majestic Shannon).

School A school.

SingleFamilyResidence

Residence type: Single-family home.

SoftwareApplication A software application.

SportsOrganization Represents the collection of all sports organizations, including sports teams,
governing bodies, and sports associations.

SportsTeam Organization: Sports team.

StadiumOrArena A stadium.

TVSeason Season dedicated to TV broadcast and associated online delivery.

TVSeries CreativeWorkSeries dedicated to TV broadcast and associated online delivery.

TelevisionChannel A unique instance of a television BroadcastService on a CableOrSatelliteSer-
vice lineup.

TheaterGroup A theater group or company, for example, the Royal Shakespeare Company
or Druid Theatre.

TouristAttraction A tourist attraction. In principle any Thing can be a TouristAttraction, from
a Mountain and LandmarksOrHistoricalBuildings to a LocalBusiness. This
Type can be used on its own to describe a general TouristAttraction, or be
used as an additionalType to add tourist attraction properties to any other
type.

VideoGame A video game is an electronic game that involves human interaction with a
user interface to generate visual feedback on a video device.

VideoGameSeries A video game series.

Visual Artwork A work of art that is primarily visual in character.

Volcano A volcano, like Fuji san.

Waterfall A waterfall, like Niagara.

WebSite A WebSite is a set of related web pages and other items typically served from
a single web domain and accessible via URLs.

Zoo A zo0o0.

Table 10: List of all semantic types in the CLSE with descriptions from schema.org . Entities can be associated
with multiple semantic types. See (Guha et al., 2016) or schema. org for more details about the semantic types.
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B Model Output Examples

structured service_name:

data

Hotels_2 |
number_of_adults: 5 |

confirm,
confirm,

where_to:
check_in_date:

confirm, check_out_date: April 22, 2021

Amsterdam |
July 24,

confirm,
2019 |

English

Alright. So you’d like to make
a reservation for 5 in Amster-
dam. You are checking in July
24, 2019 and checking out on
April 22, 2021.

Alright. So you’d like to make
a reservation for 5 in Amster-
dam. You are checking in July
24, 2019 and checking out on
April 22, 2021.

nmt

Bien. Donc, vous aimeriez faire
une réservation pour 5 a Amster-
dam. Vous vérifiez le 24 juillet
2019 et vous vérifiez le 22 avril
2021.

Good. So you would like to
make a reservation for 5 in Am-
sterdam. You verify on July 24,
2019 and you verify on April
22,2021.

"check in/out" mis-
translated as "verify"

d2t

Tres bien. Vous arrivez le 24
juillet 2019 et partez le 22 avril
2021. C’est bien ca?

Very well. You are arriving on
July 24, 2019 and departing on
April 22, 2021. Is that cor-
rect?

missing "for 5" and
"Amsterdam", asking
a question in the end

tmpl

D’accord. Vous souhaitez faire
une réservation pour 5 personne
a Amsterdam. Vous arrivez le
24 juillet 2019 et partez le 22
avril 2021.

OK. You want to make a reser-
vation for 5 person in Amster-
dam. You arrive on July 24,
2019 and depart on April 22,
2021.

"5 personne" is un-
grammatical

tmpl+G

D’accord. Vous souhaitez faire
une réservation pour 5 person-
nes a Amsterdam. Vous arrivez
le 24 juillet 2019 et partez le 22
avril 2021.

OK. You want to make a reser-
vation for 5 people in Amster-
dam. You arrive on July 24,
2019 and depart on April 22,
2021.

human

D’accord. Vous souhaitez faire
une réservation pour 5 person-
nes a Amsterdam. Vous arrivez
le 24 juillet 2019 et partez le 22
avril 2021.

OK. You want to make a reser-
vation for 5 people in Amster-
dam. You arrive on July 24,
2019 and depart on April 22,
2021.

Table 11: Example of different NLG system outputs in French.

We often see raters reporting perfect accuracy despite missed facts or new facts introduced by the model.
This is understandable, as humans are not perfect and often miss things. For example, the d2t output in
Table 11 misses multiple aspects, yet all three raters gave it a perfect accuracy score of 1. Despite high
human scores, such a model would be problematic to put in front of real users, as rightfully signalled by
the automatic metric(s). Therefore, one should not completely discard automatic metrics, and use them in
addition to human scores to flag potential model issues. Table 12 exemplifies this: all results get perfect
accuracy scores from the raters whereas BLEURT successfully catches the mismatch.
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English reference

d2t model prediction

BLEURT

Satire.

Please confirm the address of desti-
nation as 2901 East Hastings Street.
Also for how many person do you
want to book the cab and what type
of ride you want?

Is your destination 2033 Camden Av-
enue # F3? Please tell me the number
of seats you need, as well as your ride
preference. You can say Pool, Luxury
or something else.

Je vais lancer la lecture. C’est une satire tirée de

I’album de musique techno. / [I am going to start.

It’s a satire taken from the techno music album].

Vous allez au 2901 East Hastings Street, c’est ¢ca?
Vous serez combien? / [ You're going to 2901 East
Hastings Street, right? How many of you?]

Vous souhaitez une course luxe, unisexe au 2033
Camden Avenue # F3, pour combien de personnes?
/ [Would you like a luxury, unisex ride at 2033
Camden Avenue #F3, for how many people?]

0.11

0.16

0.18

Table 12: d2t model outputs with the lowest BLEURT scores in French. Mismatched facts are marked in bold. All
three of them get perfect accuracy scores from all three raters. Human raters are imperfect, and for factual accuracy,
there seems to be some tolerance for hallucinations or missing facts when there are many pieces of information

presented in the same utterance.

92



C Datasheet

Datasheets for Datasets “document [the dataset]
motivation, composition, collection process, rec-
ommended uses, and so on. [They] have the po-
tential to increase transparency and accountability
within the machine learning community, mitigate
unwanted biases in machine learning systems, facil-
itate greater reproducibility of machine learning re-
sults, and help researchers and practitioners select
more appropriate datasets for their chosen tasks.”

Motivation \

For what purpose was the dataset created? Was
there a specific task in mind? Was there a specific gap
that needed to be filled? Please provide a description.
CLSE was created for training, testing, and evaluat-
ing NLG systems in multiple languages, including
several low-resource ones. It allows to do sam-
pling and slicing by language, semantic type, or
linguistic phenomena.

Who created this dataset (e.g., which team, re-
search group) and on behalf of which entity (e.g.,
company, institution, organization)?

Google Assistant NLP Team.

Who funded the creation of the dataset? If there is
an associated grant, please provide the name of the
grantor and the grant name and number.

Google Assistant NLP Team.

Composition

What do the instances that comprise the dataset
represent (e.g., documents, photos, people, coun-
tries)?  Are there multiple types of instances (e.g.,
movies, users, and ratings; people and interactions be-
tween them; nodes and edges)? Please provide a de-
scription.

Entities of semantic types detailed in Appendix A.

How many instances are there in total (of each type,
if appropriate)?
80’893 language entries (13’649 unique entities).

Does the dataset contain all possible instances or
is it a sample (not necessarily random) of instances
from a larger set? |If the dataset is a sample, then
what is the larger set? Is the sample representative
of the larger set (e.g., geographic coverage)? If so,
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please describe how this representativeness was vali-
dated/verified. If it is not representative of the larger set,
please describe why not (e.g., to cover a more diverse
range of instances, because instances were withheld or
unavailable).

The dataset represents a sample of all entities
found in the Knowledge Graph. For each language
and semantic type, the sample is meant to limit
over-representation of entities with common lin-
guistic attributes (see Figure 1).

What data does each instance consist of? “Raw”
data (e.g., unprocessed text or images) or features?
In either case, please provide a description.

See Table 2 for examples.

Is there a label or target associated with each in-
stance? If so, please provide a description.
No.

Is any information missing from individual in-
stances? If so, please provide a description, explaining
why this information is missing (e.g., because it was un-
available). This does not include intentionally removed
information, but might include, e.g., redacted text.

Certain linguistic attributes may not be annotated
for some languages due to limited language support.

Are relationships between individual instances
made explicit (e.g., users’ movie ratings, social net-
work links)? If so, please describe how these relation-
ships are made explicit.

No, except for the same entity—identified by its
ID—appearing for multiple languages as a separate
TOW.

Are there recommended data splits (e.g., training,
development/validation, testing)? If so, please pro-
vide a description of these splits, explaining the rationale
behind them.

No.

Are there any errors, sources of noise, or redundan-
cies in the dataset? If so, please provide a description.
Surface forms (entity names) and linguistic anno-
tations were created by humans and therefore may
be inaccurate or incomplete.

Is the dataset self-contained, or does it link to or
otherwise rely on external resources (e.g., websites,
tweets, other datasets)? If it links to or relies on ex-
ternal resources, a) are there guarantees that they will
exist, and remain constant, over time; b) are there official
archival versions of the complete dataset (i.e., includ-
ing the external resources as they existed at the time
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the dataset was created); c) are there any restrictions
(e.g., licenses, fees) associated with any of the external
resources that might apply to a future user? Please
provide descriptions of all external resources and any re-
strictions associated with them, as well as links or other
access points, as appropriate.

The dataset is self-contained. Entity IDs refer to
the Google Knowledge Graph API, but this is as an
implementation detail (API stability does not affect
the usefulness of the dataset).

Does the dataset contain data that might be con-
sidered confidential (e.g., data that is protected by
legal privilege or by doctor-patient confidentiality,
data that includes the content of individuals non-
public communications)? If so, please provide a de-
scription.

No.

Does the dataset contain data that, if viewed di-
rectly, might be offensive, insulting, threatening, or
might otherwise cause anxiety? If so, please describe
why.

No, to the best of our knowledge.

Does the dataset relate to people? If not, you may
skip the remaining questions in this section.

Some entities in the dataset are of semantic type
“Person.”

Does the dataset identify any subpopulations (e.g.,
by age, gender)? If so, please describe how these
subpopulations are identified and provide a description
of their respective distributions within the dataset.

No.

Is it possible to identify individuals (i.e., one or
more natural persons), either directly or indirectly
(i.e., in combination with other data) from the
dataset? If so, please describe how.

Yes, people with a Knowledge Graph entry can be
uniquely identified.

Does the dataset contain data that might be consid-
ered sensitive in any way (e.g., data that reveals
racial or ethnic origins, sexual orientations, reli-
gious beliefs, political opinions or union member-
ships, or locations; financial or health data; biomet-
ric or genetic data; forms of government identifica-
tion, such as social security numbers; criminal his-
tory)? If so, please provide a description.

No, to the best of our knowledge.

\ Collection Process
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How was the data associated with each instance ac-
quired? Was the data directly observable (e.g., raw
text, movie ratings), reported by subjects (e.g., survey
responses), or indirectly inferred/derived from other data
(e.g., part-of-speech tags, model-based guesses for age
or language)? If data was reported by subjects or in-
directly inferred/derived from other data, was the data
validated/verified? If so, please describe how.

The data was curated by linguists. See Section 2
for more details.

What mechanisms or procedures were used to col-
lect the data (e.g., hardware apparatus or sensor,
manual human curation, software program, soft-
ware API)? How were these mechanisms or procedures
validated?

The data was curated in spreadsheets and text files
and, as a rule, reviewed by another linguist.

If the dataset is a sample from a larger set, what
was the sampling strategy (e.g., deterministic, prob-
abilistic with specific sampling probabilities)?

Exact details of the sampling procedure cannot
be disclosed at the moment to preserve anonymity
and to comply with internal policies of the authors’
organizations.

Who was involved in the data collection process
(e.g., students, crowdworkers, contractors) and
how were they compensated (e.g., how much were
crowdworkers paid)?

Contractors. Each contract is reviewed, approved,
and executed according to the strict company poli-
cies.

Over what timeframe was the data collected? Does
this timeframe match the creation timeframe of the
data associated with the instances (e.g., recent
crawl of old news articles)? If not, please describe
the timeframe in which the data associated with the in-
stances was created.

The bulk of linguistic data was collected over the
years 2020 and 2021. Semantic type associations
were retrieved from the Google Knowledge Graph
API on 2022-05-18.

Were any ethical review processes conducted (e.g.,
by an institutional review board)? If so, please pro-
vide a description of these review processes, including
the outcomes, as well as a link or other access point to
any supporting documentation.

Yes. The dataset description was improved and
this datasheet was created as an outcome.

Does the dataset relate to people? If not, you may
skip the remaining questions in this section.



Some entities in the dataset are of semantic type
“Person.” These are limited to individuals (alive,
dead, or fictional) who are popular enough to have
a Knowledge Graph entry.

Did you collect the data from the individuals in ques-
tion directly, or obtain it via third parties or other
sources (e.g., websites)?

No.

Were the individuals in question notified about the
data collection? If so, please describe (or show with
screenshots or other information) how notice was pro-
vided, and provide a link or other access point to, or
otherwise reproduce, the exact language of the notifica-
tion itself.

No.

Did the individuals in question consent to the col-
lection and use of their data? If so, please describe
(or show with screenshots or other information) how con-
sent was requested and provided, and provide a link or
other access point to, or otherwise reproduce, the exact

language to which the individuals consented.
N/A.

If consent was obtained, were the consenting indi-
viduals provided with a mechanism to revoke their
consent in the future or for certain uses? If so,
please provide a description, as well as a link or other
access point to the mechanism (if appropriate).

N/A.

Has an analysis of the potential impact of the
dataset and its use on data subjects (e.g., a data
protection impact analysis) been conducted? If so,
please provide a description of this analysis, including
the outcomes, as well as a link or other access point to
any supporting documentation.

N/A.

Preprocessing/cleaning/labeling \

Was any preprocessing/cleaning/labeling of the
data done (e.g., discretization or bucketing, tok-
enization, part-of-speech tagging, SIFT feature ex-
traction, removal of instances, processing of miss-
ing values)? If so, please provide a description. If
not, you may skip the remainder of the questions in this
section.

No.

Was the “raw” data saved in addition to the prepro-
cessed/cleaned/labeled data (e.g., to support unan-
ticipated future uses)? If so, please provide a link or
other access point to the “raw” data.
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N/A.

Is the software used to preprocess/clean/label the
instances available? If so, please provide a link or
other access point.

N/A.

Uses

Has the dataset been used for any tasks already? If
s0, please provide a description.
Yes, for experiments in Section 5.

Is there a repository that links to any or all papers
or systems that use the dataset? If so, please provide
a link or other access point.

No.

What (other) tasks could the dataset be used for?
E.g., for balancing machine translation data.

Is there anything about the composition of the
dataset or the way it was collected and prepro-
cessed/cleaned/labeled that might impact future
uses? For example, is there anything that a future user
might need to know to avoid uses that could result in
unfair treatment of individuals or groups (e.g., stereotyp-
ing, quality of service issues) or other undesirable harms
(e.g., financial harms, legal risks) If so, please provide a
description. Is there anything a future user could do to
mitigate these undesirable harms?

The linguistic attributes are provided “as is” and
may be innacurate or incomplete.

Are there tasks for which the dataset should not be
used? If so, please provide a description.

The dataset should not be used to infer non-
linguistic properties of entities. In particular, the
linguistic attributes are not appropriate proxy data
to infer a person’s aliveness or gender.

\ Distribution

Will the dataset be distributed to third parties out-
side of the entity (e.g., company, institution, organi-
zation) on behalf of which the dataset was created?
If so, please provide a description.

Yes.

How will the dataset will be distributed (e.g., tarball
on website, API, GitHub) Does the dataset have a dig-
ital object identifier (DOI)?

As a CSV file retrievable from https://clse.
page.link/data.
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When will the dataset be distributed?
Upon acceptance of the publication.

Will the dataset be distributed under a copyright or
other intellectual property (IP) license, and/or under
applicable terms of use (ToU)? If so, please describe
this license and/or ToU, and provide a link or other ac-
cess point to, or otherwise reproduce, any relevant li-
censing terms or ToU, as well as any fees associated
with these restrictions.

Yes, CC-BY license.

Have any third parties imposed IP-based or other
restrictions on the data associated with the in-
stances? If so, please describe these restrictions, and
provide a link or other access point to, or otherwise re-
produce, any relevant licensing terms, as well as any
fees associated with these restrictions.

No, to the best of our knowledge.

Do any export controls or other regulatory re-
strictions apply to the dataset or to individual in-
stances? If so, please describe these restrictions, and
provide a link or other access point to, or otherwise re-
produce, any supporting documentation.

No, to the best of our knowledge.

Maintenance

Who will be supporting/hosting/maintaining the
dataset?
The authors of this publication.

How can the owner/curator/manager of the dataset
be contacted (e.g., email address)?

Yes, by email or any other contact point provided
at https://clse.page.link/data.

Is there an erratum? If so, please provide a link or
other access point.
No.

Will the dataset be updated (e.g., to correct label-
ing errors, add new instances, delete instances)? If
so, please describe how often, by whom, and how up-
dates will be communicated to users (e.g., mailing list,
GitHub)?

No updates are planned at the moment. If any is
made, it will be communicated at https://clse.
page.link/data.

If the dataset relates to people, are there applica-
ble limits on the retention of the data associated
with the instances (e.g., were individuals in ques-
tion told that their data would be retained for a fixed
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period of time and then deleted)? If so, please de-
scribe these limits and explain how they will be en-
forced.
N/A.

Will older versions of the dataset continue to be sup-
ported/hosted/maintained? If so, please describe how.
If not, please describe how its obsolescence will be com-
municated to users.

Yes.

If others want to extend/augment/build
on/contribute to the dataset, is there a mechanism
for them to do so? If so, please provide a description.
Will these contributions be validated/verified? If so,
please describe how. If not, why not? Is there a process
for communicating/distributing these contributions to
other users? If so, please provide a description.
Please, contact the dataset mainteners using the
contact information above.


https://creativecommons.org/licenses/by/4.0/
https://clse.page.link/data
https://clse.page.link/data
https://clse.page.link/data

Revisiting text decomposition methods for NLI-based factuality scoring of
summaries

John Glover!

13M Health Information Systems
{jglover, ffancellu, juggy, tschaaf}@mmm. com

Abstract

Scoring the factuality of a generated summary
involves measuring the degree to which a target
text contains factual information using the in-
put document as support. Given the similarities
in the problem formulation, previous work has
shown that Natural Language Inference models
can be effectively repurposed to perform this
task. As these models are trained to score entail-
ment at a sentence level, several recent studies
have shown that decomposing either the input
document or the summary into sentences helps
with factuality scoring. But is fine-grained de-
composition always a winning strategy? In
this paper we systematically compare different
granularities of decomposition — from docu-
ment to sub-sentence level, and we show that
the answer is no. Our results show that incor-
porating additional context can yield improve-
ment, but that this does not necessarily apply to
all datasets. We also show that small changes
to previously proposed entailment-based scor-
ing methods can result in better performance,
highlighting the need for caution in model and
methodology selection for downstream tasks.

1 Introduction

With improvements largely driven by recent ad-
vances in pre-trained language models (Vaswani
et al., 2017; Radford et al., 2018; Lewis et al.,
2020), modern abstractive summarization models
are capable of producing summaries that are both
fluent and coherent. However, they are still prone to
various forms of “hallucination”, generating state-
ments that are not supported by the input text (Cao
et al., 2018; Maynez et al., 2020). This has lead to
a growing interest in being able to accurately mea-
sure the degree to which machine-generated output
is non-factual (Falke et al., 2019; Kryscinski et al.,
2020; Pagnoni et al., 2021; Laban et al., 2022).

In factuality scoring and other closely related
tasks such as fact verification (Vlachos and Riedel,
2014; Thorne et al., 2018), the objective is to assess
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whether or to what degree the claims in a given text
can be supported by other “evidence” texts. Given
this setup, previous work has drawn a parallel
with the task of Natural Language Inference (NLI),
which has a similar goal of determining whether
the meaning of one text can be inferred (entailed)
from another (Dagan et al., 2006). As a conse-
quence, models trained on large NLI datasets (Bow-
man et al., 2015; Williams et al., 2018; Nie et al.,
2020) have often been successfully repurposed
for the task of detecting factual inconsistencies in
machine-generated summaries (Falke et al., 2019;
Kryscinski et al., 2020; Maynez et al., 2020; Zhang
and Bansal, 2021). It is now common that high-
performance NLI models are trained on a combina-
tion of NLI and fact verification datasets (Nie et al.,
2020; Schuster et al., 2021).

One way to repurpose NLI models for factuality
scoring is to use the full text of the input and sum-
mary as the premise and hypothesis respectively,
then take the factuality score to be a function of
the model output distribution. However, NLI mod-
els are usually trained with sentence pairs as input,
and can suffer performance degradation with the
longer contexts that arise in summarization (Laban
et al., 2022; Honovich et al., 2022). Worse yet, the
majority of modern NLI models are based on ar-
chitectures such as the Transformer (Vaswani et al.,
2017) that use fixed-length input sizes, and it may
not be possible for a full document and summary
pair to fit into this context.

Another approach to NLI-based factuality scor-
ing is grounded in the idea of first decomposing the
input text into finer levels of granularity, followed
by a later score aggregation step. Falke et al. (2019)
proposed a scoring method based on sentence level
decomposition, but concluded that the NLI models
at the time were not robust enough for the task.
However, recently both Schuster et al. (2022) and
Laban et al. (2022) have shown that variations on
this decomposition-based strategy, in combination
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with the improved performance of modern NLI
models, can produce systems that perform well
at the task of detecting factual inconsistencies in
generated summaries.

In this work we revisit existing studies of NLI-
based factuality scoring and perform a system-
atic comparison of input-summary decomposition
methodologies at different levels of granularity —
from document to sub-sentence level. We show
that contrary to previous findings, adding more
context to the premise (the source document) can
sometimes outperform approaches based on a more
fine-grained decomposition. We also find that small
changes to the factuality scoring function can lead
to a substantial increase in performance, but that
model performance does not necessarily generalize
across benchmarks that use different metrics (even
when applied to the same underlying data). Our
results highlight the need for caution and additional
evaluation when selecting a model and methodol-
ogy for downstream tasks.

2 Decomposition-based factuality scoring

In this work we are primarily concerned with ref-
erenceless factuality scoring of document sum-
maries. To do so, we therefore require a func-
tion from an input (document, summary) pair
to a score value Z € R. NLI models typically
learn a function that maps a pair of input text
strings (Xprem, Xhyp), commonly referred to as
the premise and hypothesis, to a probability dis-
tribution over the output classes entailment, neu-
tral, or contradiction. One simple way to repur-
pose NLI models for factuality scoring is with
(document, summary) as (Xprem, Xhyp), and to
take the score Z to be some function fz(pe, Pn, Pc)
over the probability values given for entailment
(pe), neutral (p,), or contradiction (pc)l. We ex-
periment with three decomposition-based scoring
methods, described in the following sections.

2.1 SummaC

The SummaC models proposed by Laban et al.
(2022) decompose the document and summary into
sentences. A document is split into M sentences
labelled Dy, ..., Dy, and a summary into IV sen-
tences Si,...,Sy. Each (D,,,S,) combination
is then passed through an NLI model, with scores

'We note that generally the NLI models are not well-
calibrated, and so these probability values may not necessarily
have semantically meaningful interpretations, but empirically
they can often be used directly in this manner.
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computed using a function of the output proba-
bilities. This decomposition results in an M x N
score matrix for each (document, summary). La-
ban et al. (2022) describe two model classes, which
differ in how they process the score matrix to create
a final factuality score for a summary:?

SUMMAC ZERO-SHOT (SCzs): each summary
sentence is first scored by taking the maximum
score value computed against any of the document
sentences (max over each column in the M x N
matrix). These summary sentence scores are then
averaged to compute the final score.

SUMMAC CONVOLUTION (SCcopy): the pair
matrix is converted to a histogram by placing the
score values into evenly spaced bins, then the result-
ing matrix is passed through a 1-D convolutional
layer. We refer the reader to Laban et al. (2022) for
further details.

We observe that although Laban et al. (2022)
indicate that the scoring function f7 that they use
is given by f7 = pe, the default parameters in their
publicly available code® describe f7 = p, —p.. We
compare these two variants of the score function
fzin § 3.1.

2.2 SENTLI

Similarly to Laban et al. (2022), Schuster et al.
(2022) propose a factuality scoring model that as-
signs a score for each summary sentence .S, accord-
ing to the maximum score across all (D1 ar, Sp)
pairs. Each (D, Sy) is scored using a custom
NLI model based on T5 (Raffel et al., 2020) and
fine-tuned on a combination of the SNLI (Bow-
man et al., 2015), MNLI (Williams et al., 2018),
ANLI (Nie et al., 2020), FEVER (Thorne et al.,
2018) and VitaminC (Schuster et al., 2021)
datasets.

Final scores are either the average score for all
S1,..n in an aggregation method referred to as
“soft aggregation”, or the minimum score across
Si,...n in their “hard aggregation” method. In
addition, Schuster et al. (2022) propose an exten-
sion to this approach called “retrieve and rerank”
(SENTLIRR). Here they again first score all
(D, Sy) using an NLI model. For each S,,, the
top-K D,, are selected according to both the entail-
ment and contradiction scores p. and p.. The NLI

“These models are agnostic to the particular NLI model
being used for scoring, but the best performing model in the
paper uses a version of ALBERT (Lan et al., 2020) fine-tuned
on a combination of MNLI and VitaminC.

3https: //github.com/tingofurro/summac
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model is then presented with the same hypothesis
Sp, together with a concatenation of the top-K en-
tailing and contradicting sentences, with the output
used to create the final score that S,,. For further
details we refer the reader to Schuster et al. (2022).

2.3 Summarization Content Units (SCU)

Following Nenkova and Passonneau (2004) and
Shapira et al. (2019), we take decomposition a step
further and segment each summary into smaller
units called Summarization Content Units (SCUSs).
In its original formulation, SCUs are hand-crafted
short spans of text describing a single fact con-
tained in one or more reference summaries*. As
our evaluation data is not manually annotated with
SCUs, we follow the method in Zhang and Bansal
(2021), where the authors show that SCUs can be
approximated using heuristics applied to the output
of a Semantic Role Labeler. However, whereas
these methods apply to reference-based evaluation
of summaries, in the absence of human reference,
here we adapt them to fit the referenceless evalu-
ation scenario. We refer to our method of decom-
position and scoring with SCUs as SCUzs, and
describe the details of the method in Appendix D.

3 Experiments and evaluation

We evaluate the performance of our models on
the SummaC benchmark (Laban et al., 2022),
which comprises of six datasets for summary in-
consistency detection: CoGenSumm (CGS) (Falke
et al., 2019), XSumPFaith (XSF) (Maynez et al.,
2020), Polytope (PT) (Huang et al., 2020),
FactCC (FCC) (Kryscinski et al., 2020), Sum-
mEval (SE) (Fabbri et al., 2021), and FRANK
(FR) (Pagnoni et al., 2021). Evaluation is standard-
ized by casting each task as binary classification,
and then measuring performance using balanced ac-
curacy. As the NLI-based factuality scoring meth-
ods all output a scalar score value, we follow Laban
et al. (2022) and tune thresholds separately for all
methods and all datasets on the validation set, and
report results using these threshold values on the
test set. Although the FRANK dataset is part of
SummaC, we also perform a separate evaluation of
it using the original metrics of Pearson and Spear-
man correlations of the model output scores with
(non-binary) human scores.

To assess the benefits of decomposing text for
NLI-based factuality scoring, we compare the per-

“Example SCUs are given in Appendix D
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formance of the aforementioned decomposition
methods with full text scoring, where either or both
the source document or the summary has not been
decomposed. We also test with a context length
of several sentences, computed using a simplified
version of the SENTLIrr method that we refer to
as ToPK, as follows:

First decompose the document and summary
into individual sentences (D1, s, 51, N)s
and score all combinations using an NLI
model.

For each S,,, select the top-K sentences in
Dy, ..., Dy according to pe.

Concatenate these top-K sentences to form a
new premise string.

Run hypothesis S,, and the new premise
through the NLI model, again taking p. as
the final score for S,.

Compute the final factuality score as the aver-
age over the scores for each 5),.

To split text into sentences we use spaCy (Hon-
nibal et al., 2020). We note that Laban et al.
(2022) used NLTK (Bird et al., 2009) for sentence-
splitting, but this fails to correctly split sentences
on some examples with bad punctuation (which
are common in the FRANK dataset in particular’).
In all experiments, unless otherwise specified we
use the NLI model from Schuster et al. (2021) that
is fine-tuned on a combination of Vitamin-C and
MNLI datasets®, which we refer to as VITC. For
fair comparison with Laban et al. (2022), we set the
maximum “full document” context for the premise
to be 500 tokens.

3.1 Results

Our main results are summarized in Table 1, with
Summac results at the top and FRANK results at
the bottom. In general, we find that factuality scor-
ing using fz = p. has superior performance to
fz = pe — pe, for all levels of input granularity,
and for all evaluation metrics. We surpass both
the original SCzs/SCcony and SENTLI/SENTLIgr
Summac results using SCzg with this scoring func-
tion. Further performance gains are also obtained
from using additional context for the premise using
ToPK, and we find that including the full document

Ssee Appendix A for details
®This is the best performing NLI model in Laban et al.
(2022).



System fz PG HG CGS XSF PT FCC SE FR Overall
SCys 704« 58.4% 62.0%x 83.8%«x 787x 79.0% | T2.1x
SCconv 64.7« 664+ 627+ 89.5x 81.7+ 81.6x | 74.4x
SENTLI (soft) 79.3% 593« 52.4% 89.5x 772+ 82.1x | 73.3x
SENTLIRR (soft) 79.6%  62.7% 528« 86.1x 785% 80.4x | 73.3x%
o SENTLIRR (hard) 80.5% 642+« 551 833x 79.7« 784x | T73.5x%
g SCys Pe — Pe  Sent sent 625 538 576 839 77.1 79.2 69.0
g SCys De sent sent 768 656 576 899 797 813 75.1
“2 SCys De doc doc 593 699 599 847 787 812 72.3
SCyzs De TopK sent 79.7 673 569 894 818 814 76.1
SCyzs Pe — P doc sent 763 690 582 854 833 82.6 75.8
SCyzs De doc sent 762 698 617 846 84.0 82.0 76.4
SCUzs De TopK SCU 729 656 57.1 80.5 82.1 81.7 73.3
SCUzs De sent SCU 714 634 550 77.0 80.0 81.4 71.4
System fz PG HG  Pearsonp p-val Spearmanr p-val
FactCC 0.20: 0.00: 0.30= 0.00:
BertScore P Art 0.30: 0.00: 0.25x= 0.00:
SCys Pe — Pe  Sent sent 0.32 0.00 0.26 0.00
M SCyg Pe sent sent 0.35 0.00 0.36 0.00
<Z,: SCyzs Pe doc doc 0.31 0.00 0.25 0.00
% SCys De TorPK sent 0.37 0.00 0.34 0.00
SCyzs Pe — P doc sent 0.30 0.00 0.26 0.00
SCyzs De doc sent 0.34 0.00 0.29 0.00
SCUzgs De TorK SCU 0.36 0.00 0.30 0.00
SCUzgs De sent SCU 0.36 0.00 0.34 0.00

Table 1: Test set results for SummaC and FRANK. Results marked “x” are taken from prior work, the rest are from
our implementations. “PG” and “HG” are the premise and hypothesis levels of granularity respectively. Sentences

in our implementations are split using spaCy.

context in the premise performs best of all, in con-
tradiction to previous findings on this benchmark’.
We see no additional performance benefit in going
below the sentence level and using SCUs on these
benchmarks, but the SCU decomposition does per-
form competitively across both benchmarks.
None of our variations achieve similar perfor-
mance to the published SCzg results, either per-
forming better or worse depending on whether fz
i8 pe Or p. — p. respectively. We believe that this
discrepancy is due to the fact that the published
SCyzg results use classification thresholds that are
tuned on the test set® rather than validation set.
On FRANK, we find that there is no single
method that performs best across both correlation
metrics, TOPK having the highest Pearson corre-
lation, and the sentence level SCzg the highest
Spearman correlation. It is notable however that
the larger premise context granularity DOC-SENT is
not as strong when using the original FRANK met-

"In Appendix B we show that some of these findings ap-
pear to be unique to this particular choice of NLI model.
8Confirmed via correspondence with Laban et al. (2022).

rics as it is on SummaC, highlighting the need to be
careful when comparing methods using different
metrics, even on the same underlying data.

4 Conclusion

In this work we revisited prior findings that the
best way to use NLI models for factuality scoring
of machine-generated summaries is to first decom-
pose the input to sentence level, score using NLI,
then aggregate the sentence level scores to produce
a document-level score. Contrary to prior work,
we find that there is no single optimal level of de-
composition that performs best across all tasks and
evaluation metrics. We showed that in general,
sentence level decomposition is preferable for the
summary/hypothesis side of the NLI input, but on
the premise side recent models such as VITC often
benefit from having longer input contexts avail-
able when scoring. We also show that for the six
datasets in the SummaC benchmark, there is still
considerable variation in the performance of our
methods both across the individual datasets, and
also within different metrics on the same dataset.
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Limitations

Although we evaluate our methods across six dif-
ferent datasets, all are broadly from the same nar-
row domain, namely English news articles. We
also note that despite the methods in Section 2 be-
ing agnostic to the choice of the NLI model that is
used for scoring, there can be considerable degrada-
tion in the performance of methods that use longer
premise contexts with some NLI models. More
details can be found in Appendix B.
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A Performance variations with different
sentence-splitting methods

Table 2 describes how the performance of the Sum-
maC Zero-Shot factuality scoring method varies
based on whether NLTK or spaCy is used for
sentence-splitting. All methods use the VITC NLI
model. On SummaC, we see that using spaCy re-
sults in a slight improvement overall, whether our
scoring function is fz = pe or f; = p. — pe.
We note that this is true for the FRANK dataset
when scored using the SummaC balanced accuracy
metric. However, on the FRANK dataset with the
original metrics, we mostly see the opposite effect;
using NLTK results in higher Pearson correlations
for both scoring functions, and a higher Spearman
for fz = pe — p.. Notably, the 0.39 Pearson corre-
lation for SCzg at sentence level granularity using
NLTK is the highest score that we obtain on this
benchmark.

However, the results on Frank seem to be
partly an artifact of inaccurate sentence-splitting
by NLTK resulting in (premise, hypotheis) pairs
that are in fact at much larger levels of granularity
than the intended sentence level, making this result
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