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Abstract
This study evaluates the ability of large lan-
guage models (LLMs) to detect incoherence
between the text of product reviews and their
assigned rating (1 or 5 stars). Using popular
LLMs such as GPT-5, Llama-4 and DeepSeek-
3.2, and models optimized for Brazilian Por-
tuguese, Sabiá-3.1 and Bode-3.1, we show
that some are capable of detecting incoherence
among texts and ratings (F1 > 90%) in a zero-
shot protocol. Models also present a high agree-
ment in the predictions, where several predic-
tion rounds led to low variability (Fleiss’ κ
> 0.95). With the demonstrated incoherence
present in all product categories (aprox. 10%
of comments), the results suggest that LLMs
are very promising to perform this high seman-
tic interpretation task, and they can be used as
valuable tools for online monitoring and recom-
mendation systems.

1 Introduction

The popularization of e-commerce platforms has
made user reviews a crucial resource for both con-
sumers and companies (Hu et al., 2014). Although
numeric ratings, often represented by stars (1 to 5),
provide an immediate summary of customer per-
ception, the accompanying text frequently contains
nuances that the numeric score alone does not cap-
ture—or, in some cases, contradicts (Aljrees et al.,
2024). Figure 1 illustrates this scenario, where the
textual comment1 is positive, but the rating is 1
star. Automatically detecting such contradictions
is relevant for three main reasons: (i) increases the
reliability of publicly displayed satisfaction met-
rics, (ii) helps merchants identify potential fraud
or input errors, and (iii) offers a novel signal for
recommender systems and sentiment analysis. Ad-
ditionally, such inconsistency can increase the cog-
nitive effort of consumers, lead to less accurate

1Comment translated, reflecting the original text: Product
all right very good, app super recommend, quality in the
products.

purchase decisions, and diminish the utility of the
review platform (Mudambi et al., 2014).

Figure 1: Discrepancy between text and rating.

Historically, verifying the coherence between
rating and text has been treated as a subtype of
sentiment analysis, requiring manually annotated
datasets and task-specific supervised models. The
advent of Large Language Models (LLMs) intro-
duced the possibility of assessing inconsistencies
in a zero-shot or few-shot regime, eliminating the
need for feature engineering and extensive fine-
tuning. Despite these advances, the literature lacks
systematic studies that quantify (a) the accuracy of
these models for this specific task and (b) the vari-
ability of their output when multiple independent
runs of the same LLM are considered.

This work investigates whether LLMs can con-
sistently identify semantic inconsistencies between
rating (1 or 5 stars) and the textual content of re-
views. We restricted our study to extreme ratings
because they exhibit clearer polarity, which facil-
itates the analysis of explicit contradictions. In-
termediate ratings, on the contrary, are more am-
biguous and would complicate the validation. Each
review was submitted to a set of LLMs in three
independent runs, which allowed us to assess the
stability of the models in the face of output vari-
ability.

The contributions of this article are as follows:
(i) data curation: release of a balanced, annotated
set of extreme-star reviews across ten e-commerce
categories, in Brazilian Portuguese, containing
both the numeric rating and the original text2; (ii)
zero-shot evaluation protocol: description of a

2The original dataset, along with the annotated data, are
available in https://zenodo.org/records/18778352
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generic, reproducible prompt to detect rating–text
inconsistencies, applicable to any modern LLM;
(iii) variability analysis: quantification of within-
model agreement across three runs using classical
reliability metrics (Fleiss’ κ and Cohen’s κ), which
are still seldom explored in LLM research; and (iv)
practical implications: a discussion showing how
detected inconsistencies can support automatic con-
tent moderation and improve reputation systems in
digital retail environments.

The remainder of this paper is organized as fol-
lows. Section 2 reviews related work; Section 3
presents the methodology; Section 4 reports the
experiments and results; and Section 5 concludes
and outlines directions for future work.

2 Related Works

2.1 Comments vs Ratings

Almansour et al. (2022) identify that the correlation
between sentiments expressed in text and numeri-
cal scores tends to be low to moderate, indicating
that relying exclusively on one of these sources
may lead to inaccurate conclusions. The origin of
the discrepancies between comments and scores
was investigated by Geierhos et al. (2015), who
point out that one of the factors contributing to
this inconsistency is individual random errors. Fur-
thermore, studies such as those by Mellinas et al.
(2019) and Sharma et al. (2020) suggest that con-
sumers tend to penalize negative experiences more
severely than they reward positive experiences in
the texts.

Fazzolari et al. (2017) analyzed the inconsis-
tency in hotel reviews, identifying that 12% of low
scores were classified as positive and 5% of high
scores as negative. To reduce this ambiguity, Islam
(2014) proposed a system that unifies the numeri-
cal score with the polarity extracted from the text.
Similarly, Aljrees et al. (2024) used TextBlob to
identify biases in application reviews, classifying
24.72% of reviews with a polarity below 0.5 and a
rating above 3 as biased.

Collectively, these studies demonstrate that tex-
tual comments may be more representative of the
user’s actual sentiment than the scores themselves,
reinforcing the need for approaches that integrate
both sources of information.

2.2 Large Language Models

LLMs have significantly advanced Natural Lan-
guage Processing (NLP), particularly in text com-

prehension and opinion mining. Their ability to
generalize tasks through zero-shot predictions has
enabled applications in various fields, including rat-
ing prediction (Marreira et al., 2025a; Kang et al.,
2023) and recommendation systems (Zhang et al.,
2024).

In the context of explainable recommendation
systems, Liu et al. (2025) propose a solution that
seeks to align the predicted score with the explana-
tion generated by the system. The model utilizes
an LLM to predict a product’s score based on user
and product information; subsequently, it gener-
ates a textual explanation coherent with that score.
To evaluate the coherence between the score and
the explanation, the authors use the GPT-4o model,
highlighting the potential of LLMs in detecting
inconsistencies between comments and assigned
ratings.

While prior work has already investigated
rating–comment discrepancies (Marreira et al.,
2025b), this study extends this line of research
by evaluating a broader set of LLMs with a differ-
ent technique. Furthermore, although Portuguese
is one of the five most widely used languages on
the internet (Pereira, 2021), research on this topic
focuses primarily on English. This gap highlights
the need to investigate this analysis in Brazilian
Portuguese, leveraging the potential of LLMs to
enhance the understanding of inconsistencies be-
tween comments and review scores.

3 Methodology

3.1 Dataset

We developed a crawler to collect product reviews
posted on the Amazon Brazil e-commerce website,
spanning 2021 to 2024. Only reviews in Portuguese
were considered. The research focuses exclusively
on the review text and the numerical rating pro-
vided by the user. The core objective is to identify
contradictions between the assigned rating and the
textual content of the review, restricting the anal-
ysis to extreme ratings, that is, 1-star or 5-stars
reviews.

The methodological decision to exclusively ana-
lyze extreme ratings, specifically 1 and 5 stars, was
a strategy implemented to ensure the study concen-
trated on cases with unequivocal polarity expec-
tations. Despite its limited real-world representa-
tiveness, this approach facilitated the identification
of explicit contradictions between textual content
and rating, where the presence of inconsistency is
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critically significant.
Ratings of an intermediate nature, exemplified

by 2 to 4 stars, frequently encompass a combina-
tion of mixed or neutral sentiments. This intro-
duces a degree of ambiguity that has the potential
to adversely affect the objectivity of the consistency
analysis. Investigation into the characteristics of
these intermediate ratings represents a valuable di-
rection for future research endeavors.

To ensure class balance across ratings, we guar-
anteed that each category contains the same number
of 1-star and 5-star reviews. The summary of the
dataset is presented in the Table 1. In total, the
dataset comprises 20,586 reviews. Larger volumes
are observed in Books and Fashion, whereas Com-
puters and Pets are less represented. This variation
reflects relative popularity across categories, with
Books standing out, possibly driven by the habit of
readers to review their experiences.

Table 1: Distribution of reviews by category.

Category 1-star 5-stars Total

Automotive 873 873 1,746
Baby 1,057 1,057 2,114
Cell Phones 867 867 1,734
Grocery 742 742 1,484
Games 1,217 1,217 2,434
Computers 185 185 370
Books 2,259 2,259 4,518
Fashion 1,443 1,443 2,886
Pets 445 445 890
Toys 1,205 1,205 2,410

Total 10,293 10,293 20,586

3.2 Models

In our experiments, we considered both multilin-
gual and Portuguese-specialized models, varying
in scale. Since generative models are inherently
non-deterministic, each model was applied in three
rounds to observe consensus. To mitigate this non-
determinism, the temperature parameter was set to
0.0 (zero)3.

3.2.1 GPT-5
Developed by OpenAI, ChatGPT-5 is a state-of-
the-art multimodal language model built on the

3With the exception of the Bode-3.1 model, which was ex-
ecuted locally using the configuration do_sample = False,
to ensure deterministic outputs.

Transformer architecture (Vaswani et al., 2017).
Trained on a diverse and rigorously filtered dataset,
ChatGPT-5 employs reinforcement learning to re-
fine internal reasoning before responding, enhanc-
ing accuracy, reflection, and safety alignment. The
system introduces major improvements in reason-
ing, instruction following, hallucination reduction,
and sycophancy mitigation, excelling particularly
in writing, coding, and health tasks (OpenAI, 2025).
The model was accessed through its OpenAI API.

3.2.2 DeepSeek-3.2
Developed by independent researchers, DeepSeek
is an open-source language model built on the
Transformer architecture, emphasizing scalability
and versatility. It was trained on a large bilingual
dataset containing around 2 trillion tokens, mainly
in Chinese and English. The model demonstrates
advanced abilities in reasoning, mathematics, and
code generation. Moreover, it employs techniques
such as supervised fine-tuning (SFT) and direct
preference optimization (DPO), which enhance its
performance in dialogue tasks and its alignment
with user intent (Bi et al., 2024). In our exper-
iments, we used version V3.2 of DeepSeek, ac-
cessed through OpenAI API.

3.2.3 LLaMA-4
Llama 4 is a cutting-edge, natively multimodal lan-
guage model developed by Meta AI. We specifi-
cally used the LLaMA-4-Scout-17B-16E-Instruct
model in our experiments, featuring 17 billion
active parameters within a 16-expert mixture-of-
experts (MoE) architecture (109 billion total param-
eters), trained on approximately 40 trillion tokens.
It supports both text and image inputs, offers a long
context window of up to 10 million tokens, and is
optimized for efficient inference (including single
NVIDIA H100 GPU deployment) while delivering
strong performance across tasks such as dialogue,
image reasoning, coding and summarisation (Meta,
2025). The model was accessed through Hugging
Face Inference API.

3.2.4 Sabiá-3
Developed by Maritaca AI, Sabiá-3 is a lan-
guage model tailored specifically for Brazilian Por-
tuguese. It was trained on an extensive, high-
quality corpus of Portuguese texts, emphasizing
Brazil-focused sources such as cultural, historical,
and academic materials. This specialization allows
the model to capture the nuanced linguistic features,
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social conventions, and regional variations distinc-
tive to the Brazilian context, making it highly ef-
fective for natural language processing tasks that
require precise text understanding. Sabiá-3 is ac-
cessible through an API called MariTalk, which
enables efficient interaction with the model while
remaining cost-effective. Sabiá-3 operates at three
to four times lower cost per token compared to
frontier models, without sacrificing performance
on Brazil-specific tasks (Abonizio et al., 2024). In
our experiments, we used version V3.1 of Sabiá.

3.2.5 Bode-3.1
The Bode model family (Garcia et al., 2024) con-
sists of fine-tuned large language models special-
ized in Brazilian Portuguese. These models, avail-
able on Hugging Face, were designed to enhance
Portuguese-language understanding and generation
by integrating cultural, linguistic, and contextual
nuances specific to Brazil. The fine-tuning process
employed translated versions of datasets such as Al-
paca and UltraAlpaca. In this project, we used the
model Bode-3.1-8B-Instruct-LoRA version, which
is optimized for instruction-following tasks, main-
taining robust performance in Portuguese dialogue
and reasoning while remaining lightweight enough
for efficient experiments. The model was loaded
locally from the Hugging Face Hub.

3.3 Prompt

The prompt used in the experiments was structured
into five blocks with specific functions. Figure 2
illustrates the written prompt in Portuguese and
Figure 3 the translated prompt in English. The first
block (1) instructs the model to verify the coher-
ence between the rating and the Portuguese text
(PT-BR). The second block (2) specifies the input
into three different data: category text and rating.
The third block (3) specifies the output into classes:
COERENTE (COHERENT) and INCOERENTE
(INCOHERENT). The fourth block (4) specifies
the rules that must be adopted by the model. Fi-
nally, the fifth block (5) presents some orientations
for the models. This clear and concise structure
promotes uniform responses and robustness in zero-
shot settings.

The combination of these five blocks results in
a concise, deterministic, and operationally robust
prompt, suitable for use in zero-shot contexts. The
clear separation between the decision rule and the
response format was crucial to ensuring unifor-
mity across runs and enabling within-model con-

Figure 2: Prompt (PT-BR) used in the experiments.

sistency analysis. The prompt was defined through
exploratory experiments in which different formula-
tions were tested until a stable version was reached,
i.e., a prompt that consistently yielded correct re-
sponses under the automated evaluation protocol.

3.4 Metrics

To evaluate the performance of our classification
models, we relied on a broad set of well-established
metrics. In particular, we employed precision, re-
call, and the F1 score, which are standard mea-
sures frequently used in text classification research.
Also, in order to quantify the agreement among the
three independent runs of the LLM, Fleiss’ κ coef-
ficient was adopted (Fleiss, 1971). It is a general-
ization of Cohen’s κ for k > 2 annotators, suitable
for nominal categories and the absence of missing
data—requirements that correspond exactly to the
setting of this work, in which each review received
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Figure 3: Prompt (translated) used in the experiments.

a binary label (INCOHERENT or COHERENT)
from three runs of our models investigated.

Formal definitions: Let N be the total number
of items evaluated and k the number of annota-
tors. For each item i ∈ {1, . . . , N} and category
c ∈ {1, . . . , C}, we denote by nic the count of an-
notators who selected category c. In the present
work, C = 2 and k = 3. With these notations, the
average proportion of observed agreements (P̄ ) and
the proportion of agreements expected by chance
(P̄e) are given by

P̄ =
1

N

N∑

i=1

∑C
c=1 nic(nic − 1)

k(k − 1)
, P̄e =

C∑

c=1

p2c ,

where pc = 1
Nk

∑N
i=1 nic represents the marginal

frequency of category c. Fleiss’ coefficient is then
defined by

κ =
P̄ − P̄e

1− P̄e
.

The values of κ range between −1 and 1, where

κ = 1 indicates perfect agreement, κ = 0 corre-
sponds to the agreement of chance-level and κ < 0
suggests systematic disagreement. Following the
scale of (Landis and Koch, 1977), the intervals
0–0.20 (slight), 0.21–0.40 (fair), 0.41–0.60 (moder-
ate), 0.61–0.80 (substantial), and 0.81–1.00 (almost
perfect) are considered.

4 Experiments

4.1 Inconsistency Identification

The internal consistency of the models was as-
sessed through three independent runs (v1-v3) of
20.586 comments using the same prompt. Further-
more, considering the three simultaneous execu-
tions, Fleiss’ Kappa coefficient was calculated for
each model. The number of detections of inco-
herent comments per model for each round, their
percentage of the corpus, and the Fleiss’ Kappa are
presented in Table 2.

The results show that all models achieved a
low variance among the prediction rounds with
Kappa values higher than 0.95 in all cases, except
for Bode-3.1, which produced deterministic out-
puts due to local execution with the configuration
do_sample = False. These values indicate that
all models presented run in almost perfect agree-
ment. The highest consistency is shown by the
Bode-3.1 model (Kappa = 1.0), with exact pre-
dictions in all rounds, followed by DeepSeek-3.2
(Kappa = 0.9883).

In Table 2, we also can observe that the number
of incoherent comment detections varied widely
between the models. While Llama-4 detected the
maximum of 1,588 (aprox. 7.72%) comments as in-
coherent, GPT-5 only detected around 370 (aprox.
1.80%). These results show that all models are con-
sistent in the predictions among the rounds, but the
models differ substantially in the rate at which they
flag reviews as incoherent, suggesting different de-
tection thresholds or calibration behaviors.

4.2 Human Agreement

A conservative criterion was adopted, selecting a
representative random sample of the dataset for de-
tailed analysis of the models. Table 3 shows the
distribution of this subset of reviews. To generate
the ground truth of this test sample, two human re-
viewers, trained for the task, labeled the comments
as COHERENT, INCOHERENT, MIXED or NEU-
TRAL by confronting their text with its respective
rating. Mixed reviews contained both positive and
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Table 2: Incoherent responses per execution round and Fleiss’ Kappa.

Model v1 v2 v3 Fleiss’ Kappa
GPT-5 371 373 370 0.9534
Sabiá-3.1 550 550 540 0.9587
Deepseek-3.2 1,020 1,023 1,023 0.9883
Llama-4 1,587 1,588 1,588 0.9709
Bode-3.1 872 872 872 1.0000

negative information, whereas neutral reviews con-
sisted of factual statements or user typos. Ironic or
sarcastic reviews were identified by the annotators
and classified according to their underlying senti-
ment. For instance, if a review expresses negative
sentiment through irony while assigning a five-star
rating, it was labeled as incoherent. The agree-
ment between them was 79,7%, with a Cohen’s
Kappa coefficient of 0.67, indicating substantial
agreement according to the Landis and Koch scale.

Table 3: Distribution of reviews subset by category.

Category 1-star 5-stars Total

Automotive 22 18 40
Baby 24 16 40
Cell Phones 24 16 40
Grocery 23 17 40
Games 23 17 40
Computers 14 15 29
Books 24 16 40
Fashion 16 24 40
Pets 21 19 40
Toys 23 17 40

Total 214 175 389

The contradictions between the two annotators
were solved by a third independent evaluator. Fur-
thermore, mixed and neutral reviews were classi-
fied as incoherent to align with the binary classifi-
cation adopted by the models. The model’s final
prediction labels were determined by the majority
vote across the three rounds (i.e., agreement in at
least two rounds). Table 4 shows the precision,
recall, and F1-score metrics per model per class,
according to the ground truth.

The results show that the best model is
DeepSeek-3.2, with F1 of 97.91% and 97.98% for
incoherent and coherent detections, respectively.
It is followed by Llama-4, which achieved F1 of
96.68% and 96.64%, respectively. Although both
models are multilingual, they still performed better

than Sabiá-3.1, an optimized model for Brazilian
Portuguese, which achieved a F1 of 93.82% and
94.79% for incoherent and coherent detections, re-
spectively.

Both Sabiá-3.1 and GPT-5 models favored pre-
dictions as coherent, as can be seen when com-
paring precision and recall metrics. Low recalls
for incoherent detections (88.36% for Sabiá, and
69.84% for GPT-5) indicate a high occurrence of
false negatives, i.e. a weaker capacity for detecting
incoherence in the comments. Llama-4 showed
the opposite behavior, with a higher recall (100%),
but with more false positives, which led to a lower
precision (93.56%). All these results reflect on
the number of incoherent detections in in Table 2,
where both Sabiá-3.1 and GPT-5 detected the low-
est occurrences and Llama-4 the highest.

The Bode-3.1 model, optimized for Brazil-
ian Portuguese, achieved the lowest performance
among all evaluated models. Its F1-scores for inco-
herent and coherent detection (33.61% and 70.74%,
respectively) indicate frequent confusion between
the two classes. Notably, Bode-3.1 is a small model
with 8 billion parameters; thus, the proposed task
may be particularly challenging, even when using
the largest available variant of this version.

4.3 Analysis of Incoherence by Rating

In order to examine how ratings relate to textual
incoherence, we analyzed the same test dataset of
Table 3, where 214 comments (55.0%) had a 1-star
rating, and 175 (45.0%) had a 5-star rating.

Out of the 389 reviews in the test subset, 152
(39.1%) were labeled INCOHERENT. When bro-
ken down by rating, incoherence affected 93 of 214
1-star reviews (43.5%), typically reflecting posi-
tive text paired with a low rating, and 59 of 175
5-star reviews (33.7%), typically reflecting nega-
tive text paired with a high rating. Although these
rates are of similar magnitude, the higher share and
larger absolute count of incoherent cases among
1-star reviews suggests that rating–text mismatches
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Table 4: Metrics by model.

Model Class Precision Recall F1

GPT-5
INCOHERENT 1.0000 0.6984 0.8224

COHERENT 0.7782 1.0000 0.8753

DeepSeek-V3.2
INCOHERENT 0.9689 0.9894 0.9791

COHERENT 0.9898 0.9700 0.9798

LLaMA-4-Scout
INCOHERENT 0.9356 1.0000 0.9668

COHERENT 1.0000 0.9350 0.9664

Sabiá-3.1
INCOHERENT 1.0000 0.8836 0.9382

COHERENT 0.9009 1.0000 0.9479

Bode-3.1-8B
INCOHERENT 0.8163 0.2116 0.3361

COHERENT 0.5618 0.9550 0.7074

are more prevalent at the negative extreme of the
scale. Overall, these results indicate that coherence-
checking models should consider not only textual
polarity, but also rating priors and potential asym-
metries in how users assign extreme ratings.

4.4 Analysis of Incoherence by Category
Given its best overall classification performance on
the human-labeled subset (Table 4) and strong run-
to-run stability, we use DeepSeek-3.2 to examine
how rating–text incoherence varies across product
categories. Figure 4 reports the category-level rates
of incoherent reviews correctly identified with re-
spect to our ground-truth annotations. We observe
that incoherence is present across all categories,
with most of them clustering around 10%. The
Computers category exhibits the lowest rate (4.8%),
whereas Cell Phones reaches the highest (12.9%).
These differences suggest that mismatch patterns
may be category-dependent, potentially reflecting
factors such as review style, product complexity,
or how users interpret extreme ratings. We leave
a controlled analysis of these factors, for example,
accounting for review length, sentiment intensity,
and category sample size as future work.

Figure 4: Reviews correctly classified as incoherent by
DeepSeek-3.2 by category.

5 Conclusions

This study evaluated the effectiveness of Large
Language Models (LLMs) in detecting semantic
incoherence between review texts and their respec-
tive numeric ratings (1 or 5 stars) within a Brazil-
ian e-commerce context. Using a curated dataset
of over 20,000 reviews and a zero-shot protocol,
the research compared the performance of state-
of-the-art multilingual models (GPT-5, Llama-4,
DeepSeek-3.2) with models optimized for Por-
tuguese (Sabiá-3.1 and Bode-3.1). The method-
ology focused not only on classification accuracy
but also on the stability of model responses across
multiple independent runs, utilizing agreement met-
rics such as Fleiss’ Kappa.

The results demonstrated that, in general, LLMs
have high internal consistency, with very low vari-
ability between prediction rounds (Kappa > 0.95).
The best overall performance was presented by the
DeepSeek-3.2 model, which achieved an F1-score
of 97.91% in detecting incoherence, outperform-
ing both the other multilingual models and those
specialized in Portuguese. Models such as GPT-5
and Sabiá-3.1 were observed to be conservative,
favoring the “coherent” classification and generat-
ing more false negatives, while Llama-4 showed
high recall but lower precision. Furthermore, the
analysis revealed that incoherence is more frequent
in 1-star reviews (43.5%) than in 5-star reviews,
suggesting a greater fragility in the text-rating cor-
relation when the user expresses dissatisfaction. In
addition, incoherent evaluations are present in all
product categories in similar rates, except for Com-
puters category, with a very lower rate.

As future work, we propose to expand the analy-
sis to other techniques, such as few-shot prompting,
chain-of-thought prompting and fine-tuning. Be-
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sides, we plan to explore reviews with intermediate
ratings (2 to 4 stars), where ambiguity and mixed
sentiments make the detection of contradictions
more complex. It is also pertinent to investigate
further the reasons why certain product categories,
such as Computers, present lower inconsistency
rates, hypothesizing that the consumer’s technical
profile might influence the rating accuracy. Finally,
it is suggested to improve the understanding of how
emotional influence affects the coherence between
the written text and the rating assigned by human
reviewers.
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