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Abstract

Developing Computational Humor systems
at a multilingual and multimodal scale re-
quires transcending simple text generation
paradigms to focus on intent and context
understanding. In this study, we address
two key limitations in Foundation Mod-
els: Association Failure in textual tasks,
which prevents the formation of coherent
semantic links between incongruous con-
cepts, and Temporal Blindness in video pro-
cessing, which disrupts narrative compre-
hension. To tackle these challenges, we pro-
pose a unified architecture comprising an
Intent-Aware RAG system for mitigating
linguistic gaps across English, Spanish, and
Chinese, and a Cascaded Visual Perception
pipeline for modeling the narrative struc-
ture of video content. A key innovation
of this work is the utilization of small lan-
guage models (TinyLlama) as a Semantic
Denoise Filter, converting noisy visual sig-
nals into structured, coherent textual rep-
resentations. Experimental results demon-
strate that this modular architecture re-
duces cultural-semantic gaps in certain lan-
guages and produces outputs that gener-
ally align better with human humor pref-
erences, though highly nuanced languages
still present a challenge.

1 Introduction

Humor generation is a complex cognitive chal-
lenge that requires models to move beyond se-
mantic fidelity and engage in “creative seman-
tic deviation.” We address the SemEval-2026
Task 1 on Multilingual and Multimodal Hu-
mor Generation (Castro et al., 2026), which
targets these complexities across two subtasks.
Subtask A evaluates text-based humor gener-
ation with specific constraints (keywords and
news headlines) across English, Spanish, and
Chinese. Subtask B evaluates multimodal hu-
mor by requiring models to generate comedic

captions for GIF images. Developing robust
systems for these tasks is crucial to overcoming
foundational AI limitations, specifically Asso-
ciation Failure (the inability to bridge incon-
gruous concepts logically) and Tone Shift Fail-
ure (the inability to distinguish satire from
toxic content).

To tackle these issues without the high com-
putational cost of direct fine-tuning, we pro-
pose a unified Retrieval-Augmented Genera-
tion (RAG) architecture (Lewis et al., 2020)
that treats data as “Enriched Semantic Struc-
tures.” For linguistic challenges, our Intent-
Aware RAG dynamically retrieves structural
blueprints based on user intent. To address
Temporal Blindness in multimodal tasks—
where models treat videos as disjointed static
frames—we introduce a Cascaded Visual Per-
ception pipeline. This pipeline leverages BLIP
(Li et al., 2022) for frame extraction and
TinyLlama (Zhang et al., 2024) as a Semantic
Denoise Filter to compress scattered visuals
into a coherent narrative.

Participating in this task revealed that while
hardware-efficient, sub-10B parameter models
can perform well when guided by targeted re-
trieval, notable cross-cultural hurdles remain.
Our system achieved competitive results, ty-
ing for 1st place in Task B2 and securing 2nd
place in English Task A. However, quantita-
tive and qualitative analyses demonstrate that
while our local RAG pipeline performs compa-
rably to foundation models in English and mul-
timodal structures, it struggles autonomously
with the deep homophonic wordplay (Xieyin)
inherent to Chinese humor when evaluated by
human judges. Our complete implementation
and reproducible configurations are publicly



available.!

2 Related Work

Early research in computational humor pri-
marily framed the problem as a classifica-
tion or ranking task. A series of SemEval
shared tasks progressively pushed the commu-
nity beyond binary detection, reconceptualiz-
ing humor as a continuous spectrum (Potash
et al., 2017), exploring its structural relation-
ship with irony (Mikhalkova et al., 2018), and
applying the Incongruity Theory to micro-
edited texts (Hossain et al., 2020). Further-
more, pre-trained language models were shown
to possess demographic blind spots, struggling
to differentiate genuine humor from offensive
content (Meaney et al., 2021). While these
foundational studies mapped the theoretical
boundaries of the field, they remained strictly
focused on detecting humor rather than gener-
ating it.

Similar single-stage limitations exist in mul-
timodal humor generation. Most vision-
language approaches rely either on simple
captioning pipelines or monolithic end-to-end
models. Standard Vision-Language Models
(VLMs) typically provide literal descriptions
of visual frames, missing the pragmatic incon-
gruity required for visual humor (Hwang and
Shwartz, 2023). Moreover, while end-to-end
models handle static images effectively, recent
benchmarks prove they struggle with temporal
reasoning in video sequences, treating frames
as isolated images—a phenomenon we term
Temporal Blindness (Li et al., 2024).

3 System Overview: Task A
(Textual Humor)

Task A requires generating text-based jokes
in English, Spanish, and Chinese that satisfy
specific constraints: either incorporating two
designated words or relating to a given news
headline. To address the challenges of Associa-
tion and Tone Shift failures in textual humor,
we developed an Intent-Aware RAG architec-
ture. Figure 1 illustrates the overall system
flow, which begins with data segregation based
on operational function, followed by language-

https://github.com/mr-zare/
SemEval-2026-taskl

specific preprocessing, embedding-based re-
trieval, and finally generation via Llama-3.

3.1 Stage I: Data Preparation and
Representation

We split our data based on its role: one part for
generation and another for contrastive evalua-
tion. To keep the humor culturally natural, we
used real public datasets rather than machine-
translated text.

For the Keyword-to-Joke scenario, we built
a Positive Corpus using SemEval-2017
Task 7 (Miller et al., 2017) and Short-Jokes
(Amoudgl, 2018) for English, the HAHA Cor-
pus (Chiruzzo et al., 2019) for Spanish, and
the Chinese-Humor dataset (Tseng and Tang,
2018) for Chinese. To improve retrieval preci-
sion without the high computational cost of
fine-tuning, we avoided standard flat index-
ing. Instead, we structured this corpus into
anchor-positive pairs. By mapping text an-
chors directly to their comedic structures, we
reduced the vector distance in the embedding
space, making the retrieval step much more
accurate.

For the News-to-Satire task and the eval-
uation phase, we needed a baseline of non-
We created a Discrimina-
tor Corpus using real news headlines as Neg-
ative Samples. This gave our multi-agent
“Judge” module clear contrastive examples,
teaching it that formal news reporting is not
a joke.

Finally, we applied specific fixes for each
language’s limitations. In English, we used a
safety filter to separate actual puns from toxic
text. In Spanish, we removed redundant jokes
using a cosine similarity threshold of 0.95. For
Chinese, we used Jieba (Sun, 2015) for segmen-
tation but intentionally kept the stop-words,
as these particles are essential for comedic tim-
ing.

humorous text.

3.2 Stage II: Intent-Aware Retrieval

The retrieval engine operates by first clas-
sifying the incoming input into one of two
intent categories: Keyword-to-Joke or News-
to-Satire. This intent signal governs which
sub-index of the wvector store is queried.
Embedding-based dense retrieval is performed
using language-specific models: BAAI/bge-m3
(Chen et al., 2024) for English and Spanish,
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Figure 1: Architectural Flowchart for Task A (Textual Humor Generation).

and BAAI/bge-large-zh-v1.5 (BAAI, 2024)
for Chinese. The top-K retrieved structures
are passed as enriched context to the genera-
tion stage.

3.3 Stage III: Structured Generation

The enriched semantic context retrieved in
Stage II is forwarded to Llama-3-8B (Dubey
et al., 2024) for final joke generation. Rather
than prompting the model with raw input,
the generator receives a structured prompt
that encodes the retrieved incongruity pat-
terns alongside culturally-conditioned direc-
The model is instructed to adopt an
Idea-First methodology: it must leverage the
retrieved context to forge hidden semantic as-
sociations before committing to a surface form.

tives.

4 System Overview: Task B
(Multimodal Humor)

Task B requires generating humorous captions
for GIF images in English, with two variants:
B1 generates captions using only the GIF,
while B2 completes a given text prompt us-
ing both the GIF and the prompt. In this
task, the challenge transcends mere “text gen-
eration”; it constitutes an effort to decipher
a silent visual narrative. Figure 2 depicts the
complete architectural flow.

4.1 Stage I: Cascaded Visual
Perception and Denoising

In this stage, we convert raw GIF videos
into structured text. Since processing
every single frame is computationally re-
dundant, we uniformly sample exactly six
evenly spaced keyframes per GIF. We cap-
tion each frame independently using the
Salesforce/blip-image-captioning-large
model (Li et al., 2022). For the decoding

step, we applied standard beam search with
num_beams=3, max_new_tokens=40, and
top_p=0.9 to maintain concise outputs and
limit hallucination.

However, raw frame-by-frame captions nat-
urally result in a disjointed list of events. To
resolve this, we pass the combined captions
through TinyLlama-1.1B (Zhang et al., 2024).
The primary justification for selecting TinyL-
lama is hardware constraints: Llama-3 already
consumes most of our memory, requiring a
lightweight model to summarize the scattered
captions into a single coherent paragraph with-
out exceeding our 16GB VRAM limit. We
call this Temporal Compression, transforming
a looping video into a simple text prompt.

4.2 Stage II: Context-Aware
Generation

The denoised narrative produced in Stage 1
is fed as context to the main language model
(Llama-3-8B).

Task B1 (Roast Mode): We employ Strict
Persona Prompting to shift the model from a
descriptive state to an interpretive mode, en-
gaging in “humorous judgment” of the visual
reality.

Task B2 (Multimodal Completion):
tegrating user text with the GIF narrative is
achieved through Hybrid Query Construction.
We concatenate the TinyLlama narrative with
the input prompt and use our RAG pipeline
to retrieve the single most relevant humor sce-
nario (k = 1) from our curated English corpus.
Each entry in this reference database consists
of two primary fields: the setup (the contex-
tual anchor) and the punchline (the humor-
ous resolution). This allows the generator to
ground its output in proven patterns of seman-
tic incongruity, ensuring the final completion

In-
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Figure 2: Architectural Flowchart for Task B (Multimodal Humor). The Cascaded Perception Pipeline
(Stage I) converts noisy visual signals from BLIP into a clean narrative using TinyLlama.

remains both context-faithful and comedically
effective.

5 Cross-Cultural Prompt
Engineering and Multi-Agent
Quality Assurance

A fundamental vulnerability in cross-lingual
generation tasks is the assumption of se-
mantic equivalence; translating a humorous
premise directly from English to Chinese or
Spanish typically results in catastrophic se-
mantic degradation.  To circumvent this,
we abandoned zero-shot translation in favor
of Culturally-Conditioned Persona Prompting
coupled with a Multi-Agent Evaluation Frame-
work.

5.1 The Generator: Constraint-Based
Association

The generation prompt forces the LLM to
adopt an Idea-First methodology. The model
must utilize the retrieved context to forge hid-
den semantic associations. Prompts are local-
ized (strategies detailed in Appendix A.4):

o English: Optimized for situational irony
and concise setup-punchline delivery.

e Chinese: Strictly instructed to leverage
homophonic wordplay (Xieyin / {5 #E).

e Spanish: Calibrated to produce Doble
Sentido (double entendre) and Chispa.

5.2 Multi-Agent Pipeline

As described by Zheng et al. (Zheng et al.,
2023), using LLMs as judges can provide scal-
able evaluation. To prevent “Humor Halluci-
nation”, we implemented a dual-agent audit-
ing architecture:

o The Gatekeeper: A zero-tolerance classi-
fier detecting hate speech and taboos.

e The Cultural Critic: A secondary
evaluator that scores candidates across
four language-specific dimensions (Hu-
mor, Irony, Relevance, Structure), de-
tailed in Appendix A.4.

6 Experimental Setup

6.1 Data, Splits, and
Hyperparameters

Across all tasks, we wutilized the official
SemEval-2026 training and development splits
strictly for system tuning, prompt refinement,
and RAG index construction. The test set was
reserved exclusively for final generation. To ac-
commodate the strict hardware constraint of
a single 16GB VRAM GPU, the Llama-3-8B
generator was deployed using 4-bit quantiza-
tion via the BitsAndBytes library. Generation
temperature was dynamically adjusted: set to
0.7 for creative humor generation, and 0.1 for
the Multi-Agent evaluators.

6.2 Retrieval Engine Selection

Hardware constraints necessitated highly effi-
cient embedding models. Based on our bench-
marking, we selected BAAI/bge-m3 (Chen
et al., 2024) for English and Spanish, and
the monolingual BAAI/bge-large-zh-v1.5
(BAAI 2024) for Chinese. A detailed compar-
ative analysis is provided in Appendix A.3.



7 Results

7.1 Official Shared Task Leaderboard

The final standing of our system in the official
human evaluation phase is presented in Table
1.

Table 1: Official Human Evaluation Leaderboard.
The table reports the overall Rating and the 95%
Confidence Interval (CI).

Task Rank System Rating 95% CI
A-En 1 baseline 1081 [1045,1110]
2 (Ours) 1029 [1001, 1053]
Ags 1| basclime 1140 [1098,1182)
8 (Ours) 985 [941,1012]
A-Zh 1 baseline 1053 [1015,1090]
16 (Ours) 888 [845, 933]
B1 1 baseline 1124 [1084, 1164]
3 (Ours) 1047  [1012,1079]
B2 1 baseline 1022 [980, 1055]
1 (Ours) 1035  [1006,1069]

Our architecture demonstrated competitive
performance across multiple tracks. In the
multimodal domain, we secured a tied 1st
place rank in Task B2 and 3rd place in Task
B1. For textual humor (Task A), we achieved
2nd place in English.

When analyzing the 95% confidence inter-
vals (Cls), a clear statistical divide emerges.
For English text (Task A-En) and multi-
modal completion (Task B2), our model’s CIs
strongly overlap with the baseline. This over-
lap suggests that our hardware-efficient, lo-
cal RAG architecture effectively matches the
comedic quality of massive foundation models
in these specific domains.

Conversely, for Spanish, Chinese, and Task
B1, there is no CI overlap between our sys-
tem and the baseline. This lack of overlap in-
dicates a statistically significant performance
gap. As discussed further in our error analysis
(Appendix A.8), the drop in Spanish (Rank
8) and Chinese (Rank 16) highlights the ex-
treme difficulty of zero-shot cross-cultural hu-
mor alignment, proving that internal LLM-
based evaluators cannot yet perfectly proxy
human comedic judgment in highly nuanced
languages.

7.2 Ablation Study: The Impact of
RAG and Semantic Denoising

It is imperative to note that our baselines
purposefully exclude large proprietary mod-
els (e.g., GPT-4) from the core architecture.
Therefore, our ablation focuses on the archi-
tectural impact of our pipeline components ap-
plied to a standard open-weight model.

To empirically validate our architecture, we
evaluated the baseline model in a zero-shot
configuration (without RAG context and inter-
mediate denoising). Table 2 illustrates the sig-
nificant degradation when these components
are removed.

Table 2: Ablation Study Results. Bypassing RAG
and TinyLlama degrades context.

Task Setup Humor Faith.

A Zero-shot 2.15 1.85
Ours (RAG) 4.38 4.97

B Raw BLIP 241 3.10
Cascaded 4.12 4.65

8 Conclusion

This research demonstrates that “Humor Gen-
eration” is not merely a linguistic issue but
requires a precise architecture for information
flow management. By employing Intent- Aware
RAG, we helped capture the user intent be-
hind keywords, and through the Cascaded Per-
ception Pipeline (BLIP 4 TinyLlama), we mit-
igated the temporal blindness of text models
regarding video content.

Future Work

While the generation module exhibited ro-
bust performance, the visual perception mod-
ule showed limitations in processing highly
complex GIF sequences. Future iterations
will focus on optimizing the BLIP decod-
ing parameters, specifically increasing the
repetition_penalty. Furthermore, to ad-
dress the cultural gaps identified in the er-
ror analysis, future work will explore integrat-
ing language-specific adapter modules (LoRA)
rather than relying solely on RAG for cross-
lingual tasks.



Limitations

While our Cascaded RAG framework demon-
strates competitive performance within strict
hardware constraints, it exhibits distinct
limitations. First, our visual perception
pipeline occasionally struggles with highly
complex, rapid-motion GIF sequences, leading
to generic or repetitive intermediate narratives
that degrade the final humor output.

More critically, a significant methodological
limitation was revealed regarding automated
evaluation. Despite utilizing Culturally-
Conditioned Persona Prompting, our models
(specifically the sub-10B parameter Llama-3)
exhibited a notable performance gap in hu-
man evaluations for highly nuanced, non-Latin
languages like Chinese (Rank 16), compared
to English (Rank 2). While our internal
multi-agent evaluator (LLM-as-a-judge) indi-
cated structural adherence for Chinese out-
puts, this did not fully align with human judg-
ments. This mismatch highlights that internal
LLM scores in cross-lingual humor generation
should be treated strictly as diagnostic signals
for formatting, rather than true reflections of
comedic quality.
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A Supplementary Materials

This appendix provides technical details re-
garding prompt configurations, qualitative
outputs, and retrieval performance to support
the reproducibility of our results.

A.1 Internal Generation Assessment
(Task A)

We conducted an internal evaluation using our
multi-agent framework to assess the model’s
generation quality prior to official submission.
Results are reported in Table 3.

An observation from the Chinese language
results is noteworthy. While the automated
evaluator assigned relatively high scores to the
local RAG pipeline (internal Humor and Irony
scores of 3.56 and 4.08, respectively), these fig-
ures differed significantly from the official hu-
man rankings. This suggests that the RAG
pipeline primarily improved structural consis-
tency and formatting in Chinese. However,
the lack of alignment with human judgment in-
dicates that these improvements did not trans-
late into perceived comedic quality. Therefore,
we view the LLM-based scores as diagnostic
indicators of structural adherence rather than
evidence of cultural alignment or performance
superiority.

A.2 Multimodal Quantitative
Performance (Task B)

The performance of the cascaded pipeline in
visual scenarios is summarized in Table 4.

As shown in Table 4, the cascaded architec-
ture (BLIP 4 TinyLlama) displays a stable
performance in multimodal generation. While
the massive baseline maintains an advan-
tage in absolute humor ratings, our pipeline
achieves comparable results in structural Fit
(4.18 for B1 and 4.98 for B2) and visual Faith-
fulness. These observations indicate that sum-
marizing visual data into text effectively re-
duces the narrative disconnect often found in
frame-by-frame processing.

A.3 Retrieval Engine Benchmarking

Table 5 compares different embedding models
across the three languages using NDCG and
other standard metrics.

The data indicates a performance difference
between multilingual and monolingual mod-
els. While BGE-M3 provides a stable retrieval

baseline for English and Spanish, it appears
less sensitive to Chinese phonological details.
The monolingual BGE-ZH model addresses
this, resulting in the highest recorded NDCG
(0.485).

A.4 Detailed Prompt Engineering
Architecture

To ensure reproducibility, Table 6 details the
prompt architecture. The system uses a con-
stant Base Template, with language-specific
directives and cultural metrics integrated ac-
cording to the target language.

A.5 Extended Data Preprocessing
Details

Table 7 summarizes the dataset sources and
the filtering rates during the preparation
phase.

A.6 Qualitative Analysis: Visual
Narrative and Error Examples

Figures 3 and 4 illustrate examples from the
multimodal pipeline, highlighting both its suc-
cesses and cases where noisy visual signals may
affect the generation.



Table 3: Internal assessment comparing the Gemini 2.5 Flash baseline with our local RAG pipeline.

Lang Setup Humor Irony Faith. Struct. Overall
EN Baseline (Gemini 2.5 Flash) 4.13 4.86 4.88 4.29 4.54
Ours (Local RAG) 4.00 4.82 5.00 4.80 4.73
ES Baseline (Gemini 2.5 Flash) 4.39 4.95 4.79 4.58 4.68
Ours (Local RAG) 4.02 4.98 4.93 4.17 4.31
ZH Baseline (Gemini 2.5 Flash) 2.56 2.22 4.91 4.00 4.19
Ours (Local RAG) 3.56 4.08 4.33 4.50 3.96

Table 4: Performance metrics for Tasks B1 and B2. The cascaded pipeline shows comparable results to
the baseline in structural fit and visual faithfulness.

Task Setup Fit Humor Faith. Score

B1 Baseline  4.00 4.67 4.90 4.59
Ours 4.18 3.97 4.92 4.20
B2 Baseline  4.97 3.99 4.98 4.73

Ours 4.98 3.79 4.94 4.37

Table 5: Comparison of embedding models (Top-K=10) for cross-lingual retrieval.

Lang Model R@10 MRR NDCG

MiniLM-L6 0.385 0.192 0.245
mxbai-large 0.512 0.284 0.351

EN gte-large 0.548 0.315 0.382
bge-m3 0.621  0.387 0.458
gemma-300m  0.475 0.245 0.315

ES jina-v2 0.520 0.290 0.360
gte-multi 0.560 0.330 0.405
bge-m3 0.615 0.375 0.445
jina-v2 0.490 0.260 0.320

7H bce-base 0.550 0.310 0.385
bge-m3 0.590 0.355 0.430
bge-zh 0.645 0.412 0.485

Table 6: Prompting framework showing the Base Template and language-specific components.

Constant Base Template (Generator & Critic)

GENERATOR: You are a humor expert. Generate high-quality, safe, and context-faithful humor grounded
in the retrieved context. Constraints: Output strictly in {Target_Language}. Use Idea-First
Generation. Connect concepts using RAG-Based. Adapt humor to {Target_ Culture} by {Cul-
tural_Injection}.

CRITIC: Evaluate the joke based on 4 metrics (1 to 5): (1) Humor, (2) Irony, (3) Relevance, and (4)
Structure. Output strictly valid JSON.

Language Cultural_ Injection (Generator) Critic Focus

English Focus on situational irony and concise Clarity of punchline and effective use of
setup-punchline delivery. satire.

Chinese Leverage homophonic wordplay (Xieyin / #L% 5i%3: Homophones / lexical ambi-
¥ 4F). Mimic Xiangsheng tone. guity and cultural idioms.

Spanish Utilize Hispanic irony. Avoid rigid or lit- Gracia and Chispa: Liveliness and Doble

eral translations. Sentido (double meaning).




Table 7: Dataset provenance, filtering results, and language-specific techniques.

Lang Positive Source Negative Yield Preprocessing
Source

EN SemEval-2017, Short- Real Headlines 45K — 15K Contextual Filtering
Jokes to separate puns

from toxic text.
ES HAHA Corpus Political News 38K — 24K Deduplication via co-
sine similarity (0.95).
ZH Chinese-Humor Toutiao / 32K — 16K Jieba segmenta-
TNEWS tion with stop-word

retention for timing.

(a) Case 1: Situational Irony (b) Case 2: Daily Life Context
Stage I: "A man with his mouth open, his tongue Stage I: ”A man in a suit drinking from a water
hanging out.” bottle.”
Stage II: "Trying to remember a song while your Stage I1: "Just a functioning adult trying to stay
tongue has other plans.” hydrated at work.”

Figure 3: Sample qualitative results for Task B1.

(a) Case 3: Incongruity (b) Case 4: Dramatic Effect
Stage I: "A person typing on a computer with two Stage I: "A tennis ball moving in slow motion during
men sitting at a table.” a match.”
Stage 11: "When your spreadsheet recipe results in a Stage II: "Slow motion tennis ball: the visual
system error for dinner.” definition of a dramatic moment.”

Figure 4: Sample qualitative results for Task B2.



A.7 Cross-Lingual Output Examples

Table 8 presents selected outputs generated
by the Intent-Aware RAG system for Task A.
These examples show how the system incorpo-
rates retrieved context to address the seman-
tic constraints. While the English tasks show
closer alignment with target wit, maintaining
this quality across all languages remains a com-
plex objective.

A.8 Error Analysis and Failure Cases

To understand the performance gap in human
evaluation for non-Latin languages, we con-
ducted a qualitative error analysis. Table 9
provides representative failure cases. These
examples suggest that while the model follows
grammatical rules, it may miss deep cultural
nuances or phonological details, highlighting
the challenges for sub-10B parameter models
in cross-lingual humor.



Table 8: Sample outputs from Task A. Non-English examples include translations (EN) and Pinyin (PY).

Task Input / Context Generated Output
Task A (EN) Instagram closing teen accounts ahead of Why are Australian teens getting banned from
social media ban. Instagram? Because the ban is what’s banned

on Instagram!

Task A (ES) The ocean as the last climate defense. La COP30 de Belém es como la tltima pizza:
si no nos cuidamos, la comida se vuelve debate.

Task A (ZH) Press conference on fiscal allocation law. WS EREE G FEBwmE T yifa 52
@E;ﬁg?ﬁéﬂﬂﬁ%%%’, S5 BE U S TR
AR

Table 9: Representative failure cases in cross-lingual humor generation.

Failure Type Input Constraint / Context Generated Output (Failed)

Chinese (Pho- Keywords: i} (Fashion), fZ% (High- -2 mhi B AR m%? RS 4

netic Failure) end) W0 T ]! (Why are people in the
Contert: Instruction to use a traditional fashion industry always so high-end? Because
homophonic pun (Xieyin). their lifestyle is a ’shao’ - a play on the phrase

" I}’ and the word ’shio’, meaning ’simple’)
Analysis: The model attempts a pun but in-
correctly assumes that “B} " (shishang) and
“/7 (shdo) are homophones. This lack of
phonological grounding prevents the joke from
functioning correctly for a native speaker.

Spanish (Liter- Headline: Government announces new  FEl gobierno controla la inflacién como un hom-
alism) measures to control inflation. bre controla un globo.
Analysis: The model uses a simile that reads
like a literal translation of an English joke. It
fails to capture the cultural rhythm or ‘Chispa’
necessary for Spanish satire, resulting in a low
humor score.
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