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Abstract

Aspect-Based Sentiment Analysis (ABSA) has
traditionally relied on discrete polarity labels
that fail to capture the continuous nature of
human emotion. SemEval-2026 Task 3, Di-
mensional Aspect-Based Sentiment Analysis
(DimABSA), addresses this limitation by re-
quiring continuous Valence and Arousal pre-
diction on a 1–9 scale for specific aspect terms
across 15 language–domain combinations. The
Pixel Phantoms system adopts a language-
aware strategy, selecting dedicated pre-trained
transformer models for each language and
falling back to xlm-roberta-base for lower-
resource cases such as Tatar and Ukrainian. All
models share a common regression architecture
with dual pooling, aspect-prompted input for-
matting, and a composite MSE + MAE loss.
We participated in both Track A and Track
B, with our strongest result in Japanese Ho-
tel (rank 13/21, RMSE 0.7297) and competi-
tive performance in Chinese restaurant (RMSE
0.9823 vs. Baseline Kimi-K2 Thinking 1.8959).
Overall, language-specific encoders provide
clear gains over generic multilingual baselines
for dimensional sentiment regression.

1 Introduction

Sentiment analysis systems have long represented
opinions as discrete categories. While practical,
this approach is a lossy compression of the richness
of human emotional expression. Two restaurant re-
views stating “the food was acceptable” and “the
food was absolutely incredible” both carry positive
sentiment, yet differ profoundly in emotional in-
tensity (arousal) and degree of positivity (valence).
Dimensional sentiment analysis, grounded in the
circumplex model of affect, captures these distinc-
tions through two continuous axes: Valence and
Arousal.

SemEval-2026 Task 3 (Dimensional Aspect-
Based Sentiment Analysis (DimABSA)) is the
first large-scale shared task to combine aspect-level

targeting with dimensional sentiment regression
across diverse languages and domains (Yu et al.,
2026). Subtask 1 (VA Regression) requires systems
to predict Valence–Arousal scores for given aspect
terms, while Subtask 2 (DimASTE) additionally
requires extracting aspect and opinion spans. This
setting is challenging because systems must re-
solve both which aspect is being evaluated and
how strongly that aspect is expressed on a contin-
uous emotional scale. We focused on Subtask 1
and submitted predictions for all language–domain
combinations in both Track A and Track B.

Our approach is centered on a language-specific
model selection strategy: rather than applying a
single multilingual encoder to all languages, we
selected dedicated pre-trained models best suited
to each language. Shared across all language mod-
els is a common regression head architecture us-
ing dual pooling (CLS + mean) and an aspect-
prompted input format.

Key contributions of this work:

• A language-specific model selection strat-
egy covering 7 languages and 15 language–
domain combinations across two tracks

• An empirical comparison of language-specific
versus generic multilingual encoders for di-
mensional sentiment regression

• Analysis of low-resource and domain-novel
failure modes

• Documentation of four model variants devel-
oped during the competition

2 Background and Related Work

2.1 Aspect-Based Sentiment Analysis

ABSA has been a central task in opinion mining
since the SemEval series introduced shared tasks
on restaurant and laptop reviews (Pontiki et al.,

xlm-roberta-base


2014, 2016). These tasks established the conven-
tion of discrete polarity classification for aspect
terms and strongly influenced later benchmark de-
sign. DimABSA extends this line by replacing dis-
crete polarity with continuous Valence and Arousal
scores, requiring regression rather than classifica-
tion and enabling finer distinctions between mild
and intense sentiment.

2.2 Dimensional Models of Affect

The psychological basis for dimensional sentiment
analysis derives from the circumplex model of af-
fect (Russell, 1980), which represents emotion in
a two-dimensional space of Valence and Arousal.
This model has informed affective computing and
sentiment lexicon development (Mohammad, 2018;
Warriner et al., 2013). However, its integration into
multilingual ABSA has been limited, even though
aspect-level sentiment is precisely the kind of task
that benefits from capturing both polarity and in-
tensity.

2.3 Transformer Models for Multilingual NLP

Pre-trained transformers have set state-of-the-art
results across sentiment tasks. BERT (Devlin et al.,
2019) and its variants, such as RoBERTa (Liu
et al., 2019), DeBERTa (He et al., 2021), and XLM-
RoBERTa (Conneau et al., 2020), provide strong
contextual representations. However, language-
specific models often outperform multilingual mod-
els in their target language, motivating our model
selection strategy (Delobelle et al., 2020).

2.4 DeBERTa and Disentangled Attention

DeBERTa (He et al., 2021) improves upon BERT
and RoBERTa by encoding token content and rela-
tive position separately using a disentangled at-
tention mechanism. This is particularly benefi-
cial for tasks requiring fine-grained span-level un-
derstanding, such as identifying sentiment toward
a specific aspect term within a longer text. We
use DeBERTa variants (deberta-v3-small and
deberta-v3-base) as the primary backbone for
English and German, and as our early experimental
model for other languages.

2.5 Aspect-Prompted Encoding

Rather than encoding text and aspect as a two-
sequence pair (standard in BERT-style sentence-
pair tasks), aspect prompting prepends a labeled
aspect marker to the input. This has been shown
to improve aspect sensitivity in generative and

encoder-decoder models (Gao et al., 2022). In our
setting, the prompt also serves as a lightweight way
to inject task structure without modifying the en-
coder architecture itself. We extend this strategy
to encoder-only regression models and adapt it for
Japanese using a native-language aspect label.

3 System Overview

The Pixel Phantoms system is built around a shared
regression architecture applied with language-
specific encoder backbones. All model variants
share the same output head design and training
strategy; they differ in encoder selection and mi-
nor architectural refinements developed across four
iterations.

3.1 Language-Specific Model Selection

A central design decision was to select the best
available pre-trained model for each language,
rather than using a one-size-fits-all multilingual
encoder. Table 1 summarizes our assignments and
rationale.

Models were selected based on availability of
strong monolingual pretraining, prior NLP bench-
marks, and tokenizer compatibility with each lan-
guage.

Japanese tokenization note: Japanese requires
morphological tokenization. We installed fugashi
(MeCab Python binding) and ipadic (IPAdic
morphological dictionary), which are required by
cl-tohoku/bert-base-japanese-v3. We also
used a Japanese-native aspect prompt: {aspect}
[SEP] {text} (“aspect/viewpoint”) instead of the
English-format Aspect: {aspect} [SEP] {text}
used for all other languages. This was an empirical
design choice motivated by better alignment with
native syntax rather than established prior work.

3.2 Input Encoding: Aspect Prompting

All models (except Model V1) use an aspect-
prompted input format:

Aspect: {aspect_term} [SEP] {review_text}
# English, Russian, Chinese, Tatar,
Ukrainian, Swahili, German,
Nigerian Pidgin, Japanese

This format highlights the aspect of interest
before the full text and gives the model an ex-
plicit focus for prediction. In Model V1, text
and aspect were encoded as a native sentence pair
tokenizer(text, aspect), which we found less



Language Domain(s) Track Pre-trained Model

English Laptop, Restaurant, Environment A, B
microsoft/
deberta-v3-base

Japanese Finance, Hotel A cl-tohoku/bert-base-japanese-v3
Russian Restaurant A DeepPavlov/rubert-base-cased
Chinese Finance, Laptop, Restaurant, Env A, B bert-base-chinese
Tatar Restaurant A xlm-roberta-base
Ukrainian Restaurant A xlm-roberta-base

Swahili Politics B
Davlan/bert-base-
multilingual-swa

German Politics B
microsoft/
deberta-v3-base

Nigerian Pidgin Politics B xlm-roberta-base

Table 1: Language-specific model assignments.

effective because the aspect did not receive the
same prominence in the input sequence.

3.3 Model Architecture
The regression model consists of three components:

Encoder Backbone: Language-specific pre-
trained transformer producing hidden states of di-
mension H (768 for base-size models).

Dual Pooling:
cls = last_hidden_state[:, 0]
mean = SUM(hidden_i * mask_i)/SUM(mask_i)
pooled = Dropout(p=0.2)(Concat[cls, mean])

Concatenating CLS (global sequence summary)
and mean pooling (distributed representation) pro-
vides richer signal than either alone.

Regression Head:
hidden = GELU(Linear(2H->512)(pooled))
va = Sigmoid(Linear(512->2)(hidden))

* scale + shift

Where scale and shift are learnable scalar
parameters initialized to 8.0 and 1.0, mapping
sigmoid output from (0,1) to approximately (1,9).
Making these learnable allows the model to adap-
tively calibrate the output range per task/domain
during training.

Sigmoid ensures bounded outputs, while GELU
provides a smoother nonlinear transformation than
ReLU in the regression head.

3.4 Training Objective
Primary loss used in all final submissions:

L = 0.7 * MSE(ŷ, y) + 0.3 * MAE(ŷ, y)

MSE penalizes large errors quadratically, while
MAE provides robustness to outlier annotations.

This combination gave more stable training behav-
ior than MSE alone in our later experiments. We
also explored Huber loss in Model V3.

3.5 Model Evolution: Four Variants

We developed four architectural variants during the
competition period.

Model V1: DeBERTa Sentence-Pair (Initial
Baseline)

Component Configuration
Encoder microsoft/deberta-v3-small
Input tokenizer(text, aspect)
Pooling CLS token only
Head Linear(H -> 2)
Output scaling sigmoid(logits) * 8 + 1
Loss MSE only
Epochs 5
LR 2e-5
Batch size 16
Max length 128
Dropout None
Early stopping No

Table 2: Model V1 configuration.

This initial Track A implementation targeted
jpn_finance. DeBERTa’s token_type_ids were
removed because the model does not use them. It
used no aspect prompting, dropout, or early stop-
ping and mainly served as a proof of concept.

Model V2: DeBERTa-Base with Aspect
Prompting and Layer Freezing

Key improvements were upgrading to
deberta-v3-base, introducing aspect prompting,
freezing the bottom two encoder layers, adding



Component Configuration

Encoder
microsoft/
deberta-v3-base

Input "aspect:{asp}[SEP]{text}"
Pooling CLS token only
Head Linear(H -> 2)
Output scaling sigmoid(logits) * 8 + 1
Loss MSE only
Epochs Up to 8
LR 2e-5, decayed to 1e-5 (epoch 3)
Batch size 8
Max length 128
Dropout None
Frozen layers Bottom 2 DeBERTa layers
Early stopping patience=1

Table 3: Model V2 configuration.

LR decay after epoch 3, and early stopping.
The aggressive patience of 1 may have caused
underfitting.

Model V3: DeBERTa with Dual Pooling and
Huber Loss

Component Configuration
Encoder microsoft/deberta-v3-small
Input "aspect:{asp}[SEP]{text}"

Pooling
CLS + Mean
pooling -> concat

Head Linear(2H -> 256) + GELU
Output scaling sigmoid(logits) * 8 + 1
Loss HuberLoss(delta=1.0)
Dropout 0.3
Epochs Up to 10
LR 2e-5
Batch size 8
Max length 160
Frozen layers Bottom 2 encoder layers
Weight decay 0.01
Mixed precision Yes (torch.cuda.amp)
Early stopping patience=2

Table 4: Model V3 configuration.

Key improvements were dual pooling (CLS +
mean), a deeper MLP regression head, Huber loss,
mixed-precision training, and dropout of 0.3.

Component Configuration

Encoder
microsoft/
deberta-v3-base

Input
"Aspect:{asp}
[SEP]{text}"

Pooling
CLS + Mean
pooling -> concat

Head
Linear(2H -> 512) +
GELU

Output scaling sigmoid(logits) * scale
Loss 0.7 * MSE + 0.3 * MAE
Dropout 0.2
Epochs Up to 12
LR 1e-5
Batch size 4
Max length 256
Weight decay 0.01
Mixed precision Yes (torch.cuda.amp)
Gradient clipping norm=1.0
Early stopping patience=3

Table 5: Model V4 configuration.

Model V4: DeBERTa-Base with Learnable
Scaling and MSE+MAE Loss (Final)

This is the final variant, applied to English
(restaurant, laptop), German, and as the base archi-
tecture for all language-specific adaptations. Rel-
ative to V3, it upgrades to deberta-v3-base, ex-
pands sequence length to 256, introduces learn-
able scale/shift parameters, replaces Huber with
weighted MSE+MAE, reduces LR to 1e-5, in-
creases patience to 3, expands the hidden layer,
and adds gradient clipping. These changes were
intended to improve optimization stability while
preserving the same overall regression formulation
used across languages. We did not use gradient
accumulation; small batch sizes were due to GPU
constraints.

Language-Specific Model Adaptations (based
on V4 architecture):

All language variants share AdamW, weight de-
cay=0.01, FP16 mixed precision, gradient clip-
ping, early stopping, composite MSE+MAE loss,
dual CLS+mean pooling, and learnable scale/shift.
Keeping these components fixed made it easier to
attribute observed differences primarily to encoder
choice and language-specific adaptation rather than
to unrelated optimization changes.



Language Encoder Tokenization Batch LR/Epochs
English/German deberta-v3-base Standard 4 1e-5 / 12
Japanese cl-tohoku/bert-base-japanese-v3 MeCab+IPAdic 8 2e-5 / 10
Russian DeepPavlov/rubert-base-cased SentencePiece 8 2e-5 / 10
Chinese bert-base-chinese WordPiece (char) 8 2e-5 / 10
Tatar xlm-roberta-base SentencePiece 8 2e-5 / 10
Ukrainian xlm-roberta-base SentencePiece 8 2e-5 / 10
Swahili Davlan/bert-base-multilingual WordPiece 8 2e-5 / 10
Nigerian Pidgin xlm-roberta-base SentencePiece 8 2e-5 / 10

Table 6: Language-specific training settings.

4 Experimental Setup

4.1 Dataset
We used the official DimABSA dataset (Lee et al.,
2026; Becker et al., 2026), distributed in JSONL
format. Training files provide quadruplet annota-
tions {Text, Quadruplet: [Aspect, Opinion,
VA]}, while test files provide {ID, Text, Aspect:
[list]}. VA scores are formatted as "V#A".

Data loading decisions:

• Filtered Aspect == "NULL" entries (implicit
aspects not useful for span-level regression)

• Validated VA format and range (0–9) with
defensive assertions for Tatar and Nigerian
Pidgin, which exhibited occasional format in-
consistencies

• For Japanese finance, the training data used
Aspect_VA format (subtask-1 specific labels)
rather than the general Quadruplet format,
requiring a separate loader function

Language Domain Rank
English Laptop 19 / 33
English Restaurant 24 / 37
Japanese Finance 16 / 22
Japanese Hotel 13 / 21
Russian Restaurant 19 / 23
Tatar Restaurant 14 / 21
Ukrainian Restaurant 12 / 20
Chinese Finance 17 / 21
Chinese Laptop 14 / 24
Chinese Restaurant 13 / 24

Table 7: Track A ranks (10 combinations).

4.2 Training Monitoring
Training was monitored using training RMSE
computed after each epoch over the full training set

Language Domain Rank
German Politics 8 / 12
English Environment 13 / 15
Nigerian Pidgin Politics 10 / 12
Swahili Politics 9 / 12
Chinese Environment 11 / 14

Table 8: Track B ranks (5 combinations).

(not a held-out validation set). The best checkpoint
(lowest training RMSE with minimum improve-
ment threshold of 0.003) was saved for final test
inference. Early stopping was applied when no
improvement was observed for patience consecu-
tive epochs. Although this monitoring protocol is
imperfect, it provided a consistent model-selection
rule across all language-domain combinations dur-
ing the shared task.

Due to limited dataset size and shared-task con-
straints, we prioritized maximizing training signal
and relied on early stopping and regularization to
mitigate overfitting. Empirically, models general-
ized reasonably across the official test sets.

4.3 Infrastructure
All experiments were conducted on Google Colab
with GPU acceleration (CUDA). Libraries used:

• transformers (HuggingFace) for model
loading and tokenization

• torch, torch.cuda.amp for training and
mixed-precision

• scikit-learn for RMSE computation dur-
ing training

• fugashi, ipadic for Japanese morphological
tokenization

• sentencepiece for XLM-RoBERTa and Ru-
BERT subword tokenization



• tqdm for progress tracking

5 Results

The official evaluation metric is RMSE (Root
Mean Squared Error) between predicted and gold
Valence–Arousal score pairs, and lower is better.
We report our RMSE and rank and compare against
the official baselines.

Track A includes two official baselines provided
by the task organizers: Baseline (Kimi-K2 Think-
ing) (a large LLM-based zero-shot baseline) and
Baseline (Qwen-3 14B) (a zero-shot baseline using
Qwen-3 14B). Track B provides Baseline (Mistral-
3 14B) and Baseline (mBERT) as the official ref-
erence systems. Beating the baselines is the mini-
mum threshold for a meaningful contribution.

5.1 Key Findings

Beating the baselines (general picture): Across
both tracks, our system outperformed the official
baselines in the majority of language–domain com-
binations. All 15 submissions beat the mBERT
baseline. This confirms that fine-tuned language-
specific encoders can outperform zero-shot LLM
and generic multilingual baselines for dimensional
VA regression.

Tatar (only case where we lost to a baseline):
In the Tatar restaurant track, our RMSE (2.0729,
rank 14) was worse than Baseline (Kimi-K2 Think-
ing) (RMSE 1.9380, rank 9). This is the single
track where our fine-tuned approach failed to sur-
pass even the official LLM-based baseline, high-
lighting the severe limitations of XLM-RoBERTa
for an agglutinative Turkic language with minimal
multilingual model coverage.

English Environment: Our English environ-
ment submission (RMSE 2.0893, rank 13) was
outperformed by Baseline (Mistral-3 14B) (RMSE
1.6430, rank 7), likely because this domain involves
abstract, policy-oriented sentiment. Such cases sug-
gest that domain-specific reasoning demands may
matter as much as language coverage for dimen-
sional prediction.

Nigerian Pidgin: Our submission (RMSE
1.7878, rank 10) narrowly lost to Baseline (Mistral-
3 14B) (RMSE 1.7390, rank 9) by 0.049, likely
because zero-shot English LLMs transfer well to
Pidgin.

Strong beats above baselines: Our strongest
margins were in Chinese (restaurant: 0.9823 vs.
Kimi-K2 1.8959), Japanese Hotel (0.7297 vs.

Kimi-K2 1.7553), and Chinese finance (0.7259
vs. Kimi-K2 1.9652), confirming that dedicated
language-specific models can provide substantial
gains in well-resourced Asian languages.

Track B mBERT baseline (always beaten):
Our system outperformed the mBERT baseline
across all 5 Track B combinations, with the largest
margin in Nigerian Pidgin (1.7878 vs. 3.2152),
showing that task-specific fine-tuning still often
helps despite broad multilingual pretraining cover-
age, especially when baseline representations re-
main weak for the target language or domain.

We attribute this improvement to task-specific
fine-tuning and explicit aspect prompting. The
gains are largest where baseline coverage is weak-
est. Conversely, narrow margins or losses in low-
resource settings suggest that encoder choice alone
is not sufficient when pretraining coverage remains
sparse.

5.2 Error Analysis
Low-resource language failures: For Tatar, Nige-
rian Pidgin, and Swahili, the substantial RMSE gap
reflects the limitation of applying models with min-
imal coverage of these languages. Tatar is Turkic
and agglutinative; Nigerian Pidgin is an English-
based creole with distinct syntax; Swahili has com-
plex noun class morphology. None are well repre-
sented in general multilingual pre-training corpora.

We did not explore Turkic transfer from related
languages such as Turkish because of time con-
straints, but this is a promising direction for Tatar.

Domain mismatch: English environment
(RMSE 2.0893) and German politics (RMSE
1.5509) show degradation likely from domain-
specific vocabulary that differs from the prod-
uct/hotel domains dominating pre-training. This
suggests that domain adaptation remains important
even when the base language model is strong.

Aspect representation limitation: All our mod-
els represent the aspect as a short string in the
prompt. When the same aspect term appears mul-
tiple times in a text with differing sentiment con-
texts, the model cannot disambiguate between oc-
currences and may blend distinct sentiment signals
into one prediction. This issue is especially notice-
able in longer reviews with multiple clauses about
the same target.

Arousal vs. Valence: Anecdotally, Arousal was
harder to predict accurately than Valence. Arousal
corresponds to emotional intensity and is more de-
pendent on subtle linguistic cues, such as inten-



Language Domain Model Our RMSE Baseline (Kimi-K2) RMSE
English Laptop deberta-v3-base 1.4190 2.1893
English Restaurant deberta-v3-base 1.3656 2.1461
Japanese Finance bert-base-japanese-v3 1.0242 1.6396
Japanese Hotel bert-base-japanese-v3 0.7297 1.7553
Russian Restaurant rubert-base-cased 1.7686 1.7768
Tatar Restaurant xlm-roberta-base 2.0729 1.9380
Ukrainian Restaurant xlm-roberta-base 1.5937 1.7805
Chinese Finance bert-base-chinese 0.7259 1.9652
Chinese Laptop bert-base-chinese 0.7438 1.6440
Chinese Restaurant bert-base-chinese 0.9823 1.8959

Table 9: Track A results (baseline is Kimi-K2 Thinking).

Language Domain Model Our RMSE Baseline (Mistral-3 14B)
German Politics deberta-v3-base 1.5509 1.5910
English Environment deberta-v3-base 2.0893 1.6430
Nigerian Pidgin Politics xlm-roberta-base 1.7878 1.7390
Swahili Politics mBERT-swahili 2.2700 2.2990
Chinese Environment bert-base-chinese 0.7364 0.7400

Table 10: Track B results (baseline is Mistral-3 14B).

sifiers, punctuation, and discourse markers, that
may not be prominently captured in CLS-based
representations.

We did not experiment with specialized atten-
tion mechanisms for arousal, which remains future
work. Another useful direction would be to analyze
whether sentence-level or clause-level aggregation
helps isolate intensity cues that are diluted when
the entire review is compressed into a single pooled
representation.

6 Conclusion

We presented the Pixel Phantoms system for
SemEval-2026 Task 3, demonstrating a language-
specific transformer selection strategy for dimen-
sional aspect-based sentiment analysis. By deploy-
ing dedicated language models rather than a single
generic multilingual encoder, we achieved compet-
itive results in well-supported languages (Chinese
restaurant: rank 13/24; Japanese Hotel: rank 13/21;
German politics: rank 8/12).

Three takeaways emerge. First, language-
specific models outperform generic multilingual
fallbacks in dimensional VA regression, especially
for typologically distant languages. Second, do-
main novelty remains challenging even for well-
resourced languages. Third, low-resource lan-
guages with limited model coverage remain a major
open problem, with RMSE gaps above 0.5 against

official baselines.
For future work, we plan to explore: cross-

lingual transfer from related language families (e.g.,
Russian models for Ukrainian), ensemble meth-
ods combining language-specific and multilingual
encoders, incorporation of affective lexicons as
auxiliary features for Arousal prediction, and do-
main adaptation techniques for politics and envi-
ronment domains. We also see value in better val-
idation protocols for small multilingual datasets,
including more systematic development splits and
calibration analyses for the two affective dimen-
sions. Such analyses could clarify when improve-
ments come from stronger encoders, better output
scaling, or better alignment between aspect repre-
sentation and context. Another promising direc-
tion is lightweight parameter-efficient adaptation,
which may allow stronger per-language specializa-
tion without the memory cost of full fine-tuning
for every track. This could be especially useful
when many language–domain combinations must
be trained under limited shared-task compute bud-
gets.

7 Ethical Considerations

Data biases: Dimensional sentiment annotations
reflect the cultural and demographic background
of annotators. Valence and Arousal norms differ
across cultures; an aspect that evokes high arousal



in one linguistic community may not in another.
Our models inherit any such biases present in the
DimABSA dataset annotations.

Misuse potential: Dimensional sentiment sys-
tems could be repurposed for mass emotional pro-
filing, manipulative political advertising, or auto-
mated identification of emotionally vulnerable in-
dividuals.

Low-resource language harms: Deploying in-
accurate models for Tatar, Nigerian Pidgin, or
Swahili risks amplifying errors in underrepresented
communities. We caution against production use
without domain-specific validation and community
involvement. This is especially important when
such systems may influence ranking, moderation,
or access decisions. In such settings, even small
systematic errors can disproportionately affect al-
ready underrepresented speakers and reinforce ex-
isting language-technology inequities.

Responsible use: We used only the officially
distributed DimABSA dataset and collected no ad-
ditional data. All experiments were conducted
in accordance with the ACL Rolling Review
ethics guidelines (https://aclrollingreview.
org/ethicsreviewertutorial).
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