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Abstract

Most large language models are multilingual
instruction executors. Prior studies suggested
that English instructions are more effective
than target-language instructions even for non-
English tasks; however, these studies often use
datasets and instructions translated from En-
glish, which introduce biases known as trans-
lationese, hindering an unbiased comparison.
To address this issue, we conduct a fair com-
parison between English and target-language
instructions by eliminating translationese ef-
fects. Contrary to previous studies, our exper-
iments across several tasks reveal that the ad-
vantage of adopting English instructions is not
overwhelming. Additionally, we report on the
features of generated texts and the instruction-
following abilities when using respective in-
structions. Our source code is publicly avail-
able at the following URL1.

1 Introduction

In recent years, large language models (LLM) have
demonstrated outstanding performance across a va-
riety of natural language processing (NLP) tasks.
To fully leverage their capabilities, it is crucial
to provide these models with appropriate instruc-
tions (Wang et al., 2024; Niwa and Iso, 2024).
Specifically, because multilingual LLMs (MLLM)
offer better non-English performance, an unavoid-
able question—should instructions be given in En-
glish or the target-language?— has been under dis-
cussion in several studies (Lin et al., 2022; Muen-
nighoff et al., 2023; Ahuja et al., 2023). A reason-
able consideration of this issue is that the training
process for MLLMs is still dominated by English
data, suggesting that English instructions might
be more effective, even for non-English tasks. In-
deed, previous studies have reported the effective-
ness of English instructions by comparing the lan-

1https://github.com/enomooon/fair_comparison_
instructions

(a) A common experimental setting in previous studies. The
target-language instructions and test datasets were translated
from English, which introduces the influence of translationese.

(b) Experimental setting of this study. The fair instruction
construction process is described in Section 3.1.

Figure 1: Overview of experiments from (a) previous
studies and (b) this study.

guages used in instructions for MLLMs (Muen-
nighoff et al., 2023; Ahuja et al., 2023).

However, a flaw exists in these studies: the
target-language datasets and instructions were pro-
duced by translating from English (Figure 1a).
Texts produced through translation are prone to
information loss, unnatural expressions, and stylis-
tic differences compared to texts written by na-
tive speakers—phenomena referred to as “transla-
tionese” 2 (Lembersky et al., 2012; Eetemadi and
Toutanova, 2014; Wintner, 2016; Clark et al., 2020).
Consequently, target-language datasets translated
from English may exhibit expressions that resem-
ble English writing style or contain content influ-
enced by the cultural and contextual background
of English-speaking countries. Additionally, target-
language instructions translated from English may
contain different information. These factors in-

2Appendix A shows examples of translationese.
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dicate the possibility that English instructions in
previous studies were inherently advantaged, mak-
ing it likely that comparisons between English and
target-language instructions were biased.

To this end, our study aims to conduct a fair
comparison between English and target-language
instructions in MLLMs, by eliminating transla-
tionese effects. Specifically, we leverage target-
language datasets and instructions that are not trans-
lated from English to investigate performance dif-
ferences across a range of tasks (Figure 1b). In
particular, for the classification task, we employ
multiple classification label sets to explore changes
resulting from variations in the label sets. Our ex-
perimental results reveal that, contrary to previous
studies, whether English or target-language instruc-
tions tend to perform better depends on the task and
labels. Additionally, we conduct a detailed analy-
sis comparing the features of generated texts and
the instruction-following abilities of MLLMs when
using English versus target-language instructions.

This study contributes to a deeper understanding
of how to effectively leverage MLLMs by offering
an equitable comparison of instruction languages.
The main contributions of this study are as follows:

• We conduct a fair comparison by instructing
MLLMs in English or target-language, elimi-
nating the influence of translationese.

• Our primary findings indicate that instruc-
tions given in a particular language excel on
respective tasks. Generally, target-language
instructions outperform in lexical simplifica-
tion tasks, while English instructions are more
effective in reading comprehension tasks.
Specifically, for classification tasks, instruc-
tions that align with the classification label’s
language tend to yield better performance.

• Our secondary findings highlight differences
in MLLMs’ features of generated texts and
their instruction-following abilities under En-
glish versus target-language instructions. No-
tably, MLLMs adhere more closely to English
instructions, regardless of effectiveness.

2 Related Work

Prompts for instruction-tuned models generally
contain both instances and instructions. The study
on whether MLLMs should be provided prompts in
English or target-language can be categorized into
instance-based and instruction-based approaches.

The instance-based approach focuses on trans-
lating instances into English. Huang et al. (2023)
and Etxaniz et al. (2024) reported the effectiveness
of having the LLM itself translate instances into En-
glish and then process them. Conversely, Intrator
et al. (2024) reported translating instances into En-
glish led to a decrease in performance for PaLM2.

In contrast, the instruction-based approach, to
which this study belongs, focuses on the language
used for the instructions or prompt templates while
keeping the instances unchanged. Lin et al.
(2022), Muennighoff et al. (2023) and Ahuja et al.
(2023) reported the effectiveness of English in-
structions and prompt templates, even for non-
English tasks. However, these studies used multi-
lingual datasets translated from English, such as
XNLI (Conneau et al., 2018), as test data or target-
language instructions translated from English, with-
out considering the influence of translationese. On
the other hand, Bareiß et al. (2024) used datasets
not based on English but differed from our study by
employing prompt templates based on translations
and focusing on encoder-only models.

3 Methodology

In this section, we describe the methodology and
experimental setup to conduct a fair comparison
between English and target-language instructions
in MLLMs, eliminating translationese effects.

3.1 Fair Instruction Construction

To ensure a fair comparison between English and
target-language instructions, it is essential that both
instructions convey the same content and are fluent
enough. In our study, we create such instructions
through a human-in-the-loop approach, which we
refer to as “human-in-the-loop instruction construc-
tion.” This approach involves the following steps,
summarized in Figure 2:
Step 1. Manually defining the content to be in-
cluded in the instructions for each task. These
definitions serve as guidelines containing the key
information necessary to perform the task and are
not subject to translation in the following steps.
Step 2. Generating instructions in each language
using GPT-4 based on the definitions created in
Step 1. The instructions are generated indepen-
dently in each language.
Step 3. Verifying whether the English and target-
language instructions convey the same content with
GPT-4. If differences are found, we repeat Step 2.
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Figure 2: Overview of fair instruction construction.

Step 4. Having native speakers of each language
refine the instructions to ensure natural phrasing
and fluency.

We also considered having native speakers di-
rectly create instructions for each language based
on the definitions from Step 1. However, this ap-
proach resulted in inconsistencies in content and
style across languages. On the other hand, our con-
struction process ensures that the instructions in
each language convey the same content and are
expressed in a linguistically natural manner.

The final instructions are listed in Appendix E.

3.2 Multilingual Testbenches

In this section, we describe the tasks conducted
in this study and the test datasets, which were not
derived from translation 3. We provide examples
of the instance for each task in Appendix B.2.

Lexical Simplification Task Lexical simplifica-
tion (LS) is a task that involves simplifying a sen-
tence by replacing a target word with a simpler
synonym. For each instance, we generate a single,
simpler synonym and measure accuracy based on
whether the generated synonym is included in the
gold-standard answer. The target-languages in the
LS task are de, es, fr, ja, and zh. As test datasets,
we use MultiLS (Shardlow et al., 2024) (de, es, fr,
ja) and Chinese-LS (Qiang et al., 2023) (zh).

Machine Reading Comprehension Task Ma-
chine reading comprehension (MRC) is a task that
involves answering a question based on a reference
text. We extract an answer to the question from
the reference text and measure accuracy based on
whether the extracted answer exactly matches the
gold-standard answer. The target-languages in the
MRC task are de, es, fr, id, ja, ko, and zh. As
test datasets, we use GermanQuAD (Möller et al.,
2021) (de), SQAC (Gutiérrez-Fandiño et al., 2022)

3Appendix B.1 provides more detailed descriptions of each
dataset and our preprocessing methods where applicable.

(es), FQuAD (d’Hoffschmidt et al., 2020) (fr),
TyDiQA-Gold (Clark et al., 2020) (id, ja, ko), and
DRCD (Shao et al., 2019) (zh).

Review Classification Task We perform a re-
view classification (RC) task, which is a binary
classification of whether a review sentence has a
positive or negative rating. We consider two label
settings—using English labels (‘good-bad’) and
target-language labels 4—and compare the macro-
F1 between English and target-language instruc-
tions for each setting. The target-languages in the
RC task are de, es, fr, id, ja, ko, and zh. As
test datasets, we use MARC (Keung et al., 2020)
(de, es, fr, ja, zh), NSMC (Park, 2015) (ko), and
PRDECT-ID (Sutoyo et al., 2022) (id).

3.3 Multilingual LLMs

In this study, we primarily focus on instruction-
tuned models. We conduct experiments using three
open-source MLLMs: suzume (Devine, 2024) 8B,
qwen2-instruct (Yang et al., 2024) 7B, and mistral-
nemo-instruct (MistralAI, 2024) 5 12B. These mod-
els are multilingual instruction-tuned versions of
base models llama 3 (Dubey et al., 2024), qwen2,
and mistral-nemo, respectively. Hereafter, we re-
fer to these instruction-tuned models as llama3-i,
qwen2-i, and mistraln-i. Appendix C.1 reports ad-
ditional results for base models.

4 Results

Table 1 presents the experimental results across all
target-languages for each task in zero-shot settings.

Lexical Simplification Task The experimental
results indicate that target-language instructions
tend to outperform English instructions in the LS
task. Additionally, in Japanese, the performance of
instructions translated from English significantly
decreased because the numerical information con-
tained in the English instructions was lost in transla-
tion (Appendix A.1). This result indicates that com-
parisons between English instructions and target-
language instructions translated from English, as
in previous studies, may not always be fair. In such
biased conditions, English instructions are unjustly
evaluated as more effective.

4Appendix B.5 shows target-language labels.
5Unlike other languages, there is no description that id was

included in its training data at MistralAI (2024); therefore, we
do not perform experiments on id for mistral-nemo-instruct.
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Task Inst
Performance

llama3-i qwen2-i mistraln-i

LS
en 26.95 44.38 48.68
tgt 28.31 46.52 52.78

tgt-mt 23.33 40.64 46.12

MRC
en 25.47 32.33 39.48
tgt 20.07 22.19 31.47

tgt-mt 18.01 18.47 32.91

RC
(en label)

en 87.66 90.58 89.15
tgt 77.57 90.56 80.47

tgt-mt 83.96 88.82 79.06

RC
(tgt label)

en 66.72 86.49 65.34
tgt 70.14 89.46 65.47

tgt-mt 69.22 81.58 61.17

Table 1: Comparison of experimental results between
en (English), tgt (target-language) and tgt-mt (target-
language translated from English using Bing Translator)
instructions for each task. The evaluation methods for
performance in each task are described in Section 3.2.
We list average scores across all target-languages. We
highlight the best results for each model and task in bold.

Machine Reading Comprehension Task The
experimental results indicate that English instruc-
tions tend to outperform target-language instruc-
tions in the MRC task. This trend contrasts with
the LS task, indicating that whether English or
target-language instructions perform better varies
depending on the task.

Review Classification Task The experimental re-
sults indicate that in settings with English classifica-
tion labels, English instructions tend to outperform
target-language instructions. Conversely, in set-
tings with target-language labels, target-language
instructions tend to outperform English instruc-
tions. These findings suggest that in classification
tasks, the optimal language depends on the classifi-
cation labels, and using instructions that align with
the labels’ language can enhance the performance
of MLLMs.

5 Analysis

5.1 Generation from Fair Instruction

The percentage of instances where the generated
texts are the same between using English and target-
language instructions is approximately 30% for
llama3-i, 37% for qwen2-i, and 48% for mistraln-i
in the MRC task. These results show that more than
half of the generated texts differ when given two in-
structions that convey the same content but are writ-
ten in different languages. In this section, we ana-

Task Inst llama3-i qwen2-i mistraln-i

LS
en 9.94 8.23 7.08
tgt 7.13 6.43 6.22

MRC
en 4.33 4.36 2.98
tgt 2.16 1.47 1.76

Table 2: Percentage of instances where MLLMs
generate texts in a language other than the target-
language. We list the average percentage across all
target-languages.

lyze the features of text generated by MLLMs using
either English or target-language instructions.

English instructions more often lead to gener-
ating unrelated languages. To identify the lan-
guage of the texts generated by MLLMs, we use
FastText (Joulin et al., 2016). Following previ-
ous studies (Wenzek et al., 2020; Kojima et al.,
2024), we use only language identification results
with an identification confidence score above 50%.
Table 2 shows the percentage of instances where
MLLMs generate texts in a language other than the
target-language. These results indicate that using
English instructions more often leads to the gen-
eration of text in a language other than the target-
language. This observation is similar to the find-
ings of Marchisio et al. (2024). Specifically, we
found that when using English instructions, llama3-
i tended to generate in English, while qwen2-i
tended to generate in Chinese. We describe the
detailed distribution of language identification in
Appendix D.

Target-language instructions more often lead to
generating uninformative answers like “There
is no information.” In the MRC task, although
an answer is always present in the reference text,
MLLMs occasionally generate awkward texts like
“There is no information on the question in the ref-
erence.” We manually counted the instances where
MLLMs generated such responses in the Japanese
and Spanish datasets. Table 3 shows the number
of these instances. These results indicate that us-
ing target-language instructions causes MLLMs to
generate such texts more often than when using
English instructions. Notably, in some instances,
MLLMs generate such texts with target-language
instructions, whereas they provide the correct an-
swer with English instructions. This observation
suggests that using English instructions is more
effective in leveraging the reading comprehension
capabilities of MLLMs.
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Lang Inst llama3-i qwen2-i mistraln-i

es
en 0 1 0
tgt 8 18 2

ja
en 3 5 0
tgt 28 15 3

Table 3: Number of instances where MLLMs generate
texts like “There is no information on the question in
the reference.” in Spanish and Japanese for the MRC.

Task Inst llama3-i qwen2-i mistraln-i

LS
en 19.95 2.31 0.35
tgt 23.54 2.97 0.91

MRC
en 45.57 37.49 27.34
tgt 61.14 58.33 46.90

Table 4: Percentage of instances where the MLLM do
not follow each instruction. We list the average percent-
age across all target-languages. The results for each
language are in Table 17 in the Appendix.

5.2 Instruction-following Ability
We analyze the differences in the MLLMs’
instruction-following ability between using English
and target-language instructions by counting in-
stances where MLLMs do not follow each instruc-
tion. We define a generated text as not follow-
ing the instructions in the LS task if it contains
more than five words 6 for de, es, fr, and zh and
more than seven words 7 for ja as determined by
spaCy (Honnibal et al., 2020). In the MRC task,
we consider a generated text as not following the
instructions if it contains any string not present in
the reference text. Table 4 shows the percentage
of instances where MLLMs do not follow each
instruction. These results indicate that MLLMs fol-
low English instructions more closely than target-
language instructions. This observation suggests
that using instructions in English is more effective
for tasks requiring complex guidance.

5.3 Instruction Cross-Lingual Consistency
Qi et al. (2023) introduced cross-lingual consis-
tency (CLC) and highlighted the importance of
providing consistent user experiences when using
the same LLM in different languages. However, as
demonstrated in Sections 4 and 5.1, MLLMs often
generate different outputs when given two instruc-
tions that convey the same content but are written
in different languages. This difference indicates

6We follow Lin et al. (2012) to filter generated texts that
sound more like a sentence than a word or phrase.

7We follow Kudo and Kazawa (2009).

a low level of instruction CLC. To address this is-
sue, we propose a few-shot approach that includes
providing both task instructions and examples. We
reveal that adopting a few-shot approach signifi-
cantly enhances instruction CLC (Appendix C.3).

6 Conclusion

In this study, we conducted a fair comparison
between English and target-language instructions
for MLLMs, eliminating the influence of trans-
lationese. We revealed that whether English or
target-language instructions tend to perform bet-
ter depends on the task and classification labels.
Additionally, we demonstrated that MLLMs exhib-
ited differences in the features of generated texts
and their instruction-following abilities when using
English and target-language instructions.

Limitations

While we achieved a fair comparison between En-
glish and target-language instructions by employ-
ing datasets and instructions not based on transla-
tion from English, the range of languages and tasks
we examined is limited. This is due to the fact
that many multilingual datasets are created through
translating from English, and a few datasets are
independent of such translation. Furthermore, our
study is currently restricted to high-resource lan-
guages, as non-translated datasets for low-resource
languages are scarce, and finding native speakers
to refine instructions in these languages is diffi-
cult. Investigating the features of tasks where En-
glish instructions perform better and those where
target-language instructions perform better remains
challenging, as it requires a wide variety of target-
language datasets that are not based on translation.

Moreover, we used three state-of-the-art open-
source MLLMs because the latest models have
been shown to exhibit higher performance and
superior instruction-following ability. However,
many of the latest MLLM developers do not dis-
close key information, such as the distribution of
languages in their training data. As a result, we
were unable to conduct an analysis from the per-
spective of MLLMs’ training data, such as analyz-
ing why llama3-i tends to generate English while
qwen2-i tends to generate Chinese.
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A Examples of Translationese

In this section, we present examples of trans-
lationese in both instructions and datasets in
Japanese.

A.1 Instructions

We confirmed the negative impact of translationese
in this study. A portion of English instructions
and a portion of Japanese instructions translated
from English in the LS task are listed under ID 1 in
Table 5. The English instruction contains the quan-
tifier ‘a,’ which indicates the generation of a single
synonym. However, in the translated Japanese in-
structions, this quantifier was lost in translation.
As a result, it became unclear whether MLLMs
should generate a single synonym or multiple syn-
onyms when using the translated Japanese instruc-
tions. Consequently, MLLMs often generated mul-
tiple synonyms, such as the five words ‘交番車,
車両, 付近の警備車, 駆けつけ車, 警察車’ for
the target word ‘パトカー.’ This led to a signifi-
cant decline in performance when using Japanese
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ID Original English sentence Translated Japanese sentence

1 Please generate a simpler Japanese synonym for the
word.

より簡単な日本語の同義語を生成してください。

2 You are an AI assistant whose purpose is to perform
open-domain commonsense causal reasoning. You will
be provided a premise and two alternatives, where the
task is to select the alternative that more plausibly has
a causal relation with the premise. ...

あなたは、オープンドメインの常識的な因果推論
を実行することを目的としたAIアシスタントで
す。前提と2つの選択肢が提供され、その課題は、
前提と因果関係を持つ代替案を選択することで
す。 ...

3 Sentence 1: It will be high with a long wall and capacity
.
Sentence 2: It will be high , with a long wall and a
capacity .

Sentence 1: 長い壁と容量を伴う高いものとなるで
しょう。
Sentence 2: それは高いところにあり、壁が長く、
収容人数が多いでしょう。

4 Besides Kuykendall , Robert White and Joshua Soule
Zimmerman served as Chancery Commissioner for
Hampshire County .

カイケンデールに加えて、ロバート・ホワイトと
ジョシュア・スール・ジンマーマンがハンプシ
ャー郡の衡平法裁判所コミッショナーを務めまし
た。

Table 5: Examples of translationese in Japanese.

instructions translated from English, as shown in
tgt-mt in Table 8.

Similarly, Ahuja et al. (2023) used Bing Trans-
lator to translate the English instructions into the
target-language instructions. In their paper, they
provided only the English instructions, not the non-
English ones; therefore, we translated their English
instructions into Japanese. The instructions used
for Commonsense Reasoning tasks are listed under
ID 2 in Table 5. In the English instruction, the
term ‘alternative’ is used in the sense of ‘option.’
However, in the translated Japanese instruction, the
first term of ‘alternative’ is expressed as ‘選択肢
(option)’, while the second term is expressed as
‘代替案 (substitute).’ This inconsistency causes
the Japanese instruction to lack clarity and fluency,
making it difficult to understand.

A.2 Datasets
PAWS-X (Yang et al., 2019) is a dataset for the
Paraphrase Identification Task and is a multilin-
gual dataset translated from English. Notably, the
test data has been translated manually. Instances
where two sentences are identified as paraphrases
are listed under ID 3 in Table 5. In the Japanese
instance, sentence 1 is either impossible to interpret
or extremely difficult to understand. As a result,
the two sentences of the Japanese instance cannot
be considered a paraphrase.

Additionally, instances that differ from natural
Japanese are listed under ID 4 in Table 5. The
translated Japanese instance contains many translit-
eration 8, resulting in a style that differs from that

8Transliteration in Japanese is typically written in

of natural Japanese sentences.
These examples demonstrate that even in

Japanese, a relatively high-resource language,
the influence of translationese can be significant.
Therefore, it is likely that languages with lower
resources are even more affected by translationese.
Based on this, we argue that the use of target-
language datasets and instructions translated from
English, as seen in previous studies, does not allow
for a fair comparison between English and target-
language instructions.

B Experiment Details

B.1 Test Datasets

We describe the datasets used in each task that are
not based on translations from English.

Lexical Simplification Task For de, es, fr and
ja, we use the MultiLS (Shardlow et al., 2024).
MultiLS is a multilingual corpus of LS. This cor-
pus has a test set of approximately 570 instances
for each language. For zh, we use the Chinese-
LS (Qiang et al., 2023). Chinese-LS is a Chinese
corpus of LS. This corpus has 524 instances. We
randomly sample 90% of the instances from the cor-
pus as the test set, and use the remaining instances
as the example set for few-shot settings.

Machine Reading Comprehension Task For de,
we use the GermanQuAD (Möller et al., 2021).
GermanQuAD is a German corpus and has a
test set of 2,204 instances. For es, we use the
SQAC (Gutiérrez-Fandiño et al., 2022). SQAC is

katakana.
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Task Test Instance Answer

LS Sentence: After the war, Hitler remained in the army and after receiving intelligence
and oratory training, became an intelligence official tasked with infiltrating political
parties and reporting to his superiors on their activities.
Target word: infiltrating

invading, penetrat-
ing, intruding, en-
tering, ...

MRC Reference: Television formats portraying ordinary people in unscripted situations
are almost as old as the television medium itself. Producer-host Allen Funt’s Candid
Camera, in which unsuspecting people were confronted with funny, unusual situations
and filmed with hidden cameras, first aired in 1948, and is often seen as a prototype of
reality television programming.[2][3]
Question: What is considered the first reality TV show?

Candid Camera

RC Two of the glasses were broken when I opened the package. Could you please be
careful for packaging glass items.

bad

Table 6: Examples of instances from each task in English.

a Spanish corpus and has a test set of 1,910 in-
stances. For fr, FQuAD (d’Hoffschmidt et al.,
2020). FQuAD is a French corpus and has a valid
set of 3,188 instances. For id, ja, and ko, we use
the TyDiQA-Gold (Clark et al., 2020). TyDiQA-
Gold is a multilingual corpus. This corpus has a
valid set of 565 instances in id, 455 in ja, and
276 in ko. For zh, we use the DRCD (Shao et al.,
2019). DRCD is a Chinese corpus and has a test
set of 3,493 instances.

Review Classification Task For de, es, fr, ja,
and zh, we use the MARC (Keung et al., 2020).
MARC is a multilingual corpus of Amazon reviews
of customers. This corpus has a test set of 5,000
reviews for each language, with ratings classified
from 1 to 5. We use 4,000 reviews classified as pos-
itive or negative for each language. For ko, we use
the NSMC (Park, 2015). NSMC is a Korean cor-
pus of movie reviews from NAVER Movies. This
corpus has 50,000 reviews classified as positive or
negative. We randomly select 2,000 positive and
2,000 negative reviews as a test set. For id, we use
the PRDECT-ID (Sutoyo et al., 2022). PRDECT-
ID is an Indonesian corpus of product reviews from
Tokopedia. This corpus has a test set of 5,400
reviews with ratings classified from 1 to 5. We
perform downsampling to ensure an equal number
of positive and negative reviews, and use 4,010
reviews classified as positive or negative.

B.2 Instance Examples from Each Task

In this study, we use target-language datasets and
no English datasets. However, we provide exam-
ples of instances in English to ensure clarity for all
readers of this paper. Table 6 lists instance exam-
ples from each tasks in English.

B.3 Text Generation

In this section, we describe the hyper-parameters
and post-processing steps used during generation in
both the LS and MRC tasks. The hyper-parameters
of generation are as follows:

• temperature: 0.6

• top_p: 0.9

• max_new_tokens: 30

Following Iyer et al. (2023) and Wei et al. (2023),
we extract the part of the text generated by MLLMs
before the first EOS token or newline character as
the output.

B.4 Label Selection

Many previous studies (Lin et al., 2022; Tanwar
et al., 2023; Etxaniz et al., 2024) have used the
label with the highest probability for the prompt in
the classification label space as the LLM’s predic-
tion in classification tasks. Following these studies,
in the RC task, we use the label with the highest
probability as the next token after the input prompt
for an MLLM’s prediction.

B.5 Label Sets

Table 7 lists classification label sets for each lan-
guage used in the target-language label setting of
the RC task.
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lang good bad

de gut schlecht

es bueno malo

fr bon mauvais

id baik buruk

ja 良い 悪い

ko 좋음 나쁨

zh 好 差

Table 7: Labels for each language used in the target-
language label setting of the RC task.

B.6 Models
We conducted experiments with llama3-i 9, qwen2-
i 10, mistraln-i 11, ayae-i 12, llama3-b 13, qwen2-
b 14, and mistraln-b 15 from huggingface and used
Quadro RTX 8000 in the all experiments. Llama3-
i and llama3-b are published under the Llama 3
Community License Agreement. Qwen2-i, qwen2-
b, mistraln-i and mistraln-b are published under
the Apache License Version 2.0. Ayae-i are pub-
lished under the Creative Commons Attribution-
NonCommercial 4.0 International License.

C Additional results

C.1 Base models
We primarily focus on instruction-tuned models but
also conduct experiments with base models. Here-
after, we refer to the base models llama3, qwen2,
mistral-nemo as llama3-b, qwen2-b, and mistraln-b,
respectively.

Tables 8, 9, 10 and 11 list the results for each
language in the LS task, the MRC task, the RC
task (English labels), and the RC task (target-
language labels), respectively. In the LS task,
target-language instructions tend to outperform
English instructions for the base models, simi-
larly to the instruction-tuned models. In the MRC

9https://huggingface.co/lightblue/
suzume-llama-3-8B-multilingual

10https://huggingface.co/Qwen/
Qwen2-7B-Instruct

11https://huggingface.co/mistralai/
Mistral-Nemo-Instruct-2407

12https://huggingface.co/CohereForAI/
aya-expanse-8b

13https://huggingface.co/meta-llama/
Meta-Llama-3-8B

14https://huggingface.co/Qwen/Qwen2-7B
15https://huggingface.co/mistralai/

Mistral-Nemo-Base-2407

task, English instructions tend to outperform target-
language instructions for the base models other
than llama3-b, similar to the instruction-tuned mod-
els. In the RC task with English classification la-
bels, target-language instructions tend to outper-
form English instructions for the base models, un-
like the instruction-tuned models. Notably, when
using English instructions for the base models, the
predictions are heavily skewed towards ‘good’—
phenomena referred to as label bias (Reif and
Schwartz, 2024). For this issue, target-language
instructions have the effect of mitigating the bias
towards ‘good’ in the base models. In the RC task
with target-language labels, whether English or
target-language instructions perform better varies
for each target-language.

C.2 Additional instruction-tuned model
Aya-Expanse is a MLLM released in October 2024,
demonstrating superior multilingual performance
compared to other MLLMs (Dang et al., 2024).
Given its strong multilingual capabilities, we con-
duct experiments using Aya-Expanse 8B as an ad-
ditional instruction-tuned model, which we refer to
as ayae-i.

Tables 8, 9, 10 and 11 include the results of
ayae-i for each task. These results indicate that
ayae-i follows the same trend as other instruction-
tuned models, where target-language instructions
tend to achieve higher performance than English
instructions in the LS task and the RC task (target-
language labels), whereas English instructions tend
to yield better performance in the MRC task and
the RC task (English labels).

C.3 Few-shot Setting
We primarily focus on the zero-shot setting but also
conduct experiments in the few-shot setting. For
the few-shot examples, in the LS task, we randomly
select four examples from the trial data for each
test instance. For the MRC task, we select one ex-
ample each for the questions ‘who,’ ‘where,’ ‘what,’
‘when,’ and ‘how’ from the train data. In the RC
task, we randomly select two reviews with a ‘bad’
label and two with a ‘good’ label from the training
data for each test instance. Therefore, the LS and
RC tasks are conducted in a 4-shot setting, while
the MRC task is conducted in a 5-shot setting.

Tables 12, 13, 14 and 15 present the few-shot
results for the LS task, the MRC task, the RC task
(English labels), and the RC task (target-language
labels), respectively. These results indicate that,
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compared to the zero-shot setting, the performance
differences between the different instructions are
smaller in the few-shot setting.

Additionally, we investigate the percentage of in-
stances where the generated text is identical when
using English instructions and target-language in-
structions in the LS and MRC tasks, under the zero-
shot and few-shot settings. Table 16 shows the per-
centage of instances where the texts generated by
MLLMs are identical between using English and
target-language instructions. This result indicates
that in the zero-shot setting, the texts generated
by MLLMs differ considerably between using En-
glish and target-language instructions, whereas in
the few-shot setting, the number of identical texts
increases significantly.

These findings reveal that in the zero-shot setting,
even when English and target-language instructions
convey the same content, MLLMs often generate
different outputs, leading to a low instruction CLC.
Adopting the few-shot approach can address this
issue, significantly improving the consistency of
generated texts across instructions in different lan-
guages, thereby greatly enhancing instruction CLC.

D Distributions of Languages in
Generated Texts

Tables 18 and 19 show the language distribution
of the generated texts identified by FastText when
using English or target-language instructions in
both the LS and MRC tasks. In the MRC task, we
observed that using English instructions led to gen-
erating English text across all models. Additionally,
for qwen2-i, even when the target-language was an
alphabet-based language like es, using English in-
structions significantly increased the generation of
Chinese text. For example, in the Spanish MRC
task, qwen2-i generated ‘五个小时’ with English
instructions, while the correct answer was ‘cinco
horas.’

E Instructions

E.1 Construction Details

In steps 2 and 3 of the instruction construction pro-
cess (Section 3.1), we used gpt-4o-2024-05-13.
As native speakers in Step 4, we requested students
pursuing a Doctors in NLP for id and ko, a student
pursuing a Masters in NLP for ja, and an assistant
professor in NLP for zh. For other languages, we
recruited native speakers through the crowdsourc-

ing platform Prolific 16.

E.2 Lexical Simplification Task

German

Ich gebe Ihnen jetzt einen Satz und ein darin
enthaltenes Wort.
Bitte generiere ein einfacheres deutsches Syn-
onym für das Wort.
Generiere nur das Synonym und nichts an-
deres.

Satz: {sentence}

Wort: {word}

Synonym:

English

I will provide a sentence and a word included
in the sentence.
Please generate a simpler {target
language} synonym for the word.
Generate nothing but the synonym.

Sentence: {sentence}

Word: {word}

Synonym:

Spanish

Te proporcionaré una oración y una palabra
de ella.
Genere un sinónimo en español más sencillo
para esta palabra.
Genere solamente el sinónimo.

Oración: {sentence}

Palabra: {word}

Sinónimo:

French

Je vais vous donner une phrase et un mot tiré
la phrase.
Veuillez générer un synonyme en français plus
simple pour le mot tiré.
Ne générez que le synonyme.

Phrase: {sentence}

Mot: {word}

Synonyme:
16https://www.prolific.com/
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Japanese

これから文とその文に含まれる単語を与
えます。
与えられた単語に対して、より簡単な日
本語の同義語を一つ生成してください。
同義語以外は何も生成しないでくださ
い。

文: {sentence}

単語: {word}

同義語:

Chinese

我会给出一个句子并指定其中的一个词。
请生成一个该词的更简单的中文同义词。
只需生成同义词，不要生成其他内容。

句子: {sentence}

词: {word}

同义词:

E.3 Machine Reading Comprehension Task
German

Ich gebe Ihnen jetzt eine Frage und einen Ref-
erenzsatz.
Extrahiere die Antwort auf die Frage aus dem
Referenzsatz.
Generiere nichts außer der Antwort.

Frage: {question}

Referenzsatz: {reference}

Antwort:

English

I will provide a question and a reference sen-
tence.
Please extract the answer to the question from
the reference sentence.
Generate nothing but the answer.

Question: {question}

Reference: {reference}

Answer:

Spanish

Te proporcionaré una pregunta y una oración
de referencia.
Extraiga la respuesta a la pregunta de la
oración de referencia.
Genere únicamente la respuesta.

Pregunta: {question}

Referencia: {reference}

Respuesta:

French

Je vais donner une question et une phrase de
référence.
Veuillez extraire la réponse à la question à
partir de la phrase de référence.
Ne générez rien d’autre que la réponse.

Question: {question}

Référence: {reference}

Réponse:

Indonesian

Saya akan memberikan sebuah pertanyaan dan
sebuah kalimat referensi.
Silakan ekstrak jawaban untuk pertanyaan
tersebut dari kalimat referensi.
Hasilkan hanya jawaban tanpa tambahan in-
formasi lain.

Pertanyaan: {question}

Referensi: {reference}

Jawaban:

Japanese

これから質問と参照文を与えます。
質問に対する答えを参照文から抽出して
ください。
答え以外は生成しないでください。

質問: {question}

参照文: {reference}

答え:

Korean

지금부터 질문과 참고 문서를 입력합니

다.
질문에 대한 답변을 참고 문서에서 추출

해주세요.
답변에해당되는부분만생성해주세요.

질문: {question}

참고문서: {reference}

답변:

Chinese

我会提供一个问题和一段参考。
请根据这段参考，提取答案，回答问题。
请只生成答案。

问题: {question}

参考: {reference}

答案:
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E.4 Review Classification Task
German

Ich gebe Ihnen eine Rezension.
Bitte bewerten Sie die Rezension anhand der
folgenden Kriterien.
Wählen Sie ‘{label_good}’, wenn die Rezen-
sion eine positive Bewertung darstellt, und
‘{label_bad}’, wenn sie eine negative Bew-
ertung darstellt.

Rezension: {sentence}

Bewertung:

English

I will provide a review.
Please rate the given review based on the fol-
lowing criteria.
Choose ‘{label_good}’ if the review indi-
cates a high evaluation and ‘{label_bad}’ if
it indicates a low evaluation.

Review: {sentence}

Rating:

Spanish

Voy a proporcionarte una reseña.
Por favor, califícala proporcionadamente
según los siguientes criterios.
Elige ‘{label_good}’ si la reseña muestra
una alta valoracion y ‘{label_bad}’ si es una
baja valoración.

Reseña: {sentence}

Calificación:

French

Je vais fournir une critique.
Merci d’évaluer la critique en fonction des
critères suivants.
Choisissez ‘{label_good}’ si la critique est
positive et ‘{label_bad}’ si elle est négative.

Critique: {sentence}

Évaluation:

Indonesian

Saya akan memberikan sebuah ulasan.
Tolong nilai ulasan yang diberikan
berdasarkan kriteria berikut.
Pilih ‘{label_good}’ jika ulasan menun-
jukkan evaluasi tinggi dan ‘{label_bad}’
jika menunjukkan evaluasi rendah.

Ulasan: {sentence}

Nilai:

Japanese

これからレビューの文を与えます。
そのレビューを以下の基準に基づいて評
価してください。
そのレビューが高い評価を示す場合
は‘{label_good}’を、低い評価を示す場
合は‘{label_bad}’を選んでください。

レビュー: {sentence}

評価:

Korean

지금부터리뷰를입력합니다.
주어진 리뷰를 다음 기준에 따라 평가해

주세요.
리뷰가 높은 평가를 나타내는 경우

‘{label_good}’을, 낮은 평가를 나타내는
경우 ‘{label_bad}’을선택해주세요.

리뷰: {sentence}

평가:

Chinese

我将提供一条评论。
请根据以下标准对给定的评论进行评分。
如 果 评 论 表 示 高 度 评 价， 请 选
择‘{label_good}’； 如 果 评 论 表 示 不
好的评价，请选择‘{label_bad}’。

评论: {sentence}

评分:
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Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i ayae-i llama3-b qwen2-b mistraln-b

de
en 23.86 37.19 29.12 50.35 28.07 15.61 1.23
tgt 22.46 37.37 35.61 53.33 29.30 22.46 6.49

tgt-mt 19.65 38.60 18.77 50.70 30.00 24.04 0.18

es
en 44.01 60.54 58.35 64.42 49.58 34.23 6.24
tgt 48.06 62.56 66.44 57.67 26.14 53.63 1.85

tgt-mt 34.91 63.91 68.80 64.25 32.72 54.13 0.84

fr
en 28.82 57.47 58.70 53.25 39.54 24.96 7.21
tgt 30.40 65.91 62.74 61.15 43.94 54.13 19.51

tgt-mt 31.81 55.89 56.24 60.10 32.86 44.46 11.60

ja
en 15.96 26.67 37.72 44.91 12.98 18.07 32.46
tgt 17.02 26.49 38.07 45.43 13.86 19.30 35.44

tgt-mt 7.54 4.74 24.21 26.84 5.96 4.04 11.75

zh
en 22.10 40.04 59.52 57.77 16.41 32.39 45.51
tgt 23.63 40.26 61.05 59.96 17.72 32.82 56.24

tgt-mt 22.76 40.04 62.58 33.92 13.79 27.13 52.52

Table 8: Experimental results of the zero-shot setting in the LS task. We highlight the higher score between ‘en’ and
‘tgt’ in bold.

Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i ayae-i llama3-b qwen2-b mistraln-b

de
en 12.75 24.95 26.86 35.48 10.21 12.79 13.16
tgt 9.80 16.61 26.04 30.76 16.38 12.02 13.88

tgt-mt 8.67 13.70 24.41 25.36 11.93 11.43 12.70

es
en 20.37 25.13 25.65 34.14 13.09 13.61 12.25
tgt 15.81 13.66 17.75 25.13 13.14 9.16 9.90

tgt-mt 17.80 16.54 17.64 25.34 18.12 10.79 8.74

fr
en 12.95 23.90 29.23 34.69 10.19 14.37 14.59
tgt 16.66 14.77 23.12 26.07 13.80 12.77 13.61

tgt-mt 16.59 12.30 25.22 23.84 11.89 13.14 11.20

id
en 34.69 46.90 – 57.70 22.48 37.52 –
tgt 33.98 42.48 – 53.63 30.27 33.27 –

tgt-mt 23.54 31.86 – 33.98 24.78 30.27 –

ja
en 43.52 41.76 58.02 64.84 28.57 41.10 39.34
tgt 33.19 38.02 52.53 63.52 39.78 30.77 35.60

tgt-mt 27.91 23.30 45.71 55.82 32.75 29.45 27.47

ko
en 25.72 40.94 55.43 59.42 21.01 36.96 30.80
tgt 2.54 7.97 34.42 12.68 18.84 13.41 13.77

tgt-mt 1.81 10.14 43.84 46.74 22.46 16.30 24.64

zh
en 28.26 22.70 41.68 57.91 14.86 19.55 30.15
tgt 28.49 21.84 34.98 46.78 11.65 22.16 26.40

tgt-mt 29.77 21.41 40.65 48.04 17.64 19.98 28.54

Table 9: Experimental results of the zero-shot setting in the MRC task. We highlight the higher score between ‘en’
and ‘tgt’ in bold.
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Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i ayae-i llama3-b qwen2-b mistraln-b

de
en 90.07 92.31 92.52 95.15 42.96 36.37 80.87
tgt 85.17 93.92 86.66 93.86 52.63 85.99 93.82

tgt-mt 83.29 88.90 90.41 94.47 43.76 59.52 93.80

es
en 90.45 92.18 91.47 94.62 42.91 36.58 62.71
tgt 74.23 93.50 79.41 94.57 72.37 73.75 83.22

tgt-mt 84.97 91.11 52.67 93.87 72.06 39.17 70.01

fr
en 89.73 92.84 91.72 94.80 38.25 37.10 64.54
tgt 72.62 92.74 78.25 91.12 49.90 33.50 86.93

tgt-mt 87.97 88.06 88.10 92.48 83.86 50.98 82.54

id
en 90.61 96.93 – 97.81 36.89 36.89 –
tgt 86.56 95.81 – 98.13 73.86 43.93 –

tgt-mt 85.56 94.93 – 98.23 81.57 49.14 –

ja
en 88.47 89.55 90.77 93.47 39.36 47.82 71.90
tgt 87.38 88.17 86.58 91.64 82.56 69.06 86.64

tgt-mt 91.27 89.39 89.88 92.40 89.88 61.86 91.32

ko
en 76.78 81.32 83.99 88.37 44.90 33.78 42.54
tgt 53.09 80.85 85.30 86.86 50.26 33.89 63.45

tgt-mt 70.04 80.60 75.17 85.76 71.34 39.42 36.74

zh
en 87.52 88.92 79.34 87.03 34.05 64.18 80.71
tgt 83.94 88.96 75.72 85.12 39.37 89.90 82.54

tgt-mt 84.57 88.78 74.41 85.81 39.22 89.72 83.66

Table 10: Experimental results of the zero-shot setting with English labels in the RC task. We highlight the higher
score between ‘en’ and ‘tgt’ in bold.

Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i ayae-i llama3-b qwen2-b mistraln-b

de
en 33.44 61.42 58.75 89.03 33.33 33.33 33.33
tgt 50.60 78.05 59.91 94.60 33.44 33.33 34.33

tgt-mt 33.56 34.05 36.58 94.19 33.33 33.33 33.44

es
en 87.89 90.12 89.56 88.71 82.74 85.80 90.66
tgt 91.59 93.32 93.12 89.88 76.12 93.40 85.79

tgt-mt 87.11 87.62 92.59 87.36 79.79 58.67 77.50

fr
en 39.86 92.82 33.33 34.33 33.33 87.52 33.33
tgt 33.67 92.19 33.33 37.47 33.33 82.55 33.33

tgt-mt 38.26 90.57 33.33 36.05 33.33 52.80 33.33

id
en 81.03 97.46 – 96.03 90.51 70.05 –
tgt 93.59 96.38 – 97.21 90.13 92.38 –

tgt-mt 92.69 97.43 – 96.61 96.96 94.67 –

ja
en 82.20 91.31 86.73 93.75 33.33 93.45 59.89
tgt 83.06 91.91 82.56 92.51 36.15 93.40 37.79

tgt-mt 90.21 88.20 85.60 93.29 47.21 87.63 67.48

ko
en 63.08 82.99 86.67 78.54 33.33 50.15 34.11
tgt 58.85 84.91 87.02 78.31 33.78 34.87 40.92

tgt-mt 66.48 84.30 84.98 84.05 34.82 40.71 37.89

zh
en 79.55 89.30 37.00 82.25 84.90 87.76 33.33
tgt 79.64 89.47 36.90 86.44 85.68 86.89 33.33

tgt-mt 76.25 88.87 33.94 86.49 83.69 85.85 33.33

Table 11: Experimental results of the zero-shot setting with target-language labels in the RC task. We highlight the
higher score between ‘en’ and ‘tgt’ in bold.
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Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i llama3-b qwen2-b mistraln-b

de
en 27.19 32.63 50.53 9.47 26.67 41.05
tgt 29.47 31.40 49.82 11.93 26.32 49.30

tgt-mt 29.47 33.86 44.74 10.35 26.14 29.30

es
en 67.28 70.66 72.85 11.80 68.47 15.85
tgt 63.58 71.16 75.21 6.58 71.16 16.02

tgt-mt 64.92 73.19 73.52 8.26 75.89 7.42

fr
en 44.82 61.86 75.04 5.80 58.52 35.15
tgt 46.75 63.44 72.41 8.08 63.27 55.36

tgt-mt 44.99 64.15 72.23 4.57 61.16 61.51

ja
en 20.53 27.19 45.79 14.39 24.39 33.68
tgt 21.75 24.91 43.68 14.39 21.58 39.82

tgt-mt 17.19 26.49 42.28 13.68 21.75 36.84

zh
en 30.63 36.11 67.83 15.75 32.82 53.83
tgt 32.17 36.11 66.74 17.07 33.26 58.64

tgt-mt 29.76 34.14 68.27 16.19 35.45 57.77

Table 12: Experimental results of the few-shot setting in the LS task.

Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i llama3-b qwen2-b mistraln-b

de
en 15.65 30.67 27.59 8.44 18.65 0.86
tgt 14.88 28.09 26.68 8.03 15.88 17.33

tgt-mt 14.25 27.77 26.09 6.94 14.75 16.97

es
en 18.95 39.58 28.38 12.93 25.92 3.14
tgt 15.76 36.39 18.90 15.39 23.09 3.14

tgt-mt 15.92 36.75 19.95 14.61 22.46 3.61

fr
en 16.12 35.48 32.06 9.03 25.47 25.75
tgt 15.81 35.45 31.68 10.16 24.65 27.92

tgt-mt 15.12 36.04 31.37 10.19 23.90 27.29

id
en 29.03 59.29 – 21.95 39.47 –
tgt 29.20 58.94 – 22.12 39.65 –

tgt-mt 27.96 56.28 – 21.24 36.81 –

ja
en 50.77 53.19 60.44 39.12 46.81 45.71
tgt 45.49 60.00 60.66 46.15 46.59 46.81

tgt-mt 43.52 54.29 57.36 40.88 44.62 43.52

ko
en 30.80 56.88 50.36 26.45 43.12 35.14
tgt 28.26 57.97 44.57 24.64 32.25 38.77

tgt-mt 27.54 56.16 44.20 25.72 37.32 38.04

zh
en 30.23 31.89 47.64 16.40 23.05 32.52
tgt 30.80 30.60 47.38 16.32 23.25 34.33

tgt-mt 30.03 31.41 47.64 14.26 23.25 34.67

Table 13: Experimental results of the few-shot setting in the MRC task.
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Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i llama3-b qwen2-b mistraln-b

de
en 90.37 92.51 94.00 86.22 35.57 78.96
tgt 91.62 93.50 92.51 89.03 49.20 87.81

tgt-mt 92.56 92.57 92.64 90.83 43.42 87.63

es
en 88.57 92.00 90.61 83.91 39.17 75.56
tgt 87.24 92.03 87.64 86.02 39.97 78.40

tgt-mt 88.65 91.95 77.24 88.69 35.36 69.57

fr
en 89.34 92.71 91.17 83.13 35.95 76.59
tgt 90.25 93.35 89.89 87.38 34.49 88.14

tgt-mt 89.09 91.88 89.64 84.69 36.83 85.36

id
en 94.48 98.03 – 91.88 34.21 –
tgt 93.97 94.85 – 95.58 33.39 –

tgt-mt 95.33 93.47 – 95.98 34.27 –

ja
en 84.93 88.74 91.49 81.99 40.21 92.37
tgt 90.94 87.67 89.92 90.08 34.60 90.92

tgt-mt 91.40 90.03 88.70 90.56 33.89 90.24

ko
en 75.05 81.16 88.07 66.37 33.56 74.25
tgt 77.12 84.41 87.92 75.96 36.11 84.82

tgt-mt 75.99 84.60 87.79 74.74 38.51 83.76

zh
en 83.56 88.92 84.65 76.66 49.83 81.34
tgt 85.46 89.47 80.39 84.92 47.74 79.40

tgt-mt 85.55 89.35 78.30 85.23 47.83 77.67

Table 14: Experimental results of the few-shot setting with English labels in the RC task.

Target-lang Instruct
Instruction-tuned model Base model

llama3-i qwen2-i mistraln-i llama3-b qwen2-b mistraln-b

de
en 38.20 44.23 53.16 33.33 33.33 33.33
tgt 33.33 43.89 48.01 33.33 33.33 33.83

tgt-mt 33.33 42.89 39.22 33.33 33.33 33.44

es
en 91.18 91.04 93.74 78.29 87.96 91.50
tgt 93.04 91.09 92.93 86.28 92.85 94.25

tgt-mt 91.01 87.88 90.23 82.29 91.21 93.80

fr
en 77.17 90.37 33.33 33.33 90.92 33.33
tgt 81.67 91.53 33.33 33.67 90.10 33.33

tgt-mt 75.92 90.27 33.33 33.33 90.05 33.33

id
en 92.35 98.35 – 97.08 98.15 –
tgt 89.77 97.86 – 96.61 98.23 –

tgt-mt 86.18 97.58 – 97.93 98.10 –

ja
en 90.38 92.47 91.95 78.90 88.79 86.50
tgt 90.82 90.39 91.49 80.19 85.20 88.50

tgt-mt 91.67 88.95 89.03 84.41 83.19 89.39

ko
en 68.90 78.95 87.56 33.56 34.16 74.80
tgt 69.34 82.47 86.85 38.95 33.83 84.23

tgt-mt 70.52 79.89 87.47 41.79 33.99 80.24

zh
en 84.59 89.18 50.99 85.92 88.37 33.33
tgt 78.59 89.50 44.03 84.19 88.05 33.33

tgt-mt 74.71 89.82 43.43 80.17 87.67 33.33

Table 15: Experimental results of the few-shot setting with target-language labels in the RC task.
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Target-lang Shot
LS MRC

llama3-i qwen2-i mistraln-i llama3-i qwen2-i mistraln-i

de
zero 25.79 43.86 27.72 23.59 30.72 48.55
few 50.88 52.46 55.09 42.24 58.67 51.54

es
zero 26.98 46.37 39.97 39.90 31.31 44.71
few 48.90 57.00 60.54 43.61 65.39 46.86

fr
zero 17.22 46.92 40.07 27.23 31.65 47.02
few 48.33 53.78 60.28 39.21 69.23 57.87

id
zero – – – 40.18 57.52 –
few – – – 49.20 72.04 –

ja
zero 23.86 37.37 49.82 34.73 50.33 63.30
few 36.49 42.81 49.65 55.16 73.85 71.65

ko
zero – – – 4.35 16.30 37.32
few – – – 36.96 74.28 59.06

zh
zero 29.98 54.49 60.61 37.79 39.59 47.12
few 47.26 62.36 71.55 46.15 55.00 73.95

Table 16: Percentage of instances where the texts generated by MLLMs are the same between using English and
target-language instructions.

Target-lang Inst
LS MRC

llama3-i qwen2-i mistraln-i llama3-i qwen2-i mistraln-i

de
en 24.04 1.40 0.70 48.23 32.30 28.13
tgt 28.25 2.63 1.40 70.46 56.85 37.98

es
en 23.95 3.88 0.34 40.63 35.50 31.83
tgt 13.83 2.87 0.34 47.38 66.91 50.89

fr
en 37.61 1.76 0.00 61.04 38.99 33.78
tgt 38.49 1.05 0.18 59.41 67.69 49.91

id
en – – – 41.24 30.44 –
tgt – – – 48.50 38.23 –

ja
en 5.79 0.88 0.00 36.70 37.80 12.38
tgt 13.86 2.81 1.23 58.68 38.24 23.08

ko
en – – – 53.62 38.04 19.20
tgt – – – 94.20 85.14 51.09

zh
en 5.03 1.53 0.00 37.53 49.36 20.18
tgt 20.13 3.72 0.00 49.36 55.22 44.03

Table 17: Percentage of instances where the MLLM do not follow each instruction in each target-language.
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Model target-lang Inst
Language identified by FastText

en de es fr id ja ko zh other low

llama3-i

de
en 3.27 86.89 0.05 0.27 0.00 0.00 0.00 0.00 0.36 9.17
tgt 3.22 85.84 0.05 0.23 0.00 0.00 0.00 0.00 0.27 10.39

es
en 1.26 0.10 86.44 0.10 0.05 0.05 0.00 0.00 1.36 10.63
tgt 0.37 0.05 88.53 0.16 0.00 0.00 0.00 0.00 0.89 10.00

fr
en 6.49 0.09 0.00 66.19 0.00 0.00 0.00 0.00 1.04 26.19
tgt 1.82 0.09 0.03 83.75 0.00 0.00 0.00 0.00 1.29 13.02

id
en 3.36 0.53 0.00 0.00 74.34 0.00 0.00 0.18 2.30 19.29
tgt 0.88 0.35 0.00 0.18 76.99 0.00 0.00 0.00 1.77 19.82

ja
en 1.76 0.00 0.00 0.00 0.00 95.16 0.00 0.66 0.22 2.20
tgt 0.00 0.00 0.00 0.00 0.00 99.78 0.00 0.00 0.00 0.22

ko
en 1.45 0.00 0.36 0.00 0.00 0.00 92.75 0.36 0.36 4.71
tgt 0.00 0.00 0.00 0.00 0.00 0.00 99.28 0.00 0.00 0.72

zh
en 0.83 0.00 0.00 0.06 0.00 3.26 0.06 94.42 0.06 1.32
tgt 0.26 0.03 0.00 0.03 0.03 3.01 0.03 95.68 0.14 0.80

qwen2-i

de
en 2.18 90.15 0.05 0.18 0.00 0.09 0.00 1.32 0.23 5.81
tgt 0.95 95.42 0.00 0.27 0.00 0.00 0.00 0.09 0.05 3.22

es
en 1.10 0.00 89.74 0.21 0.00 0.10 0.00 1.41 0.84 6.60
tgt 0.68 0.00 93.98 0.16 0.00 0.00 0.00 0.05 0.68 4.45

fr
en 1.82 0.19 0.06 90.65 0.00 0.28 0.00 1.38 0.47 5.14
tgt 0.91 0.13 0.03 94.82 0.00 0.00 0.00 0.06 0.31 3.73

id
en 1.24 0.00 0.00 0.00 89.38 0.18 0.00 0.53 1.59 7.08
tgt 0.00 0.00 0.00 0.00 92.04 0.00 0.00 0.00 1.42 6.55

ja
en 0.00 0.00 0.00 0.00 0.00 96.48 0.00 3.52 0.00 0.00
tgt 0.00 0.00 0.00 0.00 0.00 99.78 0.00 0.22 0.00 0.00

ko
en 0.72 0.00 0.00 0.00 0.00 1.45 92.03 5.43 0.00 0.36
tgt 0.00 0.00 0.00 0.00 0.00 0.00 99.64 0.36 0.00 0.00

zh
en 0.09 0.00 0.03 0.03 0.00 3.69 0.00 95.48 0.11 0.57
tgt 0.06 0.00 0.00 0.00 0.00 3.49 0.03 95.79 0.34 0.29

mistraln-i

de
en 2.27 91.42 0.00 0.14 0.00 0.00 0.00 0.05 0.27 5.85
tgt 1.54 92.15 0.00 0.09 0.00 0.00 0.00 0.05 0.36 5.81

es
en 1.26 0.10 91.05 0.21 0.00 0.00 0.00 0.00 0.79 6.60
tgt 0.63 0.00 90.58 0.42 0.00 0.00 0.00 0.00 0.73 7.64

fr
en 1.51 0.13 0.09 91.50 0.00 0.00 0.00 0.00 0.85 5.93
tgt 1.04 0.09 0.03 92.10 0.00 0.00 0.00 0.00 0.60 6.15

ja
en 0.00 0.00 0.00 0.00 0.00 98.90 0.00 0.88 0.22 0.00
tgt 0.00 0.00 0.00 0.00 0.00 99.34 0.00 0.22 0.00 0.44

ko
en 0.72 0.00 0.00 0.00 0.00 2.54 94.57 1.45 0.36 0.36
tgt 0.36 0.00 0.00 0.00 0.00 0.72 97.83 0.72 0.00 0.36

zh
en 0.31 0.06 0.00 0.03 0.00 1.63 0.00 97.25 0.06 0.66
tgt 0.09 0.03 0.00 0.00 0.00 1.75 0.00 97.17 0.20 0.77

Table 18: Distributions of languages in generated texts when using each instruction in the MRC task. ‘low’ indicates
instances of generated text where the confidence score of language identification by FastText is less than 50%.
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Model target-lang Inst
Language identified by FastText

en de es fr id ja ko zh other low

llama3-i

de
en 0.88 74.21 0.00 0.00 0.00 0.00 0.00 0.00 4.56 20.35
tgt 0.53 76.67 0.18 0.00 0.00 0.00 0.00 0.00 4.56 18.07

es
en 3.04 0.17 67.28 0.34 0.00 0.00 0.00 0.00 3.54 25.63
tgt 0.84 0.34 73.02 0.67 0.00 0.00 0.00 0.00 2.87 22.26

fr
en 7.91 0.53 0.88 65.38 0.00 0.00 0.00 0.00 2.46 22.85
tgt 3.87 0.00 1.05 58.00 0.00 0.18 0.00 0.00 2.64 34.27

ja
en 0.53 0.18 0.00 0.35 0.00 92.28 0.35 5.09 0.53 0.70
tgt 0.70 0.18 0.00 0.18 0.00 90.88 0.00 4.74 0.35 2.98

zh
en 1.75 0.22 0.00 1.31 0.00 13.35 0.22 72.43 1.53 9.19
tgt 1.75 0.00 0.00 0.88 0.00 7.00 0.00 73.74 2.19 14.44

qwen2-i

de
en 1.40 80.70 0.18 0.53 0.00 0.35 0.00 1.05 3.16 12.63
tgt 0.88 83.68 0.00 0.00 0.00 0.00 0.00 1.05 2.28 12.11

es
en 4.72 0.17 76.73 0.34 0.00 0.51 0.00 0.67 2.02 14.84
tgt 0.84 0.17 81.28 0.00 0.00 0.00 0.00 0.67 1.85 15.18

fr
en 6.15 0.53 0.18 79.44 0.00 0.35 0.00 1.05 1.41 10.90
tgt 3.34 0.00 0.53 86.99 0.00 0.18 0.00 1.05 1.23 6.68

ja
en 0.35 0.00 0.00 0.00 0.00 94.04 0.00 4.04 0.18 1.40
tgt 0.00 0.00 0.00 0.00 0.00 92.46 0.00 5.96 0.53 1.05

zh
en 1.09 0.66 0.00 1.09 0.00 7.66 0.66 81.62 0.66 6.56
tgt 0.66 0.22 0.22 0.22 0.00 9.63 0.44 80.96 0.22 7.44

mistraln-i

de
en 2.98 70.53 0.35 0.53 0.00 0.53 0.00 0.18 2.28 22.63
tgt 0.70 78.77 0.18 0.35 0.00 0.00 0.00 0.00 2.46 17.54

es
en 2.02 0.00 72.18 0.84 0.00 0.00 0.00 0.34 2.19 22.43
tgt 1.01 0.00 81.79 0.34 0.00 0.00 0.00 0.00 1.69 15.18

fr
en 3.69 0.00 0.53 80.49 0.00 0.00 0.00 0.18 1.23 13.88
tgt 4.57 0.35 0.00 82.95 0.00 0.00 0.00 0.00 1.05 11.07

ja
en 0.35 0.00 0.00 0.18 0.00 91.40 0.18 6.14 0.18 1.58
tgt 0.18 0.00 0.00 0.00 0.00 89.82 0.00 7.37 0.35 2.28

zh
en 0.00 0.22 0.66 0.22 0.00 7.00 0.66 81.62 1.75 7.88
tgt 0.00 0.22 0.66 0.44 0.00 5.69 0.66 84.25 2.84 5.25

Table 19: Distributions of languages in generated texts when using each instruction in the LS task. ‘low’ indicates
instances of generated text where the confidence score of language identification by FastText is less than 50%.
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