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Abstract

Chain of Thought (CoT) is significant in im-
proving the reasoning abilities of large lan-
guage models (LLMs). However, the corre-
lation between the effectiveness of CoT and the
length of reasoning steps in prompts remains
largely unknown. To shed light on this, we
have conducted several empirical experiments
to explore the relations. Specifically, we de-
sign experiments that expand and compress the
rationale reasoning steps within CoT demon-
strations while keeping all other factors con-
stant. We have the following key findings. First,
the results indicate that lengthening the reason-
ing steps in prompts, even without adding new
information into the prompt, considerably en-
hances LLMs’ reasoning abilities across multi-
ple datasets. Alternatively, shortening the rea-
soning steps, even while preserving the key
information, significantly diminishes the rea-
soning abilities of models. This finding high-
lights the importance of the number of steps in
CoT prompts and provides practical guidance
to make better use of LLMs’ potential in com-
plex problem-solving scenarios. Second, we
also investigated the relationship between the
performance of CoT and the rationales used in
demonstrations. Surprisingly, the result shows
that even incorrect rationales can yield favor-
able outcomes if they maintain the requisite
length of inference. Third, we observed that
the advantages of increasing reasoning steps
are task-dependent: simpler tasks require fewer
steps, whereas complex tasks gain significantly
from longer inference sequences. The code is
available at https://github.com/MingyuJ
666/The-Impact-of-Reasoning-Step-Len
gth-on-Large-Language-Models

1 Introduction

Today, the advent of large language models
(LLMs) and their advanced prompting strategies
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Figure 1: From left to right: zero-shot CoT, few-shot
CoT, and few-shot CoT with more reasoning steps. For
few-shot COT, there is a direct linear correlation be-
tween step count and accuracy.

has marked a significant progression, especially
in classical NLP tasks (Kojima et al., 2023; Wei
et al., 2022; Shao et al., 2023; Lyu et al., 2023;
Jin et al., 2024). A key innovation among these is
the Chain of Thought (CoT) prompting technique
(Kojima et al., 2023; Wang et al., 2023; Zhang
et al., 2022), known for its efficacy in multi-step
problem solving. This technique, reflecting hu-
man sequential reasoning, has shown remarkable
effectiveness in various challenges, including cross-
domain, length-generalization, and cross-lingual
tasks. The CoT approach, with its logical, step-by-
step methodology, offers crucial interpretability in
complex problem-solving scenarios. Interestingly,
Wang et al. found that even incorrect but coher-
ent rationales can improve reasoning performance,
highlighting the value of logical continuity (Wang
et al., 2023). Building on this, Fu et al. intro-
duced complexity-based prompting, significantly
improving accuracy and setting new benchmarks
(Fu et al., 2023). This research further explores
the relationship between the length of reasoning
steps and the accuracy of conclusions, deepening
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our understanding of effective problem-solving in
NLP.

Despite its promising results, the research com-
munity has yet to reach a consensus on the precise
mechanics of how and why CoT and its variations
function effectively. This knowledge gap means
that enhancing CoT performance is still a field of
exploration, largely reliant on trial-and-error ap-
proaches. There still lack established systematic
methodologies for improving CoT’s effectiveness,
leaving researchers to rely on conjecture and exper-
imentation. This situation underscores a significant
opportunity in the field: to develop a deeper, more
structured understanding of CoT’s inner workings.
Such advancement would not only demystify the
current process, but also pave the way for more
reliable and efficient applications of this technique
in various complex NLP tasks.

In this study, we aim to investigate the hypoth-
esis that the reasoning steps are the most crucial
element in the effectiveness of CoT prompts. This
hypothesis stems from the observation that reason-
ing steps are a common element in both zero-shot
and few-shot CoT approaches. We conduct ex-
periments to investigate this by maintaining strict
control over variables. Particularly, when incor-
porating new reasoning steps, we ensured that no
additional knowledge was introduced. For the zero-
shot experiments, we tweaked the initial prompt
from “let’s think step by step” to “let’s think step
by step, you must think more steps”. Then for few-
shot setting, we design experiments that expand
the rationale reasoning steps within CoT demon-
strations, while keeping all other factors constant.
Our first set of experiments evaluated the improve-
ment in zero-shot and few-shot performance using
Auto-CoT (Zhang et al., 2022) with our strategic
intervention. Subsequently, we assessed the ac-
curacy of different methods across varying step
lengths. We then extended our investigation to
compare the effectiveness of our strategy on dif-
ferent LLMs such as GPT-3.5 and GPT-4. Our
findings revealed a significant correlation between
the length of the reasoning chain and the capabil-
ities of LL.Ms, within certain limits. Intriguingly,
when we introduced misleading information into
the reasoning chain, the performance still showed
improvement. This highlighted a pivotal insight:
The key factor appears to be the length of the think-
ing chain rather than its accuracy. We have the
following key findings, which we hope can help
the community better improve CoT performance.

e For few-shot COT, there is a direct linear cor-
relation between step count and accuracy. This
provides a quantifiable approach for optimizing
CoT prompting in complex reasoning. Specifi-
cally, lengthening the reasoning steps in prompts
considerably enhances LLMs’ reasoning abilities
across multiple datasets. Alternatively, shorten-
ing reasoning steps, even while preserving key
information, significantly diminishes the reason-
ing abilities of models.

* Even incorrect rationales can yield favorable out-
comes if the required length of inference is main-
tained. For example, in mathematical problems,
errors in intermediate numbers have a minor im-
pact due to their process-oriented nature.

* The advantages of increasing reasoning steps are
task-dependent: simpler tasks necessitate fewer
steps, whereas more complex tasks gain signifi-
cantly from longer inference sequences.

* Increased reasoning steps in zero-shot CoT can
also significantly improve LLM accuracy. To
validate this, we altered the initial prompt from
“Let’s think step by step"” to “Let’s think step by
step, you must think more steps.”" This modifica-
tion led to a noticeable enhancement in the rea-
soning abilities of the LLMs, particularly evident
in datasets involving mathematical problems.

2 Related Works

In this section, we summarize two lines of literature
that are most relevant to ours.

2.1 CoT Prompting

The recent surge in computational power has paved
the way for the rise of expansive language mod-
els. With increasing complexity, these models
have unlocked emerging capabilities, notably in-
context learning and CoT reasoning (Wei et al.,
2022; Brown et al., 2020; Schaeffer et al., 2023).

In their seminal work, Brown et al. discovered
the ability of large-scale language models to lever-
age in-context learning (ICL) (Brown et al., 2020).
ICL strategy involves weaving input-output exam-
ples directly into the prompt, allowing ready-to-
use large language models to perform impressively
without the need for task-specific fine-tuning. How-
ever, despite its promise, this end-to-end method-
ology often falters when confronting complex rea-
soning challenges.

Building on this, Wei et al. demonstrated that
integrating a series of logical reasoning steps into
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the model demonstrations, called CoT prompting,
significantly refines the reasoning capabilities of
large language models (Wei et al., 2022). CoT
prompting not only deepens the model’s grasp of
the nuanced questions and their underlying logic
but also yields an articulated sequence of reasoning
steps. Zhang et al.’s “Auto-CoT" method repre-
sents a significant advancement in the field of Al
reasoning (Zhang et al., 2022). By automating the
CoT process, it addresses complex problems more
effectively. And then Yao et al. introduced the
“Tree of Thoughts" (ToT) framework, an evolution
of the Chain of Thought approach for language
model inference (Yao et al., 2023). ToT allows lan-
guage models to explore different units of text as
intermediate steps in problem-solving. This frame-
work enables more deliberate decision-making by
considering multiple reasoning paths.

2.2 Preliminary Work on Analyzing CoT

The development and understanding of CoT rea-
soning in Al have evolved over time, marked by
significant contributions from various researchers.
Initially, Madaan and Yazdanbakhsh (Madaan and
Yazdanbakhsh, 2022) explored the decomposition
of prompts into symbols, patterns, and texts, ex-
amining the effects of CoT through counterfactual
prompting. This study laid the groundwork for un-
derstanding how different components of a prompt
influence Al reasoning. Besides, several studies
furthered this understanding. Tang et al. (Tang
et al., 2023) investigated the role of semantics in
CoT reasoning, uncovering a reliance on seman-
tic knowledge from pre-training and challenges in
symbolic reasoning. Around the same time, Wang
et al. focused on the impact of demonstration selec-
tion in CoT, revealing that the relevance and order
of reasoning are more critical than the accuracy of
reasoning chains (Wang et al., 2023).

Theoretical perspectives also emerged recently,
offering deeper insights into the mechanics of CoT.
For example, Li et al. conceptualized CoT as a
multi-step combinatorial function, illustrating its
role in simplifying in-context learning for complex
questions (Li et al., 2023). Feng et al. theoreti-
cally demonstrated the sufficiency of a fixed-size
Transformer for computational tasks and dynamic
planning within CoT frameworks (Fu et al., 2023).

Further contributions in this field included those
of Merrill and Sabharwal, who observed that CoT
can improve reasoning abilities, with improve-
ments scaling with the number of intermediate

steps (Merrill and Sabharwal, 2023). Wu et al. em-
ployed gradient-based feature attribution methods
to assess the robustness of CoT against question
variations and perturbations (Wu et al., 2023).

3 Analyzing Methods

In this section, we propose an analysis to exam-
ine the relationship between the reasoning steps
and the chain-of-thought (CoT) prompting perfor-
mance. Our central hypothesis is that the reason-
ing steps are the most critical component of CoT
prompts, enabling language models to apply more
logical reasoning when generating responses. To
test this, we design experiments that expand and
compress the rationale reasoning steps within CoT
demonstrations, while keeping all other factors con-
stant. Specifically, we systematically vary only the
number of reasoning steps, without introducing
new reasoning content or removing existing rea-
soning content. We evaluate both zero-shot and
few-shot CoT prompts in the following sections.
The overall experimental procedure is illustrated in
Figure 2. Through this controlled analysis, we aim
to shed light on how CoT influences the LLM’s
ability to produce logically sound responses.

3.1 Preliminary

Zero-Shot-CoT (Kojima et al., 2023) is a template-
based zero-shot prompt for chain-of-thought rea-
soning. The core idea is to add “Let’s think step by
step” or other similar text. Compared to Zero-Shot-
CoT, Few-Shot-CoT provides more examples in
the prompt for chain-of-thought reasoning. Among
them, Manual-CoT (Wei et al., 2022), Auto-CoT
(Zhang et al., 2022) are two popular methods.
Manual-CoT: Manual-CoT prompting relies on a
few manually designed demonstrations, each com-
posed of a question and a reasoning chain leading
to an answer, to improve language models’ reason-
ing performance.

Auto-CoT: Auto-CoT eliminates the need for man-
ual demonstration design by automatically con-
structing demonstrations through clustering test
questions to select diverse examples and generat-
ing reasoning chains using the language model’s
own zero-shot reasoning capability.

3.2 Analyzing Zero-shot CoT

In the zero-shot scenario, we modified the initial
prompt from “Let’s think step by step” to “Let’s
think step by step, you must think more steps."
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Reasoning Steps Expansion of CoT Rationales

| Think of word Read the question again Repeat State

Self-Verification Make Equation

Q: A coin is heads up. Jeff does not flip the coin. Jen flips the coin. Giselle flips the coin. Noel does not flip the coin. Is the
coin still heads up? Note that *flip” here means “reverse”.

' '

Based on this question, The question is: Given
the stem of the sentence  that a coin is initially

is coin, heads up, flip. heads up and only Jen
Think coin: The coinis  and Giselle flip it, is the
a ... Answer: Yes coin ... Answer: Yes

Reasoning Steps Compression of CoT Rationales

Think coin: The coin is
a ... Answer: Yes

Coin is initially heads
up ... Answer: Yes

The state of the coin
from the beginning is
heads up. Rachel does
not flip the coin, this
means ... Answer: Yes

The state of the coin
from the ... Answer: No

r—
>—X«
The coin is a double Let's represent Heads l——J

sides coin. So the up = 1. Tails up = -1.
answer can only be We start with the coin
"yes" or "no" ... Answer: as heads up, so we start

Yes with 1 ... Answer: 1

The answer are "yes" or
"no" ... Answer: Yes

Heads up = 1. Tails up
=-1... Answer: -1

PU—

Figure 2: Increase the length of the thinking chain through the method in the figure, and compress the thinking

chain without losing information as much as possible.

This change was implemented because, unlike the
Few-shot CoT context, we cannot introduce addi-
tional reasoning steps in the example. By alter-
ing the initial prompt, we guide the LLM to en-
gage in more extensive thinking. This approach is
crucial as it enhances the model’s accuracy with-
out the need for incremental training or additional
example-driven adjustments typical in few-shot
CoT scenarios. This refined strategy ensures a
more comprehensive and detailed reasoning pro-
cess, thereby significantly improving the model’s
performance in zero-shot settings.

3.3 Analyzing Few-shot CoT

In this section, we aim to modify the reasoning
chains within CoT rationales, either by adding or
compressing reasoning steps. The goal is to exam-
ine how changes in reasoning structure influence
LLM decision-making. During rationale expansion,
we will avoid introducing any new task-relevant in-
formation. This isolates reasoning steps as the only
variable under study.

To this end, we plan to investigate the following
strategies to expand the reasoning steps for dif-
ferent LLM applications. There are usually fixed
patterns in the way people think about a problem,
for example, by repeating the question over and

over again to gain a deeper understanding, by cre-
ating mathematical equations to reduce the burden
on memory, by analyzing the meaning of words
in the question to help understand the topic, by
summarizing the current state to simplify the de-
scription of the topic. Based on the inspiration of
Zero-Shot-CoT and Auto-CoT, we expected the
process of CoT to become a standardized pattern,
and lead to the right result by restriction on the di-
rection of CoT thinking in the prompt section. The
core of our approach is to simulate the process of
human thinking and reshape the chain of thought.
We give five general prompt strategies in Table 6
in the Appendix.

* Think About The Word: This strategy is to ask
the model to interpret the word and rebuild the
knowledge base. Typically a word has multiple
different meanings, and the effect of this is to get
the model to think outside the box and reinterpret
the words in the problem based on the generated
interpretations. This process does not introduce
new information. In the prompt, we give exam-
ples of the words that the model is thinking about,
and the model automatically picks words for this
process based on the new question.

* Read the question again: Read the questions
repeatedly to reduce the interference of other
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Table 1: Case of Think About The Word, select a few words and ask the model to think about the meaning in text.

Think About The Word

Prompt:

Q: Could someone in Tokyo take a taxi to the Metropolitan Museum of Art?

A: Let’s think step by step. The stem of the sentence is Tokyo, take a taxi, Metropolitan Museum of Art. Think about Tokyo...
Think about taking a taxi... Think about Metropolitan Museum of Art... Inference: Tokyo is in Japan and the Metropolitan
Museum of Art is in New York. The two places are separated by the sea, so you can’t take a taxi there. The answer is no.

Q: Could a chipmunk fit 100 chocolate chips in his mouth?
Answer:

A: Based on this question, the stem of the sentence is chipmunk, fit, 100 chocolate chips, mouth. Think about chipmunk...
Think about fit... Think about chocolate chips... Inference: Chipmunks are small animals with relatively small mouths, so it’s
unlikely that a chipmunk would be able to fit 100 chocolate chips in its mouth at once. The answer is no.

Prediction: no
Ground Truth: no

texts on the chain of thought. In short, we let the
model remember the questions.

* Repeat State: Similar to repeated readings, we
include a small summary of the current state af-
ter a long chain of reasoning, aiming to help the
model simplify its memory and reduce the inter-
ference of other texts in the CoT.

¢ Self-Verification: Humans will check if their
answers are correct when answering questions.
Therefore, before the model gets the answer, we
add a self-verification process to judge whether
the answer is reasonable based on some basic
information.

* Make Equation: For mathematical problems,
Make Equations can help humans summarize and
simplify memory. And for some problems that
require the assumption of an unknown number z,
establishing an equation is an essential process.
We simulated this process and let the model try
to make equations in mathematical problems.

Overall, our prompt strategies all saw corre-
sponding patterns in the model’s responses. We
give an example in Table 1, examples of the other
four strategies can be found in the appendix. In
Section 4 we will perform a quantitative analysis
to validate the effectiveness of our strategies. We
assume that each additional strategy is equivalent
to increasing the reasoning step length by one.

4 Experimental Results

We conduct experiments to answer the following
research questions: RO1: What is the relationship
of rational reasoning steps in demonstrations with
CoT performance? (Section 4.2) RO2: Can we con-
firm that the reasoning steps are the only factor that
affects LLM performance? (Section 4.3) RO3: Will

compressing reasoning steps in few-shot demon-
strations hurt LLM performance? (Section 4.4),
RO4: Can we observe the scaling phenomenon,
i.e., the required reasoning steps be related to the
size of the LLMSs? (Section 4.5) and RO5: What is
the influence of questions in rationale towards the
LLM reasoning ability? (Section 4.6)

4.1 Experimental Setups

We introduce the general experimental setups.
Datasets and Models. We evaluate our proposal
on eight dataset (MultiArith (Roy and Roth, 2015),
GSMBSK (Cobbe et al., 2021), AQuA (Ling et al.,
2017), SingleEq (Koncel-Kedziorski et al., 2015),
SAVMP (Patel et al., 2021), Letter (Wei et al.,
2022), Coin (Wei et al., 2022), Strategyqa (Geva
et al., 2021)). We employ three models to validate
the performance of our proposed method, which
are: text-davinci-002 (Brown et al., 2020), GPT-
3.5-turbo-1106 (Ouyang et al., 2022), GPT-4 (Ope-
nAl, 2023). All models are accessed via the Ope-
nAl API key.

Prompt. We have shown the proposed process
pipeline in Section 3 Analyzing Methods. The
experimental part follows the same approach.
Baselines. We compare our methods with four
baseline methods: Zero-Shot (Kojima et al., 2023),
Zero-Shot-CoT (Kojima et al., 2023), Manual-CoT
(Wei et al., 2022), Auto-CoT (Zhang et al., 2022).
The results are in the Table 2.

Evaluation Metrics. Accuracy is used to assess
a model’s ability on classification tasks and is
commonly used for multichoice and yes/no tests:
Accuracy = N, correct/ Niotal.-

Implementation Details:

* Add reasoning steps: This process deploys GPT-
4 to modify the Zero-Shot-CoT prompt demo
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Table 2: Comparison of accuracy of our method with four baselines on eight datasets
Models Arithmetic Commonsense Symbolic
MultiArith  GSM8SK AQuA SingleEq SVAMP Strategy Letter Coin

Zero-Shot 40+1.0 304+1.7 299+1.8  827+1.3 56+1.0 59+1.0 43+1.0 79.8+1.2
Zero-Shot-CoT 91.5+1.2 64.1+1.1 55.6+1.3 87.43+0.25 79.99+1.41  58.34+1.56  69+1.0  93+1.0
Manual-CoT 93.5+0.1 64.7+1.5  55+1.0 92.140.2  82.3+0.3 65.3+1.4 7540.0  92.740.1
Auto-CoT 9440.0 658409  65+0.0 9240.0 81.940.3 65.340.5 73540.2  93+0.0
Must Think More Step (Zero-Shot-CoT)  95.240.3  76.1+0.1 62.11+£0.24 87.43£0.16 79.99+0.18  72.6+0.21 694+0.0  97+0.0
Add Reasoning Step (Manual-CoT) 9740.0  70.1+0.3  62.5+0.5  88.974+0.27 85240.2  68.86+0.27  77.8+0.4 97.3+0.1
Add Reasoning Step (Auto-CoT) 97.2+0.1 78.8+0.2 64.03+0.36 92.71+0.14 837402  70.26+0.19 712405 99+0.0

Table 3: The Case of Wrong Prompt, change one of the step in the chain of thought and preserve overall coherence

Original Prompt

Wrong Prompt

Q: Joan has 10 books. Tom has 38 books.

How many books do they have?

Rationale: Let’s think step by step. Joan has 10 books.
Tom has 38 books. we have equation books = 10 + 38 = 48.
They have 10 + 38 = 48 books together.

Q: Megan had 217 markers. Robert gave her 109 more markers.

How many markers does Megan have altogether?

Q: Joan has 10 books. Tom has 38 books.

How many books do they have?

Rationale: Let’s think step by step. Joan has 10 books.

Tom has 38 books. we have equation books = 10 + 8 = 48.
They have 10 + 38 = 48 books together.

Q: Megan had 217 markers. Robert gave her 109 more markers.
How many markers does Megan have altogether?
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Figure 3: Linear Relationship Between Step Quantity and Accuracy

generated by “let’s think step by step" to con-
tain the five reasoning steps we mentioned in
Section 3 so that we can define the number of
steps and the types of steps to be contained in
the demo. We then input the demo as a prompt.
We completed the following experiment with this
approach.

Reasoning-Step Compression: In the express-
ing experiment, we focused on executing a com-
pression attack on the rationale inference chain
within the few-shot CoT. The process involved
randomly selecting two consecutive sentences
and employing GPT-4 to effectively merge them.
We then input the prompt: “Please compress the
following two sentences without losing any infor-
mation, and make them as concise as possible”.
This method was designed to implement a tar-

geted compression on the reasoning chain.

* Answer cleaning: We follow the structure pro-
posed by Zero-Shot-CoT to select the final an-
swer. After the model response output is ob-
tained, this structure selects only part of the an-
swer that first satisfies the answer format.

4.2 Relationship Between Steps and Accuracy

Table 2 compares accuracy on eight datasets
from three categories of reasoning tasks using
GPT-3.5-turbo-1106. All results are averaged over
three random runs. Our SOTA results are based on
experimental results from the optimal performance
step for each data set. Our zero-shot CoT is
based on Section 2.1, and the Add Reasoning
Step (Manual-CoT), and Add Reasoning Step
(Auto-CoT) is based on Section 2.2.
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Accuracy
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Figure 4: Compare the accuracy of the prompt with the
true answer and the prompt with the wrong answer

Benefiting from the fact that we have standard-
ized the thought chain process, it is possible to
quantify the increase in accuracy due to the in-
creased steps in rationales of COT demonstrations.
We conducted experiments to answer the RO1:
What is the relationship of rational reason-ing steps
in demonstrations with CoT performance? This
experiment is completed with GPT-3.5-turbo-1106,
and the results are given in Figure 3. We found that
LLM reasoning ability improves in all datasets dur-
ing an effective CoT process, i.e. with the addition
of up to six steps of additional thought processes.
In other words, we found a certain linear relation-
ship between accuracy and CoT complexity.

4.3 Effect of Prompt with Wrong Answer

To answer RO2: Are reasoning steps the only fac-
tor that affects LLM performance? We made the
following attempt. Change a step in the prompt to
an incorrect answer to see if it affects the chain of
thought. So, for this experiment, we change all the
prompts to carry one error. For a concrete example,
check the Table 3. For Arithmetic-type questions,
even if there is a deviation in one of the results of
the prompt, the effect on the chain of thought in
the reasoning process is minimal, so we believe
that the large language model learns more about
the chain of thought patterns in the prompt than the
single computation when solving Arithmetic-type
problems. For logic problems similar to those in
the Coin dataset, a deviation in one of the prompt’s
results often brings about the fragmentation of the
entire chain of thought. We completed this experi-
ment with GPT-3.5-turbo-1106 and guaranteed per-
formance based on the optimal number of steps for
each data set derived from the previous experiment.
The results are shown in Figure 4.

B Zero-Shot-CoT
Compression
No Compression

80| | | |
0 | | | ‘

Mu,ﬂAnth GSMSK AQuA sing‘er‘q vamP  yatedy Lette”  coin

100

o
=1

Accuracy

IS
)

N
=1

Figure 5: Compare the accuracy of the prompt with
Compression and the prompt with No Compression

4.4 Compressing Reasoning Steps

In previous sections, we have demonstrated that
increasing reasoning steps could improve the LLM
reasoning accuracy. In this section, our aim is to
answer RO3: Will compressing reasoning steps in
few-shot demonstrations hurt LLM performance?
To this end, we conduct the reasoning steps com-
pression experiment, and we employed the tech-
nique outlined in the experimental setup to con-
dense the reasoning process in examples from both
the baseline automated chain of thought (Auto-
CoT) and the few-shot chain of thought (Few-Shot-
CoT), aiming to reduce their number of inference
steps. The result is shown in Figure 5. It revealed
a notable decline in performance, which regressed
to a level essentially equivalent to that achieved
by the zero-shot method. It further indicates that
increasing COT rationale reasoning steps could
improve COT performance and the vice versa.

4.5 Performance on Different Size Models

In this chapter, our focus is to answer RO4: Can
we observe the scaling phenomenon, i.e., the re-
quired reasoning steps be related to the size of the
LLMs? We examine the average number of infer-
ence steps utilized in various models, including
text-davinci-002, GPT-3.5-turbo-1106, and GPT-4.
We conducted experiments on GSMS8K calculating
the average inference step for each model to reach
peak performance. This dataset has the largest per-
formance difference with text-davinci-002, GPT-
3.5-turbo-1106, and GPT-4 out of our 8 datasets. It
can be observed that the model with the worst ini-
tial performance, text-davinci-002, our strategy has
the highest boosting effect. For the model with the
best initial performance, GPT-4, has the highest tol-
erance to our strategy (no performance decreases).
We show the result in Figure 6.
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Table 4: Making deliberate alterations to sample questions

Original Prompt

pictures were in each album?

Pred_ans: “2"
Gold_ans: “2"

Q: Wendy uploaded 45 pictures to Facebook. She put 27 pics into one album and put the rest into 9 different albums. How many

Rationale: “Let’s think step by step. First, Wendy uploaded 45 pictures in total. Second, Wendy put 27 pictures into one album.
That means that Wendy put the remaining 18 pictures into 9 different albums. Each album would have 2 pictures."

Making deliberate alterations

pictures were in each album?

Pred_ans: “2"

Q: Wendy uploaded 66 pictures to Facebook. She put 89 pics into one album and put the rest into 7 different albums. How many

Rationale: “Let’s think step by step. First, Wendy uploaded 54 pictures in total. Second, Wendy put 27 pictures into one album.
That means that Wendy put the remaining 12 pictures into 6 different albums. Each album would have 7 pictures."

Gold_ans: “2"
text-davinci-002 Table 5: Accuracy comparison of models on different
GPT-3.5-turbo-1106 datasets
—— GPT4
/!,/‘/ S — Models MultiArith  GSMSK
80 Zero-Shot 40410  304+1.7
2o Zero-Shot-CoT 915412  64.1+1.1
§ Manual-CoT 93.5+£0.1 64.7+1.5
240 Auto-CoT 944+0.0 65.84+0.9
Changing Question
20 (Manual-CoT) 92.9+0.1 62.1£1.7
0 ) . s . o Changing Question
(Auto-CoT) 92.5+£0.1 63.5+1.0
N fA
umber of Add Step Add Reasoning Step
. . . . . . (Manual-CoT) 9740.0 70.1+0.3
Figure 6: Comparing the accuracy with different size Add Reasoning Step
model on dataset GSM8K. (Auto-CoT) 97.240.1  78.840.2
Add Reasoning Step
and Changing Question
4.6 Influence of Questions in CoT Examples (Manual-CoT) 96.6+0.1  69.6:£0.2
Add Reasoning Step
In our case study, we aim to answer ROS5: What and Changing Question
(Auto-CoT) 95.7+0.1  75.240.2

is the influence of questions in rationale towards
the LLM reasoning ability? We want to explore
whether changing the reasoning in CoT will affect
CoT performance. Since we are mainly studying
the impact of the inference step on performance,
we need to confirm that the question has no impact
on performance. So we have chosen two datasets
and two CoT methods (auto-CoT and few-shot-
CoT) for this investigation: MultiArith (Roy and
Roth, 2015) and GSM8K (Cobbe et al., 2021) in
GPT-3.5-turbo-1106. Our experimental approach
involves making deliberate alterations to sample
questions within these mathematical datasets, such
as varying the content of the questions in Table 4.
Remarkably, initial observations indicate that these
modifications have only minimally impacted per-
formance like Table 5.

This preliminary finding suggests that the length
of the steps involved in the reasoning process,
rather than the nature of the questions themselves,
predominantly influences the reasoning capabilities
of large-scale models.

5 Conclusions and Future Work

In this work, we make a critical contribution to
understanding and optimizing CoT in LLMs, espe-
cially in the realm of complex reasoning tasks. Our
extensive research on the CoT technique in natural
language processing, particularly with large lan-
guage models like GPT-3, GPT-3.5, and GPT-4, has
led to key insights. We found a notable correlation
between the length of the reasoning chain and the
performance of these models. Interestingly, longer
reasoning chains improve model performance, even
when they contain misleading information. This
suggests that the chain’s length is more crucial than
its factual accuracy for effective problem-solving.
These findings provide valuable guidance for refin-
ing CoT strategies, highlighting the significance of
reasoning length in complex NLP tasks.

Our next step is to analyze the long and short
reasoning steps of LLM inference via explaindeter-
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mineOur objective is to ascertain whether longer
inferential steps correlate with broader neuronal
engagement. To illustrate this, we intend to use
visualization techniques to analyze activation pat-
terns between long and short reasoning steps.

6 Limitation

In this work, we provide an experimental analy-
sis of how CoT works. We focus specifically on
manipulating the reasoning steps in CoT prompts
and measuring the impact on model performance.
However, we did not deeply analyze the underly-
ing mechanisms behind why increasing reasoning
steps improves performance. This includes either
theoretical analysis or explainability analysis to an-
alyze the internal workings of LLMs, and further
investigation could provide more insight. Addi-
tionally, our study was limited to certain datasets
and models like GPT-3.5 and GPT-4. Testing on
more diverse tasks and newer models could reveal
different trends.
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A Appendix

Table 6

Think About The Word

prompt:

Q: Could someone in Tokyo take a taxi to the The Metropolitan Museum of Art?

A: Let’s think step by step. The stem of the sentence is Tokyo, take a taxi, Metropolitan Museum of Art. Think about Tokyo...
Think about take a taxi... Think about Metropolitan Museum of Art... Inference: Tokyo is in Japan and the Metropolitan
Museum of Art is in New York. The two places are separated by the sea, so you can’t take a taxi there. Since two places are
separated by the sea, you can’t take a taxi there. The answer is yes.

Q: Could a chipmunk fit 100 chocolate chips in his mouth?

Answer:

A: Based on this question, The stem of the sentence is chipmunk, fit, 100 chocolate chips, mouth. Think about chipmunk...
Think about fit... Think about chocolate chips... Inference: Chipmunks are small animals with relatively small mouths, so it’s
unlikely that a chipmunk would be able to fit 100 chocolate chips in its mouth at once. The answer is no.

pred : no

GT : no

Read the question again

prompt:

Q: Mark’s father gave him $85. Mark bought 10 books, each of which cost $5. How much money does Mark have left?

A: Let’s think step by step. The question is: How much money does Mark have left? So we need to calculate How much
money does Mark have left. Start looking for information about money now. Mark’s father gave him $85. Mark bought 10
books, each of which cost $5. That means that Mark spent $50 on books. So we have equation money = +85 - 50 = 35. So
Mark has $85 - $50 = $35 left. So the answer is 35.

Q: During a visit to an orchard, Charlie picked 0.1666 of a bag of Golden Delicious apples, 0.1666 of a bag of Macintosh
apples, and 0.333 of a bag of Cortland apples. How many bags of fruit did Charlie pick in total?

Answer:

A: The question is: How many bags of fruit did Charlie pick in total. So we need to calculate how many bags of fruit did
Charlie pick in total. Start looking for information about bags now. Charlie picked 0.166 of a bag of Golden Delicious apples,
0.166 of a bag of Macintosh apples, and 0.3333 of a bag of Cortland apples. We have to add these fractions together to find
out how many bags of fruit Charlie picked in total. 0.1666 + 0.1666 + 0.3333 = 0.6666. This means that Charlie picked a
total of 0.666 bags of fruit. The answer is 0.6666.

pred : 0.6666

GT : 0.6666
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Table 7

Repeat State

prompt:

Q: A coin is heads up. Janette does not flip the coin. Stacey flips the coin. Ronny flips the coin. Kim does not flip the coin. Is
the coin still heads up? Note that "flip" here means "reverse".

A: Let’s think step by step. The state of the coin from the beginning is heads up. Janette does not flip the coin, so the coin
remains heads up. coin is heads up. Stacey flips the coin, so the coin is now tails up. coin is now tail up. Ronny flips the coin,
so the coin is now heads up again. Kim does not flip the coin, so the coin remains heads up. coin is head up. The answer is
yes.

Q: A coin is heads up. Jeff does not flip the coin. Jen flips the coin. Giselle flips the coin. Noel does not flip the coin. Is the
coin still heads up? Note that "flip" here means "reverse".

Answer:

The state of the coin from the beginning is heads up. Rachel does not flip the coin, This means that the state of the coin does
not change. so the coin remains heads up. Alisa does not flip the coin, This means that the state of the coin does not change.
so the coin remains heads up. Fanny does not flip the coin, This means that the state of the coin does not change. so the coin
remains heads up. Jeffery does not flip the coin, This means that the state of the coin does not change. so the coin remains
heads up. So the final answer is yes, the coin is still heads up. The answer is yes.

pred : yes

GT : yes

Self-Verification

prompt:

Q: Take the last letters of each words in "Alina Alessandra Amina Bianca" and concatenate them.

A: Let’s think step by step. There is four words. So the answer will consist of four letters. Explain concatenate: concatenate
is a term used in computer programming and mathematics, referring to the operation of combining two or more strings,
sequences, or sets in a linear order. The last letter of "Alina" is "a". The last letter of "Alessandra” is "a". The last letter of
"Amina" is "a". The last letter of "Bianca" is "a". So we have four letters. So the final answer is "aaaa". The answer is aaaa.
Q: Take the last letters of each words in "Jeff Jen Giselle Noel" and concatenate them.

Answer:

There is four words. So the answer will consist of four letters. Explain concatenate: concatenate is a term used in computer
programming and mathematics, referring to the operation of combining two or more strings, sequences, or sets in a linear
order. The last letter of "Jeff" is "f". The last letter of "Jen" is "n". The last letter of "Giselle" is "e". The last letter of "Noel"
is "I". So we have four letters. So the final answer is "fnel". The answer is fnel.

pred : fnel

GT : fnel

Make Equation

prompt:

Q: 5 children were riding on the bus. At the bus stop 63 children got off the bus while some more got on the bus. Then there
were 14 children altogether on the bus. How many more children got on the bus than those that got off?

A: Let’s think step by step. first step, 5 children were riding on the bus. We know 5 children is on the bus. second step,There
were 63 children that got off the bus. third step, some more got on the bus we define as unknown x. fourth step, 14 children
remained on the bus, which means we can calculate unknow x.we have equation x+5-63 = 14, now we know x is 72. fifth
step, Therefore, 72 - 63 = 9. 9 more children got on the bus than those that got off. The answer is 9.

Q: Rachel had to complete 8 pages of math homework. If she had to complete 3 more pages of math homework than reading
homework How many pages did she have to complete in all?

Answer:

Explain the problem. The problem is asking us to find out how many pages of homework Rachel had to complete in total
given that she had to complete 8 pages of math homework and 3 more pages of math homework than reading homework.
Find the necessary information. First, we know that Rachel had to complete 8 pages of math homework. Let’s call this "M".
Second, we know that she had to complete 3 more pages of math homework than reading homework.Let’s call the number
of reading homework pages "R". Find the solution. Based on the information given, we can use the equation M =R + 3
to represent Rachel’s math homework in terms of her reading homework. So, if Rachel had to complete 8 pages of math
homework, we can substitute M = 8 into the equation and solve for R. § =R + 3, R =8 - 3, R = 5. Therefore, Rachel had to
complete 5 pages of reading homework. Now, we can find the total number of pages Rachel had to complete by adding the
math and reading homework together.

Total = 8 (math) + 5 (reading) Total = 13

So, in total, Rachel had to complete 13 pages of homework.

pred : 13

GT: 13
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Table 8

Example of Wrong Prompt

Arithmetic Dataset

prompt:

Q: Joan has 10 books. Tom has 38 books. How many books do they have

A: Let’s think step by step. Joan has 10 books. Tom has 38 books. we have equation books = 10 +8 = 48. They have 10 + 38
= 48 books together.

Commonsense Dataset

prompt:

Q: Could someone in Tokyo take a taxi to the The Metropolitan Museum of Art?

Let’s think step by step. The stem of the sentence is Tokyo, take a taxi, Metropolitan Museum of Art. Explain Tokyo: Tokyo
is the capital city of Japan and one of the most populous metropolitan areas in the world. Explain Metropolitan Museum of
Art: is a art museums in New York City. Inference: Tokyo is in Japan and the Metropolitan Museum of Art is in New York.
The two places are separated by the sea, so you can take a taxi there.

Symbolic Dataset

prompt:

Q: Take the last letters of each words in *Tim Candace Cecil Misael’ and concatenate them.

A: Let’s think step by step. Explain letters: letters can have various meanings depending on the context, such as Alphabetic
Characters, Correspondence, Literature and Books. There is four words. So the answer will consist of four letters. The last
letter of *Tim’ is “'m’. The last letter of ’Candace’ is ’e’. The last letter of "Cecil" is ’1’. The last letter of "Misael" is "1". So
we have four letters. So the final answer would be "mel".

1842



