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Abstract

To precisely evaluate a language model’s capa-
bility for logical reading comprehension, we
present a dataset for testing the understand-
ing of the rationale behind critical reasoning.
For questions taken from an existing multiple-
choice logical reading comprehension dataset,
we crowdsource rationale texts that explain why
we should select or eliminate answer options,
resulting in 3,003 multiple-choice subquestions
that are associated with 943 main questions. Ex-
periments on our dataset show that recent large
language models (e.g., InstructGPT) struggle
to answer the subquestions even if they are able
to answer the main questions correctly. We find
that the models perform particularly poorly in
answering subquestions written for the incor-
rect options of the main questions, implying
that the models have a limited capability for
explaining why incorrect alternatives should
be eliminated. These results suggest that our
dataset encourages further investigation into
the critical reasoning ability of language mod-
els while focusing on the elimination process
of relevant alternatives.

1 Introduction

Critical reasoning, a type of logical reasoning not
tied to formal logic, is a core ability of humans
that is required for thoughtful reading of text. It
involves not only understanding what a passage ex-
plicitly says but also comprehending its underlying
assumptions, argument structure, and supported
conclusions. Developing systems capable of crit-
ical reasoning as reliably as humans is one of the
ultimate goals of natural language processing. Re-
cent studies have proposed datasets that evaluate
logical reasoning including critical reasoning abil-
ity (Yu et al., 2020; Liu et al., 2020) in reading
comprehension. Owing to the recent development
of large language models (LLMs; Brown et al.,
2020; He et al., 2023), the performance of the state-
of-the-art models is nearing that of humans (Jiao
et al., 2022; Wang et al., 2022).
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Passage
Statistical records of crime rates probably often reflect as
much about the motives and methods of those who compile or
cite them [...]. The police may underreport crime [...] or
overreport crime [...]. Politicians may magnify crime rates to
[...]. Newspapers often sensationalize [...].

Main Question |
--| The argument proceeds by doing which one of the following?

---A. deriving implications of a generalization that it assumes to be true.
B. showing how evidence that apparently contradicts supports the
conclusion.

C. enumerating problems for which it proposes a general solution.
D. citing examples in support of its conclusion. & &

Sub Question (on the rationale of eliminating Option A) ]

__| Why is the method of drawing implications from an assumed true
generalization not considered the way in which the argument proceeds?

@ A. This passage is giving examples of a claim, not generalizing
anything. @
X B. Nothing in this passage contradicts its conclusion. &
C. The passage proceeds to give reasons why crime rates are misleading.
D. The passage approaches to its conclusion by citing various
examples.

Figure 1: Example of ReClor (Yu et al., 2020) and
its subquestion we create to test the understanding of
implicit rationale. We find that even if the model can
answer the original question correctly, it cannot answer
subquestions that should be answerable.

However, current multiple-choice questions in
existing logical reading comprehension datasets
may not sufficiently test the ability of critical rea-
soning. The example illustrated in Figure 1 shows
that even if a model can answer a question taken
from the ReClor dataset (Yu et al., 2020) that has
questions for graduate admission examinations, it
cannot answer an auxiliary question that queries the
implicit rationale for eliminating a relevant alter-
native. This behavior might be due to the model’s
limited generalizability that is exposed by input per-
turbation (Si et al., 2021; Lin et al., 2021; Shi et al.,
2023) or characterized as shortcut reasoning (Niven
and Kao, 2019; Geirhos et al., 2020). Because a
single question cannot fully ask the rationale of
why we select an option as the correct answer and
eliminate the others as the incorrect ones, current
datasets may not be sufficient to comprehensively
evaluate the process of critical reasoning.

Recent studies propose methods for probing the
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reasoning process using auxiliary generation tasks
such as in the form of simple commonsense facts
(Aggarwal et al., 2021), logical graphs (Huang
et al., 2022), and arithmetic equations (Ribeiro
et al., 2023). However, this line of approach may
not be suitable to capture the implicit rationale of
critical reasoning. In particular, it cannot explicitly
consider the selection and elimination process of
relevant alternatives in logical reasoning. In addi-
tion, the format of such auxiliary tasks is usually
not the same as that of the main task, which may
fail to evaluate the target abilities consistently.

As a first step to address these limitations, we
construct a benchmark that comprehensively evalu-
ates language models’ ability of critical reasoning
in logical reading comprehension. Our dataset, ra-
tionale understanding for logical reasoning evalua-
tion (RULE), consists of main questions taken from
ReClor and auxiliary subquestions that we newly
create for this study. The process of constructing
our dataset is illustrated in Figure 2. Our core
idea is that for each answer option in a main ques-
tion, we crowdsource a free-form human-written
rationale that explains why that option should be
selected or eliminated, and use those rationales to
create a set of subquestions that are associated with
the main question. After manual filtering to ensure
human answerability, in addition to 943 main ques-
tions, we obtain 3,003 subquestions for the test-
only purpose. The common multiple-choice format
of the main questions and subquestions enables us
to evaluate the models’ capability of critical rea-
soning concisely and consistently.

In our experiments using strong baseline models
including LLMs, e.g., Flan-UL2, (Tay et al., 2023),
LLaMA 2 (Touvron et al., 2023b), and Instruct-
GPT (Ouyang et al., 2022), we observe that the
models cannot answer the main questions and sub-
questions consistently, showing a larger than 30%
gap against humans in our strict consistency metric.
In particular, we find that the models struggle to an-
swer eliminative subquestions, which are pertinent
to the rationale of eliminating incorrect options,
showing a large gap (= 20% accuracy) between
humans and the best-performing LLM. Conversely,
the models tend to correctly answer selective sub-
questions, which are pertinent to the rationale of
selecting the correct option. This clear contrast sug-
gests that these models provide the correct answer
without fully understanding why the other options
are incorrect. Our analysis using a follow-up task

and manual annotations supports this observation.
We also compare our human-written rationales with
model-generated ones using an LLM, finding that
our rationales are likely to be more detailed and
supportive than the model-generated ones.

Our contributions are as follows: (i) Based on
an existing logical reading comprehension dataset,
we create a dataset including over 3,000 auxiliary
questions designed to test a model’s consistent abil-
ity for critical reasoning. (ii) We evaluate cutting-
edge models, including LLMs, across finetuned,
few-shot, and zero-shot settings, showing that even
the best model falls short of human performance,
particularly lagging in understanding eliminative
rationales for incorrect answer options. (iii) Our
annotation analysis also highlights the model’s defi-
ciency in understanding eliminative rationales and
shows that our human-written rationales are of
higher quality than model-generated ones.'

2 Related Works

Critical and Logical Reasoning Critical reason-
ing is one of the core abilities of logical reasoning
that humans perform, along with analytical reason-
ing (Zhong et al., 2022) and abductive reasoning
(Bhagavatula et al., 2020). This reasoning is re-
lated to understanding the structure of practical
arguments that is generally composed of ground
(premise), warrant (rationale), and claim (conclu-
sion). As formulated by Toulmin (2003), given
facts or data as the ground, we provide the warrant
that acts as a bridge between the ground and the
claim we are making. Recent research includes
developing ways to model this behavior in tasks
such as argument mining and question answering
(QA) (e.g., ReClor). For example, Habernal et al.
(2018) propose a task of identifying implicit ratio-
nale (i.e., warrant) in arguments. However, Niven
and Kao (2019) find that successful systems on
the argument reasoning task exploit superficial in-
put features. Similarly, QA systems have been
shown to exhibit shallow understanding by input
perturbation (Si et al., 2021; Lin et al., 2021; Shi
et al., 2023). For example, Lin et al. (2021) demon-
strate that QA performance significantly decreases
when incorrect options are replaced with irrelevant
texts in an adversarial manner. This means that
successful models on those datasets do not nec-

'Our dataset, evaluation scripts with model hypterpa-
rameters, and annotation results are publicly available at
github.com/nii-cl/rule
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Figure 2: Our dataset construction process. We first ask crowdworkers to write the rationale for each answer option.
After validating the collected rationale by aligning them to the source options, we use a large language model to
generate subquestion texts. We finally ensure the human answerability of the generated subquestions.

essarily exhibit generalizable capabilities in other
datasets. These findings necessitate the explain-
ability of the (informal) logical reasoning process
for better evaluation of intended reasoning abilities
(e.g., the critical reasoning in this study).

Reasoning Explanation Although some stud-
ies explain the rationale behind commonsense and
logical reasoning using graphs (Saha et al., 2021;
Ribeiro et al., 2023), others explain it as a decom-
position (Khot et al., 2020; Dalvi et al., 2021; Geva
et al., 2021), a combination of supporting textual
spans in the input (Yang et al., 2018; Inoue et al.,
2020), commonsense rules (Saha et al., 2022), or
underlying facts (Aggarwal et al., 2021). The work
most similar to ours is MetalLogic (Huang et al.,
2022), which focuses on generating graphs explain-
ing the logical relations between sentences in Re-
Clor examples, aiming to model the valid reasoning
process. In contrast, we employ free-text rationales
that explain the process of critical reasoning, en-
abling us to construct multiple-choice questions
about the understanding of rationales. We also aim
to faithfully test the models’ performance on the
main questions as well as auxiliary subquestions in
the multiple-choice discrimination task, instead of
the generation of the reasoning process in a differ-
ent format from the original task.

3 RULE Data Collection

3.1 Design Choices

We construct a new dataset, RULE (rationale un-
derstanding for logical reasoning evaluation), to
evaluate the consistent rationale understanding in
logical reading comprehension. The dataset com-
prises main questions and their auxiliary questions
(subquestions). The subquestions are designed to

test the understanding of the rationale necessary
for answering the main questions correctly. In con-
structing our dataset, we make three decisions in
its design choices.

Source Dataset Among existing datasets for test-
ing logical reading comprehension, we use ReClor
for the following reasons: (1) It covers various
types of logical reasoning required in the multiple-
choice format, (2) its context passages are of suf-
ficient length to compose a meaningful rationale
(e.g., the contexts in LogiQA (Liu et al., 2020) are
shorter), and (3) it contains a sufficient number
of examples to create an auxiliary benchmarking
dataset. We cannot find other candidate datasets,
but our approach is applicable to similar ones.

Rationale Collection The task of writing im-
plicit rationales from scratch for logical reason-
ing questions is not straightforward because the
reasoning process can involve multiple steps with
differing granularity. Therefore, to facilitate ratio-
nale writing, we use answer options in the multiple-
choice questions. To answer a question with four
options, the reasoning process should involve the
rationale of both identifying the correct option and
eliminating the three incorrect options. By fo-
cusing on the correctness of each option, we can
decompose the complex task of rationale writing
into smaller intuitive tasks. In addition, we collect
human-written free-form rationales to expect ben-
efits over model-generated rationales (Sun et al.,
2022), in particular for covering the implicit pro-
cess of critical reasoning.

Task Format We also aim to design auxiliary
questions so that we can easily evaluate models on
both main questions and subquestions in the same
task format. To this end, we use four rationales
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collected for a main question as the four answer op-
tions of its subquestion. A single main question has
at most four subquestions that share the same set
of answer options, which can be seen as question-
wise contrastive evaluation (Gardner et al., 2020;
Ashida and Sugawara, 2022).

3.2 Collecting Rationales

We use crowdsourcing to collect rationales for cre-
ating our subquestions. Appendix A shows our
crowdsourcing instructions and examples.

Qualification We conduct a two-stage qualifica-
tion test to recruit crowdworkers for our tasks. The
first stage is a QA task to identify workers who
carefully answer logical reading comprehension
questions. The task consists of ten questions taken
from ReClor, and workers achieving > 80% accu-
racy advance to the next test. In the second stage,
workers are presented with a single ReClor ques-
tion that is randomly sampled from a pool of ten
questions. The task is to write four implicit ra-
tionales (one sentence each) behind each option’s
(in)correctness. To guide them, we provide detailed
instructions with eight writing examples.

Through preliminary pilot studies, we define two
essential criteria for writing rationales: specificity
and necessity. Specificity requires rationales to
be well informed and support the corresponding
options exclusively. This requirement is crucial
because non-specific rationales could support mul-
tiple options, rendering them unsuitable for options
in subquestions. Necessity emphasizes the impor-
tance of ensuring that the rationale is essential for
validating the option’s correctness. Even if a de-
tailed rationale is provided, it must be aligned with
the main question’s point to preserve its validity.

Following these criteria, the authors manually
assess the rationales provided by the workers. We
identify 57 workers through this qualification pro-
cess. These workers are invited to both the rationale
writing and subsequent validation tasks.

Rationale Writing We take 1,200 questions
from the training set of ReClor. As with the second
phase of the qualification task, we present workers
with a context, question, and four options marked
as either correct or incorrect, and then ask workers
to write rationale sentences for each option. Of
these qualified individuals, 50 were actively en-
gaged in this task. We collect 4,800 rationales in
total and send them to the rationale validation step.

Rationale Validation To validate the collected
rationales, we first focus on their specificity, which
is critical for creating a set of reasonable subques-
tions about a given main question. Because assess-
ing the necessity of rationales may not be straight-
forward, we analyze the reasoning types involved
in understanding rationales in Section 5.

For the validation, we conduct an alignment test
between a set of rationales and answer options.
In this test, workers are presented with one main
question, its four options, and one rationale. They
are then asked to identify which one of the options
is supported by the given rationale. If a rationale is
insufficiently detailed and could potentially support
other options, it would be difficult for workers to
correctly match the rationale to its corresponding
option. We ensure that the worker who validates a
rationale is different from the one who wrote it.

This test enables us to refine our initial pool
of 4,800 rationales down to 3,828, ensuring that
each rationale is sufficiently specific to support its
corresponding option.

3.3 Subquestion Construction

Question Generation We then generate ques-
tion texts to construct subquestions using a lan-
guage model. Given one main question and one
of its options, the model is instructed to generate
a subquestion that asks about the reason for the
correctness of the option. For example, when we
input the prompt “What mistake does the argument
make in its reasoning?” and the incorrect answer
option “It confuses probability and certainty,” the
model generates the question “What evidence is
there that the argument does not make the mistake
of confusing probability and certainty?” We use
different prompts for the correct and incorrect op-
tions to avoid the problem of the model omitting
negatives (e.g., “not”) when generating eliminative
subquestions. For the generation, we use Instruct-
GPT (text—-davinci-003), which is one of the
strong large language models. Appendix B shows
an example of our prompt.

Subquestion Construction Coupling the vali-
dated rationales with generated question texts, we
construct at most four subquestions for a single
main question. Each subquestion corresponds to
each of the four answer options in the main ques-
tion. The four answer options of the subquestions
are identical to the four rationales written for the
main question. The correct answer option of a sub-
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question is the rationale written for the option that
the subquestion is made from.

A subquestion must have four validated ratio-
nales to compose the multiple-choice format. How-
ever, when we look at a main question, all four
rationales are not always valid, which could largely
decrease the number of possible subquestions. To
mitigate this issue, we create a subquestion even
if three out of the four rationales are valid, by re-
placing the invalid rationale with the “None of the
above choices” option. Through this process, we
obtain 3,824 subquestions. We discard a main ques-
tion if it has no valid subquestions.

3.4 Human Validation

As the final step of our data collection, we validate
the answerability of the subquestions by humans.
Despite the ensured specificity of rationales, the
complexity of the subquestion texts could poten-
tially make the subquestions unanswerable. To
address this issue, we ask three workers to answer
each subquestion to evaluate its human answer-
ability. A subquestion is considered answerable if
at least two workers answer it correctly, or if all
workers select “None of the above choices.” In the
latter scenario, we replace the correct answer in the
question with “None of the above choices.” This
process results in 3,003 answerable subquestions
with 943 main questions. We expect the number of
questions in our dataset can demonstrate statistical
power for meaningful model benchmarking and
comparison (Card et al., 2020).

We then ask different workers to answer the ques-
tions, collecting three additional labels for each
question to measure human accuracy.

3.5 Dataset Statistics

Table 1 shows the dataset statistics. Compared to
the main questions (ReClor), our subquestions have
longer questions and answer options. The subques-
tions that have “None of the above choices” as the
correct answer comprise 7.4% (222/3,003) of the
dataset, which is comparable to a similar multiple-
choice reading comprehension dataset (6.7% in
CosmosQA; Huang et al., 2019). We also report
the crowdsourcing details in Appendix C.

4 Baseline Performance on RULE

We measure the baseline performance of recent
state-of-the-art models on our dataset. Because the
main purpose of our dataset is to perform an exten-

# Main / Sub Questions 943 /3,003
# SubQ / MainQ 3.18

# Selective / Eliminative (S/E)  785/2,218
Avg. context length 73.8

Avg. question length 31.4 (15.5)
Avg. option length 23.5(17.7)
Avg. correct option length 24.0 (18.6)

# Question vocabulary
# Option vocabulary
# SubQ w/ “None” (# answer)

8,843 (1,085)
9,849 (9,652)
1,102 (222)

Table 1: Dataset statistics of our RULE dataset. S/E indi-
cates the numbers of two types of subquestions written
about the correct (selective) or incorrect (eliminative)
options of their main questions, respectively. The ques-
tion and option lengths of the main questions are sepa-
rately reported in parentheses for comparison. “None”
denotes ‘“None of the above choices.”

sive evaluation of the models tested on ReClor, we
use all of our main questions and subquestions as
a test set. Our hypothesis is that if the models can
effectively generalize to understand the rationale
behind the correct answer, they should exhibit a
similar degree of performance on both the main
questions and subquestions.

Evaluation Metrics In addition to the simple ac-
curacy over the main questions (MainQ Accuracy)
and subquestions (SubQ Accuracy), we calculate
the accuracy across the subquestions written for
the correct and incorrect original options (Selective
and Eliminative SubQ Accuracy), respectively. We
also calculate the Consistency score to see how of-
ten a model answers both the main question and
all of its subquestions correctly and thereby shows
the comprehensive capability of critical reasoning.
Because the SubQ accuracy is a micro average, we
also report a macro average for reference (MainQ-
wise SubQ Accuracy). To compute these scores for
humans, we take a majority vote of the three labels
for each main question and subquestion.

4.1 Models and Settings

The models we evaluate are either in the fully-
finetuned setting on the training set of ReClor (ex-
cluding our main questions), few-shot of ReClor,
and zero-shot that uses only the task instruction.

Fully-Finetuned Models We use DeBERTa-v3
(large; He et al., 2023) and UnifiedQA-v2 (base,
large, and 3B; Khashabi et al., 2020, 2022). Both
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models are reported to exhibit strong generalization
performance on QA datasets.

Few- and Zero-Shot Models We include recent
LLMs such as FLAN-TS (XXL; Chung et al.,
2022), Flan-UL2 (20B; Tay et al., 2023), Vi-
cuna (7B and 13B; Chiang et al., 2023), LLaMA
2 (7B to 70B; Touvron et al., 2023b), Mis-
tral (7B; Jiang et al., 2023) and InstructGPT
(text-davinci-003; Ouyang et al., 2022). In
the few-shot setting, the input prompt has five Re-
Clor exemplars. Because some models only accept
a limited length of input, we only report one-shot
results of those models. For reference, we report
few-shot results using RULE examples. The zero-
shot prompt only has the task instruction. We also
include Chain-of-Thoughts (CoT; Wei et al., 2022)
and zero-shot CoT (Kojima et al., 2022) of Instruct-
GPT, providing the models with explanatory exam-
ples to potentially enhance their performance. In
CoT, the prompt includes ReClor exemplars each
of which is followed by the rationale of the cor-
rect answer option that is collected in this study.
Appendix D shows examples of our CoT prompt.

In the few- and zero-shot settings, we follow
the test split approach used by Ravichander et al.
(2022) and split our dataset into five disjoint sets
to measure the variability of models’ performance.
Appendix E describes the details.

4.2 Results

Table 2 presents our main results. In the fully-
finetuned setting, we observe that the SubQ accu-
racy does not significantly exceed the chance rate
(25.0%), which is far below the zero-shot perfor-
mance of UnifiedQA-v2 as well as the human per-
formance. This degradation may be due to overfit-
ting to ReClor examples, by which the models rely
heavily on superficial features of answer options
that are not useful in answering the subquestions.
In our dataset, a group of subquestions shares the
same set of four rationales, which requires that the
models closely examine the question texts.

In the few- and zero-shot settings, we observe
that the highest accuracy is 80.3% on the main
questions by LLaMA 2 70B with five-shot exem-
plars of ReClor and 65.7% on the subquestions by
Flan-UL2 in the zero-shot setting. Both the MainQ
and the SubQ accuracies are lower than the human
accuracy by large margins (A = 11.2%, 16.9%),
highlighting a severe limitation in the models’ ratio-
nale understanding; in most cases, the models may
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only understand part of the necessary rationales for
the comprehension process.

Although it is not our intended task setting, when
we use a part of the subquestions for in-context
learning, the highest SubQ accuracy is 70.1% by
InstructGPT in the five-shot setting. This result
is still below the human accuracy by a noticeable
margin. Interestingly, the in-context learning on
subquestions is not helpful for smaller models such
as Vicuna 7B and 13B.

Looking at the best Selective and Eliminative
SubQ Accuracies, we find that although the for-
mer accuracy (five-shot LLaMA 2 70B, 90.0%) is
close to the human performance, the latter accuracy
(zero-shot Flan-UL2, 59.1%) is significantly below
the human performance (78.9%). This contrast
shows that answering the eliminative subquestions
is difficult for the models, highlighting the limited
capacity of LLMs: Even if the models can choose
the correct answer option, they may not understand
why incorrect answer options should be refuted.

Consistency and MainQ-wise SubQ Accuracy
also conform to this trend. Although the con-
sistency by humans is not high (52.9%), proba-
bly owing to the difficulty of the subquestions, a
large margin still exists between the human con-
sistency and the best consistency by InstructGPT
(18.2%). MainQ-wise SubQ Accuracy provides
a bit more intuitive observation: The best model
answers only 64.3% of the subquestions per one
main question, although humans get them wrong
less often (81.5%). We report the detailed number
of MainQ-wise SubQ Accuracy in Appendix F.

Contrary to our expectations, CoT does not im-
prove the performance of InstructGPT. Rather, it
leads to a decline in the MainQ and SubQ accu-
racies. This result is consistent with findings on
the unreliable nature of CoT (Wang et al., 2023;
Turpin et al., 2023), which may be exposed by the
complexity of critical reasoning.

Does the Model Answer ‘“None of the above
choices” Questions Correctly? Some of our sub-
questions contain ‘“None of the above choices,’
which might make the questions challenging. In
particular, the model performance on this type
of question might be strongly affected by the in-
context learning of exemplars. To investigate this
hypothesis, we calculate the accuracy of the sub-
questions that include the “None” option. In the
five-shot InstructGPT using RULE examples, we
find that although the model achieves 62.7% ac-



MainQ SubQ Selective Eliminative . MainQ-wise

Model #Param Ty 0 Acc.  SubQAcc. SubQAcc. O GubQ Ace.
Fully Finetuned on ReClor
DEBERTA-V3-LARGE 304M 66.0 33.1 56.1 25.0 2.4 32.8
UNIFIEDQA-V2-BASE 220M 40.5 25.8 21.3 27.4 0.7 26.0
UNIFIEDQA-V2-LARGE 770M 57.7 25.0 19.9 26.8 1.4 24.7
UNIFIEDQA-V2-3B 3B 66.8 25.3 21.8 26.6 1.4 25.2
Five-Shot on ReClor
VICUNA 13B 13B 46.240.7 50.044.4 78.2+3.0 40.1446 5.6 49 4
FLAN-UL2 20B 58.540.3 65.5151 88.014.0 57.6415.4 16.9 64.3
INSTRUCTGPT N/A 71.8+1.0 653118 884195 571415 18.2 64.0
INSTRUCTGPT + CoOT N/A 67.840.5 63.242.1 88.5+2.5 5424198 17.2 61.8
LLAMA2 13B 13B 48.5+25 44.613.2 753434 33.8440 5.3 447
LLAMA2 70B 70B 80.310.4 60.012.6 90.0+1.1 494,159 17.7 59.3
MISTRAL 7B 7B 599409 553434 83.613.4 4544136 9.0 54.4
Five-Shot on RULE (for reference)
VICUNA 13B 13B 439413 44249 7 72.6 126 3421056 4.1 44.0
FLAN-UL2 20B 57.940.2 66.0+4.9 877146 5844150 17.8 64.9
INSTRUCTGPT N/A 70.240.4 701123 90.04+35 63.020 23.1 69.2
LLAMA2 13B 13B 477130 46.314.0 80.042.1 344147 5.1 47.1
LLAMA2 70B 70B 789106 64.0148 90.62 5 54.64155 21.1 63.5
MISTRAL 7B 7B 582416 575454 88.143.0 46.7+7.3 9.4 57.2
Zero-Shot

UNIFIEDQA-V2-3B 3B 45.5 479421 71.642.9 394499 5.7 47.8
UNIFIEDQA-V2-11B 11B 55.2 57.342.7 74.845.2 511427 9.7 56.5
FLAN-T5-XXL 11B 60.0 64.34+4.0 86.215.4 56.5+43.3 14.7 63.4
VICUNA 13B 13B 442 49.512.7 771417 39.712.7 6.2 49.4
FLAN-UL2 20B 56.2 65.7+5.2 84.5+44.4 591151 14.7 64.2
INSTRUCTGPT N/A 64.1 62.842.2 89.9.50 532401 15.5 61.8
INSTRUCTGPT+ COT N/A 63.8 62.3+1.0 89.641.5 526415 14.2 61.2
LLAMAZ2 13B 13B 43.8 444439 753431 335425 4.7 44.5
LLAMA2 70B 70B 70.8 58.0+3.7 88.143.4 4734140 14.1 57.3
MISTRAL 7B 7B 54.0 559432 859120 453136 8.6 55.0
HuMAN - 91.5 82.6 93.0 78.9 52.9 81.5

Table 2: Model performance on our RULE dataset consisting of the main questions (MainQ) and subquestions
(SubQ). We report the accuracy for the subquestions written about the correct option (Selective SubQ Acc.) and
incorrect options (Eliminative SubQ Acc.) of the main questions. Consistency holds only when the model answers
both the main question and its subquestions correctly. InstructGPT is text-davinci-003.

Batch Acc. # Nonein shot None Acc.

#1 70.1 0 10.3
#2 69.7 0 25.9
#3 72.9 0 0.0
#4 71.3 1 43.8
#5 66.0 1 40.6
Avg.  70.1 0.4 32.0

Table 3: Accuracy of the subquestions that have “None
of the above choices” as the correct answer (None Acc),
compared to that of all subquestions (Acc). None in shot
indicates how many “None” examples are included in
the few-shot prompt for each test split.

curacy for the subquestions that have the “None”
option, it shows 32.0% when “None” is the cor-
rect answer. This low accuracy is decomposed into
40.9% accuracy if the prompt includes the “None”

option as the correct answer and 13.7% accuracy
otherwise. These results demonstrate that using
exemplars helps to answer those questions to some
extent but not significantly. Table 3 reports the
accuracy of five-shot InstructGPT across the five
batches.

We report the complementary results of the main
experiment in Appendix G, in which the one-shot
setting does not improve the model performance
consistently. Appendix H shows the SubQ accuracy
only for the main questions the models answer
correctly. Appendix I shows the performance plot
across the question and option length.

5 Analysis

To qualitatively investigate the models’ behavior
observed in Section 4, we aim to answer the fol-
lowing research questions.
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Why Are the Eliminative Subquestions Diffi-
cult? As discussed in the previous section, we
find a performance discrepancy between the selec-
tive and eliminative subquestions. We attribute this
discrepancy to two potential reasons. First, the
eliminative subquestions are inherently complex
because of the negation included in their question
text, which the models may find difficult to handle
(Ravichander et al., 2022). Second, the model may
lack the ability to comprehend why certain options
are incorrect, which is partially supported by stud-
ies that highlight the susceptibility for distractors
in the multiple-choice QA (Si et al., 2021).

To distinguish between the difficulty of compre-
hending complex questions and that of refuting rel-
evant alternatives in the eliminative subquestions,
we develop a follow-up task, rationale alignment.
In this task, given a context, the main question, one
of the main options, and four rationales, the model
selects one out of the four rationales that validates
the correctness of the given option. We use Instruct-
GPT in the five-shot setting and report the average
results from five different prompts. Appendix J
provides the input prompt.

Because the subquestion text is not used in this
task, we expect that the results are not affected by
the complexity of subquestion texts. The result
is 89.7% and 31.5% accuracy for the correct and
incorrect answer options, respectively, showing a
distinct difference between them. This discrepancy
suggests the model’s serious deficiency in compre-
hending eliminative rationales.

Is the Model Better at Writing Rationales than
Humans? Given that CoT does not improve the
model performance, we are interested in the quality
and potential usefulness of model-generated ratio-
nales compared to our human-written rationales.
We use a similar prompt to that used in our CoT
setting, instructing InstructGPT to generate ratio-
nales for 50 options. We then randomly shuffle
the order of human-written and model-generated
rationales, and manually annotate which rationale
is better in terms of necessity and specificity. The
result is 35 wins by humans and 15 wins by the
model among the 50 comparisons, showing that
the human-written rationales are likely to be more
detailed and supportive than the model-generated
ones. In particular, we find that the model ratio-
nales struggle to capture the implicit rationale nec-
essary for certifying the validity of the target option.
When the rationale is explicit and described well

Direct Indirect Total
Contextual 37/47 28/22 65/69
External 22/20 13/11 35/31
Total 59/67 41/33 100

Table 4: Annotation results of rationale types on 100
examples randomly sampled from all subquestions (left)
and from the error examples by InstructGPT (right).

in the context, the model rationale looks convinc-
ing and close to the human rationale. Among the
15 examples where humans lose, we find five ex-
amples unsatisfactory to validate the target option,
implying that approximately 10% of unreasonable
rationales are potentially included in our dataset.

What Types of Reasoning are Required in the
Rationale Understanding? To qualitatively an-
alyze the collected rationales, we first sample 100
subquestions to annotate reasoning types. We de-
fine two dichotomies: direct/indirect and contex-
tual/external. Direct reasoning occurs if a rationale
involves an explicit description for the certification
of a target option’s (in)validity, whereas indirect
reasoning only provides relevant facts for the va-
lidity. Context reasoning includes facts (or their
interpretation and summarization) described in the
context, while external reasoning is pertinent to
commonsense and norms that are not described in
the context. For comparative error analysis, we
also sample 100 subquestions among those that
InstructGPT answers incorrectly.

We report our annotation results in Table 4. The
number of the direct and contextual rationales is
the largest among the other types, which further
increases when we look at the error cases of In-
structGPT. We find that our dataset covers a suffi-
cient number of indirect and external reasoning, i.e.,
various modes of rationale understanding. Error ex-
amples for the four reasoning types are reported in
Appendix K. Although we also examine the reason-
ing types originally labeled in the ReClor dataset,
we do not observe any remarkable trends in the
subquestion accuracy (Appendix L).

Do the Rationales Help the Model to Answer the
Main Questions? Because the collected ratio-
nales are expected to support the decision of select-
ing and eliminating answer options, we investigate
whether adding the rationales to the main questions
improves the performance in the five-shot Instruct-
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Input Accuracy
Context 72.2
+ Selective Rationale 914
+ Eliminative Rationale 66.0
+ Both 89.6

Table 5: MainQ accuracy of InstructGPT that uses the
selective or eliminative rationales in the input.

GPT. We append the rationale to the context, main
question, and four options with the Rationale:
label. The results are shown in Table 5. We ob-
serve an improvement when the selective rationale
is added; however, degradation occurs when we
add the eliminative rationale, even if it is provided
with the selective rationale. This result adds insight
to the observation by Sun et al. (2022), showing
that the model cannot use eliminative rationales
for answering main questions and becomes con-
fused by those rationales. We also investigate the
context-ablated setting in Appendix M.

6 Conclusion

We construct a dataset to evaluate the models’ abil-
ity of critical reasoning in logical reading compre-
hension. We crowdsource free-form rationale for
main questions taken from an existing dataset and
use an LLM to generate subquestion texts. Result-
ing questions ask about the underlying rationales
for why a certain answer option should be selected
and the others should be eliminated. We find that
LLMs are particularly bad at answering elimina-
tive subquestions, highlighting that those models
do not necessarily have the comprehensive ability
of critical reasoning. For future work, we will de-
velop a more efficient pipeline for data collection
and facilitate better rationale generation by LL.Ms.

Ethical Consideration

We use crowdsourcing in our data collection. We
make sure to be responsible to the crowdworkers
and to make fair compensation for their work. We
do not collect any personal information other than
worker IDs on the platform, which are removed
in our data release. Before the workers accept our
tasks, we inform them of our purpose for the data
collection. This study is approved by the internal
review board of the authors’ institutes.

Limitations

We recognize the following limitations in this
study.

Task Format In this study, we focus on the
multiple-choice QA task. This task format allows
us to flexibly ask about various linguistic phenom-
ena and human reasoning by selecting and elimi-
nating alternatives, and we consider solving such
a discriminative task would be a minimal require-
ment for human-like linguistic behaviors. However,
it has an inherent limitation in assessing the ability
of natural language understanding. For example,
we cannot evaluate the models’ ability to produce
an intended output.

Annotation Analysis We conduct the annotation
analysis in Section 5, in which we define the rea-
soning types and manually review the sampled ex-
amples. Although we make our annotation data
and guideline publicly available for ensuring the
reproducibility of annotation results, the results
of our annotation analysis inevitably involve our
subjective judgments.

Source Dataset We create our auxiliary ques-
tions on top of an existing English logical read-
ing comprehension dataset, ReClor. Although our
methodology of the data collection (i.e., writing
the rationale for selecting and eliminating alterna-
tives) is widely applicable to other datasets and
languages, using the single dataset in the single
language would limit the generalizability of our
findings.
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A Crowdsourcing Instructions and
Examples

Figures 16 to 23 show the instructions and exam-
ples we present to the crowdworkers. Figures 16 to
20 illustrate the rationale writing task, Figures 21
and 22 illustrate the rationale validation task, and
Figure 23 illustrates the human validation task.
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B Question Generation Prompt

Figure 14 shows an example of our prompt used
for generating subquestions in Section 3.3.

C Crowdsourcing Details

To access a pool of crowdworkers, we used Ama-
zon Mechanical Turk. The crowdworkers who took
the qualification test are based in the United States,
United Kingdom, or Canada, have an approval rate
of at least 98%, and have at least 1,000 approved
tasks. We ensure that the average payments exceed
$12.00 USD per hour for each task. The ratio-
nale writing task costs $2.00 per main question
(estimating that it takes seven to ten minutes to
write the rationales), the rationale validation task
costs $0.30 per rationale (one minute), and the hu-
man validation task $1.50 per five questions (five
minutes). The rationale writing tasks, rationale
validation tasks, QA validation tasks, and human
performance tasks are taken by 48, 39, 52, and 24
workers, respectively. We use the crowdsourcing
tool used in Nangia et al. (2021).

D Chain-of-Thought Prompt

Figure 15 shows an example of the prompt used
in our chain-of-thought experiment. We insert the
rationale between the Answer : label and the cor-
rect option label, with an expectation that it would
help the model (InstructGPT) select the correct op-
tion.

E Test Split Setting

The in-context learning performance of LLMs may
vary depending on the exemplars of the prompt,
but it incurs a high computational cost (or finan-
cial cost for proprietary models) if we repeatedly
evaluate the models on the entire dataset using var-
ious sets of different exemplars to take the average
performance. Because of this cost limitation, we
follow the test split approach used by Ravichander
et al. (2022), splitting our dataset into five disjoint
sets and testing the models on each set with differ-
ent exemplars to measure the performance variance
across the disjoint sets. Note that we do not split the
set of the main questions, because it has only 943
examples; hence, in the few-shot setting, we take
the average across five runs on all main questions.
In the few-shot setting using ReClor, we sample
questions disjointly from its training set, whereas
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Figure 3: Distribution of correctly answered subques-
tions (C') out of the total number of subquestions (V),
for both InstructGPT (top) and humans (bottom).

Frequency
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Question Length (#tokens)

Figure 4: Distribution of the question length (#tokens)
of the main questions.

in using RULE, the exemplars are sampled from
the corresponding disjoint set.

F MainQ-wise SubQ Results of
InstructGPT

Because a single main question has multiple sub-
questions in our dataset, we report the detailed
numbers of correctly-answered SubQ by Instruct-
GPT in Figure 3.
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MainQ SubQ Selective Eliminative MainQ-wise

Model # Param Acc. Acc. SubQ Acce.  SubQ Acc. Consist. Acc.
Five-Shot on ReClor
LLAMA 7B 7B 2584116 28.6+7.1 39.8413.1 24.6+6.3 0.8 28.2
LLAMA 13B 13B 38.7+2.7 36.3135 63.6140 26.6136 2.9 36.6
VICUNA 7B 7B 3344956 38.6+3.3 614155 30.5+43.4 2.8 38.3
LLAMA2 7B 7B 364421 3524309 63.616.5 25.143.2 1.7 35.6
One-Shot on ReClor
UNIFIEDQA-V2-BASE 220M 274414 34.716.4 42.847.7 31.946.2 0.7 34.6
UNIFIEDQA-V2-LARGE 770M 271417 28.044.7 292453 27.644.9 0.0 27.6
UNIFIEDQA-V2-3B 3B 313432 26241238 26.0498 262414 0.3 26.1
UNIFIEDQA-V2-11B 11B 441459 372474 53.8116.6 314144 2.0 36.5
FLAN-T5-XXL 11B 613103 63.7137 8591926 559439 14.0 62.5
FLAN-UL2 20B 58.040.5 66.0+5.3 874439 585157 17.7 65.1
LLAMA 7B 7B 26.6+0.9 324440 50.7+11.1 26.143.7 1.6 32.5
LLAMA 13B 13B 3274924 33.8+1.9 56.045.8 26.049.5 14 34.1
LLAMA 33B 33B 56.1+1.0 4934143 80.113.8 3854143 7.4 49.6
LLAMA 65B 65B 652414 52.643.4 852413 411443 9.4 51.9
VICUNA 7B 7B 358420 389129 65.3131 295493 1.8 38.1
VICUNA 13B 13B 425408 452431 721433 358440 4.2 45.1
INSTRUCTGPT N/A 67.840.5 64.611.9 87.842.0 563118 17.5 63.6
INSTRUCTGPT + CoOT N/A 643125 64.312.4 88.8+1.3 55.7+25 15.4 62.5
LLAMA2 7B 7B 350411 34.842.4 617142 2524956 2.2 35.2
LLAMA?2 13B 13B 464424 43. 7429 72.6+3.6 334498 4.7 43.6
LLAMA2 70B 70B 772402 613107 90.041.4 512412 20.0 61.0
MISTRAL 7B 7B 52.641.4 534403 819428 434457 7.4 52.7
Five-Shot on RULE (for reference)
LLAMA 7B 7B 291423 349405 64.34+4.3 24.519.4 1.5 35.5
LLAMA 13B 13B 36.843.5 35.642.5 68.1+3.0 2424198 2.4 36.0
VICcUNA 7B 7B 35.041.1 399439 60.215.9 32.744.4 3.2 390.8
LLAMA2 7B 7B 37.841.1 32.044.4 62.346.5 21.143.4 1.5 32.4
One-Shot on RULE (for reference)
UNIFIEDQA-V2-BASE 220M 27 T+2.7 36.5125 38.544.0 358125 1.6 36.9
UNIFIEDQA-V2-LARGE 770M 283414 274412 27.4+410.2 274430 1.0 27.7
UNIFIEDQA-V2-3B 3B 35.041.4 30.144.8 35.8+10.7 282140 2.0 30.6
UNIFIEDQA-V2-11B 11B 42,6171 374411.7 47.5117.7 339497 3.1 38.0
FLAN-T5-XXL 11B 60.640.5 64.14356 85.843.1 56.513.9 14.0 63.2
FLAN-UL2 20B 57.640.4 66.014.5 874435 58.5+4.7 17.2 64.9
LLAMA 7B 7B 282424 329495 483151 274141 1.6 33.6
LLAMA 13B 13B 30.0+3.2 329413 509443 26.611.8 1.7 334
LLAMA 33B 33B 533432 48414 5 79.7+3.4 373147 6.0 48.4
LLAMA 65B 65B 62.843.4 52.846.0 849144 41.546.5 7.5 52.0
VICcuNA 7B 7B 347418 412494 65.316.4 32.6+3.3 3.4 41.2
VICUNA 13B 13B 40.742.3 41. 7116 673148 327418 3.5 41.8
INSTRUCTGPT N/A 654419 66.511.3 89.0+0.8 585412 19.5 65.5
INSTRUCTGPT + CoT N/A 643125 64.312.4 88.841.3 5574125 154 62.5
LLAMA2 7B 7B 32.843.3 334447 56.11418 254419 1.4 34.0
LLAMA?2 13B 13B 45.0+5.5 40.942.9 70.614.4 3031256 2.8 41.1
LLAMA2 70B 70B 76.0+0.2 61.54238 904431 514457 19.2 61.1
MISTRAL 7B 7B 50.841.1 538433 84.043.7 4324356 6.5 54.0
Zero-Shot
UNIFIEDQA-V2-BASE 220M 30.4 422410 48.542.9 399413 2.7 41.7
UNIFIEDQA-V2-LARGE 770M 414 429413 55.044.9 385413 33 41.9
LLAMA 7B 7B 27.7 274441 382440 2361456 0.8 27.1
LLAMA 13B 13B 31.7 36.043.3 59.342.1 27.843.7 1.4 36.7
VICUNA 7B 7B 36.7 40.542.3 731432 2894129 2.4 40.1
LLAMA2 7B 7B 323 359439 66.414.7 25.143.4 2.5 36.3
HUMAN - 91.5 82.6 93.0 78.9 52.9 81.5

Table 6: Complementary results of the model performance on our dataset including the models in the one-shot
setting and omitting those in the five-shot and zero-shot settings.

G Complementary Few-Shot and
Zero-Shot Results

In Table 6, we report the complementary results of

few-shot settings, including the models on the one-
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Figure 7: Comparison between the model and human
accuracy and question length for the subquestions.

Instruction Corr. Opt.  Incorr. Opt.
Yes 89.7 (784) 31.5(2,218)
No 88.7 (781) 28.1(2,213)

Table 7: Result of the rationale alignment task with and
without the task instruction.
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Figure 8: Distribution of the option length (#tokens) of
the main questions.
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Figure 9: Comparison between the model and human
accuracy and option length for the main questions.
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Figure 10: Comparison between the model and human
accuracy and option length for the subquestions.

shot setting. We also report the results of LLaMA
(7B to 65B; Touvron et al., 2023a) for reference.

H Main Results of the Subquestions for
the Correctly-Answered Main
Questions

Table 8 shows the main results of the model perfor-
mance on the subquestions for the main questions
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Figure 11: Distribution of the option length (#tokens)
of the subquestions.

that are correctly answered by the model. Overall,
we observe similar trends to the main results with
the standard SubQ accuracy. Interestingly, the mod-
els’ SubQ accuracies do not significantly improve
even when we focus only on the correctly-answered
main questions.

I Relationship between Question and
Option Length and Model Performance

In Figures 4 to 10, we plot the distribution of the
questions and options length and the model perfor-
mance according to those lengths.

J Rationale Alignment Task

In the rationale alignment task, we test Instruct-
GPT in the five-shot setting. Similar to the main
experiment, we report the average results from five
prompts. Each prompt is composed of five exem-
plars, with two exemplars presenting the correct
option and three exemplars presenting the incorrect
option. Figure 12 shows an example of our prompt.

The results with and without the task instruction
are shown in Table 7. The performance gap be-
tween the correct and incorrect options implies that
such advanced models may simply infer the cor-
rect answer without properly discriminating against
incorrect options. Such a situation raises two is-
sues: (1) the inability to reason logically like a
human, and (2) the limitations of ability measure-
ment using distractors. The first issue suggests
that the model may not be able to make a clear
distinction between what is correct and what is in-
correct. The second issue is that the alternatives in
the multiple-choice QA task are generally expected
to distinguish between test takers with and without
sufficient knowledge (Gierl et al., 2017), but such
an expectation may not be met in our dataset.

K Reasoning Type Annotation

Table 10 shows examples of reasoning types we
define in the annotation analysis. See Table 11 for
a full example that has the main question and two
subquestions.

L ReClor Reasoning Types and
Subquestion Accuracy

Figure 13 shows the relation between the subques-
tion accuracy and the reasoning types defined in the
original ReClor dataset. Although we do not ob-
serve significant performance differences, we see
higher accuracy in Match Structures, Evaluation,
Strengthen, and Weaken reasoning, and lower ac-
curacy in Sufficient Assumptions, Technique, and
Role reasoning.

M Context-Ablation Analysis

We try to answer the question “Does the context
help in answering subquestions?”” in the context-
ablation setting. By removing the context, we an-
alyze the model performance on the subquestions
(and the main questions for reference) to see the
dependency between question texts and answer op-
tions. The results in Table 9 show the performance
reduction by approximately 4 points in the zero-
shot setting and no reduction in the five-shot setting.
This result implies question texts depend on answer
options to some extent, which potentially makes
the subquestions difficult for the models, given the
first analysis in this section.

N Similarity of Rationale with MainQ
Option

In our process to validate specificity, even if a ratio-
nale has the same meaning as the MainQ’s option,
we can not exclude it. This implies that some ratio-
nales might have the similar meaning as the option
and not serve as a valid rationale. To examine this
potential issue, we sample 50 random questions
from both the selective SubQ and the eliminative
SubQ. We then count how many of these rationales
are semantically similar to the MainQ’s option. We
found three such instances in the selective SubQ
and one in the eliminative SubQ, which are shown
in Table 12.
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MainQ SubQ Selective Eliminative MainQ-wise

Model #Param Ty 0 Acc.  SubQAcc. SubQAcc. O GubQ Ace.
Fully Finetuned on ReClor
DEBERTA-V3-LARGE 304M 66.0 33.1 60.4 22.5 3.7 32.2
UNIFIEDQA-V2-BASE 220M 40.5 25.8 19.7 26.7 1.8 25.0
UNIFIEDQA-V2-LARGE 770M 57.7 25.0 17.3 27.7 2.4 24.6
UNIFIEDQA-V2-3B 3B 66.8 25.3 19.9 25.7 2.1 24.1
Five-Shot on ReClor
FLAN-UL2 20B 58.5+0.3 66.316.3 89.6146 572451 28.8 65.1
LLAMA 7B 7B 258416 28.547.5 3434120 242457 34 27.2
LLAMA 13B 13B 38.7+2.7 37.044.0 65.016.7 2594338 7.4 37.2
LLAMA 33B 33B 585412 477442 77.5+6.3 3834158 10.6 473
LLAMA 65B 65B 69.140.9 544447 8551928 46.9156 16.0 54.1
VICUNA 7B 7B 334406 40.045.1 62.7+6.9 30.0+3.0 8.5 39.7
VICUNA 13B 13B 46.240.7 48.516.1 76.0+g.8 422454 12.1 48.1
INSTRUCTGPT N/A 71.841.0 64.143.5 89.2438 60.7 6.1 25.1 62.8
INSTRUCTGPT + CoT N/A 67.840.5 629131 89.5142 5584356 24.9 61.5
LLAMA2 13B 13B 48.5125 45.844.2 79.144.0 331452 11.1 45.8
LLAMA2 70B 70B 80.3+0.4 599105 90.7+1.9 50.547.2 21.8 59.4
MISTRAL 7B 7B 59.940.9 54.7+4.4 84.5158 46.812.5 15.0 53.7
Five-Shot on RULE (for reference)
FLAN-UL2 20B 579402 67.246.2 804444 5714356 30.9 66.2
LLAMA 7B 7B 291423 34,6139 66.2180 237413 54 34.9
LLAMA 13B 13B 36.8435 35.143.2 674153 244456 6.6 35.0
LLAMA 33B 33B 53.640.4 48.516.0 78.545.9 36.845.4 10.6 47.6
LLAMA 65B 65B 66.210.7 572451 86.413.1 53.7+10.3 18.3 56.0
VICUNA 7B 7B 350411 40.3 131 6141538 3241438 9.5 40.8
VICUNA 13B 13B 439413 439426 73.043.1 342437 94 434
INSTRUCTGPT N/A 70.240.4 70.243.5 91.01456 643194 32.7 69.3
INSTRUCTGPT + CoOT N/A 67.8+0.5 629431 89.544.2 558436 249 61.5
LLAMAZ2 13B 13B 477430 46.944.7 7944163 33.6446 11.0 47.0
LLAMA2 70B 70B 7894106 637140 90.842.5 552402 26.5 63.0
MISTRAL 7B 7B 582416 56.245.1 88.0+3.6 494179 16.3 55.6
Zero-Shot
UNIFIEDQA-V2-BASE 220M 30.4 43.042.9 510475 39.8+1.7 8.7 43.4
UNIFIEDQA-V2-LARGE 770M 41.4 439441 599476 39.042.7 7.9 42.5
UNIFIEDQA-V2-3B 3B 45.5 49.349.4 754441 389431 12.6 49.5
UNIFIEDQA-V2-11B 11B 55.2 56.842.9 77.6+7.1 53.043.8 17.5 55.9
FLAN-T5-XXL 11B 60.0 63.243.4 873448 592446 24.6 62.7
FLAN-UL2 20B 56.2 653459 86.0148 60.544.7 26.2 63.7
LLAMA 7B 7B 27.7 27.0445 3754238 23.6+3.9 3.1 26.9
LLAMA 13B 13B 31.7 355430 559440 27.543.8 4.3 35.9
LLAMA 33B 33B 54.5 502446 81.8443 414455 12.5 50.2
LLAMA 65B 65B 52.1 475422 80.142.5 38.045.4 10.4 46.6
VICUNA 7B 7B 36.7 40.812.5 775128 294408 6.6 40.3
VICUNA 13B 13B 44.2 489448 769434 40441 8 139 48.2
INSTRUCTGPT N/A 64.1 619129 89.842.9 55.84356 24.2 60.8
INSTRUCTGPT + CoT N/A 63.8 60.9+1.4 89.142.4 559439 22.3 59.7
LLAMAZ2 13B 13B 43.8 455137 77.645.3 333430 10.7 454
LLAMA2 70B 70B 70.8 572440 88.2132 499454 19.9 56.3
MISTRAL 7B 7B 54.0 54.7+3.4 85.145.5 471143 159 53.3
HUMAN - 91.5 82.9 92.8 79.3 57.8 81.6

Table 8: Main results of the model performance on our dataset focusing on the subquestions for the main questions
that are correctly answered by the model.

Selective  Eliminat.
SubQ SubQ

0-shot 41.0_23.0 58.8_4.9 86.4_3.7 53.4_43
5-shot 42.5_99.7 70.5+0,0 86.9_31 64.7+1,7

Setting MainQ SubQ

Table 9: Context-ablated accuracy. The subscript values
indicate the accuracy gap against the full-input setting.
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In a given context, you'll be given a question, an answer, and four rationales. Your task is to identify the rationale that explains the correctness of the provided option
the best. If the option is wrong, choose the rationale that explains why it is wrong. Conversely, if the option is correct, choose the rationale that explains why it is
correct.

Context: Teachers should not do anything to cause their students to lose respect for them. And students can sense when someone is trying to hide his or her
ignorance. Therefore, a teacher who does not know the answer to a question a student has asked should not pretend to know the answer. Question: The conclusion is
properly drawn if which one of the following is assumed? Incorrect Option

Question: The conclusion is properly drawn if which one of the following is assumed? /

Option: Students' respect for a teacher is independent of the amount of knowledge they attribute to that teacher.

Rationale0: The ranking of students' respect for honesty is not relevant to the conclusion of a teacher shouldn't pretend to know an answer to question they don't
know the answer to.

Rationale1: The assumption is that students' respect for the teacher is based on how much knowledge the teacher has.

Rationale2: The conclusion is that teachers shouldn't pretend to know the answer to a question that they don't know, so the assumption is that student's respect for a
teacher is interlinked to the student's perceived knowledge of the teacher.

Rationale3: The conclusion does not have anything to do with a teacher being effective.

Answer: The answer is Rationale2

Context: Miguel has four family members who plan to come to his graduation on Sunday afternoon, but it is likely that only three of them will be allowed to attend.
Normally graduation is held in the football stadium, where there is no limit on the number of family members who can attend. However, the ceremony is relocated to
the gymnasium if it rains, and each graduate receives just three admission tickets for use by family members.

Question: The conclusion of the argument is most strongly supported if which one of the following is assumed? Correct Option

Option: The weather service has indicated that there is a very high likelihood of rain on Sunday afternoon. ’

Rationale0: No mention is made of whether un-needed spaces can be transferred between students, and so this cannot be assumed to impact the number of spaces
available to Miguel's family.

Rationale1: Abnormally large class size may not preclude Miguel from having more than three family members attend, as the football stadium is a possible venue and
has no limitation on the number who may attend.

Rationale2: A family member who cannot attend the graduation has no relevance to how many may be allowed to attend.

Rationale3: Rain would preclude the use of the stadium which has no limit of the number of family members attending and force the use of the gymnasium, which
limits the number attending to three.

Answer: The answer is Rationale3

[

Context: Because it permits a slower and more natural rhythm of life, living in the country is supposed to be more healthy and relaxed than living in the city. But
surveys show that people living in the country become ill as often and as seriously as people living in the city, and that they experience an equal amount of stress.
Question: The statements above, if true, provide the most support for which one of the following?

Rationale0: This passage kind of disputes this line of thinking, living in the country should have a slower rhythm yet they experience the same amount of stress as a
city dweller.

Rationale1: This passage is not saying this specifically, just that a natural rhythm might not have as many benefits as people want to believe.

Rationale2: The passage kind of focuses on both the thoughts that living in the country should be healthier but surveys show that it is not the case.

Rationale3: None of the above choices

Answer:

Figure 12: Example of the prompt used for rationale alignment task.
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Figure 13: Accuracy of InstructGPT and reasoning types originally annotated in the ReClor dataset.
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Reasoning
Type

Passage

Question

Option

Correct Rationale

Direct
Contextual

Trisha: Today’ s family is de-
clining in its ability to carry out
[...]. There must be a return to
the traditional values of commit-
ment and responsibility. Jerod:
We ought to leave what is good
enough alone. Contemporary
families may be less stable than
traditionally, but most people do
not find that to be bad. [...].

Trisha and Jerod dis-
agree over whether
the institution of the
family is

no longer tradi-
tional.

FALSE Both Trisha and
Jerod agree that
families are no
longer traditional,
this is not what the

argument is about.

Direct
External

A just government never re-
stricts the right of its citizens
to act upon their desires except
when their acting upon their de-
sires is a direct threat to the
health or property of other of its
citizens.

Which one of the
following judgments
most closely con-
forms to the princi-
ple cited above?

A just government
would not censor
writings of Shake-
speare, but it could
censor magazines
and movies that
criticize the govern-
ment.

FALSE A just government
would not censor
magazines and
movies that criticize
the government
because these things
do not threaten the
health or property of
its citizens.

Indirect
Contextual

Doctor: The practice of using
this therapy to treat the illness
cannot be adequately supported
by the claim that any therapy for
treating the illness is more effec-
tive than no therapy at all. What
must also be taken into account
is that this therapy is expensive
and complicated.

Which one of the
following most accu-
rately expresses the
main point of the
doctor’s argument?

The therapy’s pos-
sible effectiveness
in treating the ill-
ness is not suffi-
cient justification
for using it.

TRUE  Therapy’s other
costs must be
considered be-
fore enlisting the
treatment as it is
not cheap and not
simple.

Indirect
External

On average, corporations that
encourage frequent social events
in the workplace show higher
profits than those that rarely do.
This suggests that the EZ Corpo-
ration could boost its profits by
having more staff parties during
business hours.

Which one of the fol-
lowing, if true, most
weakens the argu-
ment above?

Frequent  social
events in a cor-
porate workplace
leave employees
with less time
to perform their
assigned  duties
than they would
otherwise have.

FALSE Frequent social
events in a corporate
workplace can re-
energize employees,
like a lunch break

does.

Table 10: Examples of the reasoning types with a passage, a question, an option, the correctness of the option, and
its human-written rationale.

Combine Question and Option and generate a new sentence that asks the reason as follows.

Question: Which one of the following is an assumption required by the department store manager's argument?
Option: Either few customers would want free gift wrapping or most customers would want it.

Answer: Which of the following reasoning justifies that the department store manager's argument requires the assumption that either few customers would want

free gift wrapping or most customers would want it?

Question: The main point made in Kim's argument is that
Option: replacing gasoline-powered cars with battery-powered electric cars will require building more generating facilities.

Answer: Why is it valid to conclude that Kim's argument focuses on the claim that replacing gasoline-powered cars with battery-powered electric cars will require

building more generating facilities?

Question: The argument's conclusion follows logically if which one of the following is assumed?

Option: A work of science fiction cannot achieve greatness unless it contains compelling characters.
Answer: Why does the argument's conclusion follow logically if it is assumed that a work of science fiction cannot achieve greatness unless it contains

compelling characters?

Question: Which one of the following conclusions can be validly drawn from the passage?

Option: Unless Charles is an expert in some branch of psychology, Charles should not offer a solution to Patrick's behavioral problem.

Answer:
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Figure 14: Example of the prompt used to generate subquestions.
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Paragraph: Trisha: Today’ s family is declining in its ability to carry out its functions of child-rearing
and providing stability for adult life. There must be a return to the traditional values of commitment
and responsibility. Jerod: We ought to leave what is good enough alone. Contemporary families may
be less stable than traditionally, but most people do not find that to be bad. Contemporary criticisms
of the family are overblown and destructive.

Question: Trisha and Jerod disagree over whether the institution of the family is
Options:

1) valued by most people.

2) changing over time.

3) adequate as it is.

4) no longer traditional.

MainQ

Question: What is the source of the disagreement between Trisha and Jerod regarding
whether the institution of the family is adequate as it is?
Options:

Selective 1) The argument does not mention value to the people.

SubQ 2) Trisha is arguing that things were better with traditional families and Jerod is arguing
that they are good now, the argument is about the quality of the relationship now.
3) Both Trisha and Jerod agree that families are no longer traditional, this is not what the
argument is about.
4) None of the above choices.

Question: What evidence is there to suggest that Trisha and Jerod’s disagreement over
whether the institution of the family is no longer traditional is not valid?
Options:
Eliminative 1) Both Trisha and Jerod agree that families are no longer traditional, this is not what the
SubQ argument is about.
2) Trisha is arguing that things were better with traditional families and Jerod is arguing
that they are good now, the argument is about the quality of the relationship now.
3) The argument does not mention value to the people.
4) None of the above choices.

Table 11: Examples of the main questions and subquestions in our dataset. The options in bold indicate the correct
answer.

Question Type Option Rationale

Delays in the communication of dis- Delays in communicating discoveries
coveries will have a chilling effect on would limit the time other scientists have
scientific research. to investigate and contribute.

Kimmy is a highly compensated All the information in the passage in-
and extremely popular television and dicates that Kimmy is affluent and
movie actress. renowned.

Before new therapeutic agents reach The passage states that new therapies aid
the marketplace, they do not benefit patients only after they are introduced to
patients. the marketplace.

Selective

The speed of eye orientation corre- The speed at which one can orient one’s
Eliminative lates with intelligence, not overall eye to a stimulus has been closely associ-
health. ated with overall health.

Table 12: Rationales that are semantically similar to the MainQ’s option in Selective and Eliminative SubQs.
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Context: Teachers should not do anything to cause their students to lose respect for them. And students can sense when someone is trying to hide his or
her ignorance. Therefore, a teacher who does not know the answer to a question a student has asked should not pretend to know the answer.

Question: The conclusion is properly drawn if which one of the following is assumed?

Option0: Students respect honesty above all else.

Option1: Students lose respect for teachers whenever they sense that the teachers are trying to hide their ignorance.

Option2: Students' respect for a teacher is independent of the amount of knowledge they attribute to that teacher.

Option3: A teacher cannot be effective unless he or she retains the respect of students.

Answer: The assumption is that students' respect for the teacher is based on how much knowledge the teacher has. Therefore the answer is Option1

Context: Miguel has four family members who plan to come to his graduation on Sunday afternoon, but it is likely that only three of them will be allowed to
attend. Normally graduation is held in the football stadium, where there is no limit on the number of family members who can attend. However, the ceremony
is relocated to the gymnasium if it rains, and each graduate receives just three admission tickets for use by family members.

Question: The conclusion of the argument is most strongly supported if which one of the following is assumed?

Option0: Miguel has several friends who have fewer than three family members coming to graduation.

Option1: Miguel's graduating class is much larger than usual.

Option2: Miguel has a fifth family member who is unable to come to his graduation.

Option3: The weather service has indicated that there is a very high likelihood of rain on Sunday afternoon.

Answer: Rain would preclude the use of the stadium which has no limit of the number of family members attending and force the use of the gymnasium,
which limits the number attending to three. Therefore the answer is Option3

[]

Context: Because it permits a slower and more natural rhythm of life, living in the country is supposed to be more healthy and relaxed than living in the city. But
surveys show that people living in the country become ill as often and as seriously as people living in the city, and that they experience an equal amount of stress.|
Question: The statements above, if true, provide the most support for which one of the following?
Option0: Living in the country is neither healthier nor more relaxing than living in the city.
Option1: The amount of stress a person experiences depends on that person's rhythm of life.
Option2: People whose rhythm of life is slow and natural recover quickly from iliness.

Option3: Despite what people believe, a natural rhythm of life is unhealthy.

Answer:

Figure 15: Example of the prompt using the chain-of-thought approach.

We are collecting data to assess how well machines understand questions that require complex logical reasoning such as in
GMAT or LSAT. We appreciate your help!

ypm stejdwioxg
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In this task, you are given a passage, question about it, and four answer options where one option is the correct answer and the
others are incorrect (the check and cross marks indicate it). For each option, you are asked to write rationale that is implicitly

assumed by the question writer and supports why the option are correct or incorrect.
We recommend spending 5-10 minutes on one HIT.
Guidelines for Writing Rationales

Write the rationale in one sentence.
Not only extract a fact from the passage, but also write the reasoning process and background knowledge that are not

written in the passage explicitly, in your own words.

the passage and option you focus on.
You have to write rationales as self-contained: You shouldn't use pronouns that refer to expressions in the main question

and options when writing rationales.
Do not include any text that explicitly states that the option is correct or incorrect.(e.g., "This options is correct one

because~", "~, so this option is wrong.")
UPDATED: When considering the rationale for a question involving "if true X," focus on the role that X plays in the
passage under the assumption that it is true, rather than whether X is actually true.

To ensure the quality of rationale, please note the following two points.

o Particularity

Write concrete facts and knowledge (See an example below). For example, make sure to include proper nouns that appear in

Avoid writing generic facts that are applicable to the other options (e.g., "this option is incorrect because it doesn't match

described events in the passage")
In other words, for each option, write a rationale that only applies to that option.

This is further rephrased to say that you should write rationales so that others should be able to associate each rationale with

the choice.

UPDATED: When writing an rationale, try incorporating some of the content of the corresponding option and explain

how it relates to the passage and the question.

Essentiality
Write a rationale that is essentially necessary to justify whether the option is correct or not. This means that the option

changes its correctness if the given rationale is not valid.

Figure 16: Instructions for the rationale writing task (1/4).
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Example

When Alicia Green borrowed a neighbor' s car without permission, the police merely gave her a warning. However, when
Peter Foster did the same thing, he was charged with automobile theft. Peter came to the attention of the police because the
car he was driving was hit by a speeding taxi. Alicia was stopped because the car she was driving had defective tail lights. It
is true that the car Peter took got damaged and the car Alicia took did not, but since it was the taxi that caused the damage
this difference was not due to any difference in the blameworthiness of their behavior. Therefore Alicia should also have
been charged with automobile theft.

Question:

The statement that the car Peter took got damaged and the car Alicia took did not plays which one of the following roles in the
argument?

Answer Options

A: It demonstrates awareness of a fact on which a possible objection might be based.
X B: ltillustrates a general principle on which the argument relies.

K C: It presents a reason that directly supports the conclusion.

¥ D: It justifies the difference in the actual outcome in the two cases.

In this example you have to write rationales that explain

* why A is correct answer.

* why B is not correct answer.
* why C is not correct answer.
« why D is not correct answer.

For example you can write rationales with regard to this question such as:

Good Rationales

A: The author assumes as a possible objection that the car damage caused the difference and denies it.

B: The statement that the car Peter took got damaged and the car Alicia took did not describes a fact which occurred in the
passage, not a principle.

C: The difference in the damage to the car does not support the conclusion but is supposed to be the rationale for the
opposite conclusion instead.

D: The damage to the car should not justify differences in actual outcomes because whether the taken car got damaged was
just the reason why his theft was brought to light.

Bad Rationales

A: The statement is a fact on which a possible objection might be based.

B: The statement is not a general principle.

C: The statement doesn't directly support the conclusion.

D: The statement doesn't justify the difference in the actual outcome in the two cases.

Reason

The bad rationales are (1) ambiguous and (2) they refer to expressions used in main question(e.g., "The statement")

Write concrete rationales that well explain the reasoning and background knowledge for answering the question.

The following two examples focus on essentiality and particularity.

Figure 17: Instructions for the rationale writing task (2/4).

137




Example(Essentiality)

Black Americans are twice as likely to suffer from hypertension as white Americans.The same is true when comparing
Westernized black Africans to white Africans.The researchers hypothesized that the reason why westernized black people
suffer from hypertension is the result of the interaction of two reasons? one is the high salt content of western foods, and
the other is the adaptation mechanism of black genetic genes to the salt-deficient environment.

Question

The following conclusions about contemporary westernized African blacks, if the item is true, can it best support the
researcher's hypothesis?

Answer Option

X The blood pressure of Yoruba people in West Africa is not high. Yoruba people have lived inland far away from sea salt and
far away from the Sahara salt mine in Africa.

Bad Rationale

Yoruba people are not Westernized.
Reason

This rationale is not an essential one.

That is because whether the Yoruba were westernized or not is not mentioned in the article, and most importantly, it is not
relevant for determining the correctness of the option.

Even if it were true that the Yoruba were westernized, the fact that the Yoruba did not have higher blood pressure in salt-
deficient environments contradicts the second reason the researchers gave, making that option incorrect.

A more appropriate rationale would be "the fact that the Yoruba do not have higher blood pressure in salt-deficient
environments contradicts the researchers' hypothesis that they are more likely to develop high blood pressure due to
adaptation mechanisms to salt-deficient environments.

Example(Particularity)
The passage and question are the same as above.
Answer Option

The blood pressure of the descendants of Senegalese and Gambians is usually not high, and the history of Senegal and
Gambia has not been short of salt.

Bad Rationale

Senegal and Gambia are African nations that are relevant to the study.
Reason

This rationale is too generic.

Instead, please describe the rationale in detail as follows, for example.

"The fact that the descendants of Africans who are not salt-deficient do not have high blood pressure suggests that high blood
pressure is related to a chronic lack of salt."

Figure 18: Instructions for the rationale writing task (3/4).
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Additional Examples.

For many people, leisure time is an opportunity to get outdoors, have some fun and meet interesting people. Add two pieces
of advanced 21stcentury technology -- global positioning system (GPS) devices and the Internet -- to get ""geocaching"".
The word geocaching comes from ""geo"" (earth) and ""cache"" (hidden storage). Geocachers log onto a website to find
information about the location of a cache -- usually a waterproof plastic box containing small items such as toys and CDs --
along with a notebook where ""finders"" can enter comments and learn about the cache ""owner"", the person who created
and hid the cache. Finders may take any of the items in the cache but are expected to replace them with something of
similar value. They then visit the website again and write a message to the owner.

Geocaching became possible on May 1, 2000, when a satellite system developed by the U.S. Department of Defense was
made public. Using an inexpensive GPS device, anyone on earth can send a signal to the satellites and receive information
about their position. This is basically a high-tech version of orienteering, the traditional pastime which uses maps and
compasses instead of GPS to determine one's location.

Geocachers are a very considerate group. Owners carefully choose a cache's location to give finders an enjoyable
experience, such as a beautiful view or a good campsite. They also consider the environmental impact of their cache since it
could result in an increased number of visitors to an area. As for the content of the caches, owners and finders must only
use items that are suitable for the whole family, as caches are found by geocachers of all ages

Question

Which of the following is true according to the passage?
Answer Options

¥ A: Most geocachers are adults.

¥ B: Any item can be placed in the caches.

¥ C: The caches should be put in a remote place.

D: Geocachers try to avoid damaging the environment.

Rationales

A: All age groups participate in geocaching.

B: The finder is expected to put into the cache something as valuable as the items in the cache.

C: Geocachers consider the placement of the cache based mainly on the fun for the finder.

D: Geocachers also consider the consequences of increasing the number of visitors due to the popularity of geocaching.

If we want to deal with the association between boys and girls properly, here are some "dos and don'ts" for you to follow.
Keep a normal and healthy state of mind. Our schools and classes are made up of boys and girls. It is very natural for boys
and girls to make friends with each other. We should make as many friends as possible. We should keep in touch with the
other sex in public instead of in secret.

Don't be too nervous or too shy. If you are a shy person, you can also find a way out. First of all, you can make friends with
the students who have the same interest and hobby as you. As both of you have much in common, you may have much to
talk about. If you keep doing like that, little by little, you will gladly find you are also as free to express yourself as others.
Don't fall into the trap of early love. The boys and girls at adolescence are rich in feeling. They are easy to regard the
friendship as a sign of love and fall in love with each other at an early age. In my opinion, early love is a green apple that
can't be eaten. An apple won't taste sweet until it is fully ripe. Boys and girls at middle school are too young to carry the
heavy duty of love. Do keep out of early love.

Question
The main idea of the passage is to _ .
Answer Options

¥ A: tell students to keep away from early love.

B: give some advice on how to associate between boys and girls.
¥ C: tell students how to make friends.

¥ D: teach boys how to talk with girls.

Rationales

A: The author recommend staying away from early love as part of encouraging healthy relationships between men and
women.

B: The author offers several notes on how to maintain healthy relationships between men and women.

C: Making friends is juts a part of building proper relationships.

D: The author tells general ways how to talk with others.

Figure 19: Instructions for the rationale writing task (4/4).
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This is a task of data collection for studying machines' reading comprehension technology. Given the passage, question, and
four answer options, you are asked to write rationales explaining why each option is correct or incorrect.

The check and cross marks indicate the correctness of the options. Please read the full instruction before starting. (We have
updates in red texts.)

Notes

« Do not include any text that explicitly states that the option is correct or incorrect. (e.g., "this option is incorrect because it
doesn't match described events in the passage")
« To ensure the quality of rationale, please note the following two points.

o Particularity

Avoid writing generic facts that are applicable to the other options (e.g., "this option is incorrect because it doesn't
match described events in the passage")

In other words, for each option, write a rationale that only applies to that option.

This is further rephrased to say that you should write rationales so that others should be able to associate each rationale
with the choice.

Essentiality

Write a rationale that is essentially necessary to justify whether the option is correct or not. This means that the option
changes its correctness if the given rationale is not valid.

o

You can accept up to 20 HITs for this batch.

Vv Passage1/1 Rationales Writing | > Completed

A public research facility should not patent its inventions. Such facilities, because they are supported by public
funds, should encourage the free flow of ideas. A public research facility that retains the right to patent an
invention has a motive to suppress the free flow of ideas in order to profit from the patent. Retaining the right to
patent inventions is contrary to the public research facility' s obligation to do work intended for the benefit of
the public.

Question

The claim that a public research facility should not patent its inventions plays what role in the argument?
Options

1. )( It is a claim that is later proven in the argument.

2. It is the conclusion of the argument.

3. X It provides a roadmap for the passage.

4. X It is an assumption upon which the argument is built.

Write rationales for all options!

Submit your rationales

Figure 20: Rationale writing task interface. The workers are given a context, question, and four options along with
their correctness, and are asked to provide a rationale for each choice.
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We are assessing the quality of rationale written for multipe-choice reading comprehension questions.

In this task, you are given a passage, question about it, and four answer options where one option is the correct answer and the
others are incorrect (the check and cross marks indicate it).

In addition, you are given a rationale, which corresponds to one of the options and its correctness.

You are asked to answer which option the given rationale corresponds to by checking the radio button.

We recommend spending about 1-2 minutes on one HIT.

Example

The town council of North Tarrytown favored changing the name of the town to Sleepy Hollow. Council members argued that
making the town' s association with Washington Irving and his famous "legend" more obvious would increase tourism and
result immediately in financial benefits for the town' s inhabitants.

Question:

The council members' argument requires the assumption that
Answer Options

A: the immediate per capita cost to inhabitants of changing the name of the town would be less than the immediate per
capita revenue they would receive from the change.

¥ B: other towns in the region have changed their names to reflect historical associations and have, as a result, experienced
a rise in tourism.

¥ C: the town can accomplish, at a very low cost per capita, the improvements in tourist facilities that an increase in tourism
would require.

¥ D: many inhabitants would be ready to supply tourists with information about Washington Irving and his "legend".

Rationale

Creating tourist facilities is not necessary to benefit from the financial gains of changing the towns name.

In this example, the answer is C. That's because the rationale explains why optionC is not correct, i.e., that building traveler's
facility is not assumed in the passagee.

Figure 21: Instructions for the rationale validation task.
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Evaluate explanation for reading comprehension

Instructions

In this task, you are given a passage, question about it, and four answer options where one option is the correct answer and the
others are incorrect (the check and cross marks indicate it).
In addition, you are given a rationale, which corresponds to one of the options and its correctness.

You are asked to answer which option the given rationale corresponds to by checking the radio button.
You can accept up to 160 HITs for this batch.

v Passage 1/1 [ Match the Rationale | > Completed

A university study reported that between 1975 and 1983 the length of the average workweek in a certain
country increased significantly. A governmental study, on the other hand, shows a significant decline in the
length of the average workweek for the same period. Examination of the studies shows, however, that they
used different methods of investigation; thus there is no need to look further for an explanation of the
difference in the studies' results.

Question

The argument's reasoning is flawed because the argument fails to

Options
O X recognize that varying economic conditions result in the average workweek changing in length
O recognize that two different methods of investigation can yield identical results

O X distinguish between a study produced for the purposes of the operation of government and a study
produced as part of university research

O X distinguish between a method of investigation and the purpose of an investigation

Rationale

It does not fail to distinguish the different studies, it blatantly says that one study was a university and one was
by the government.

z

Answer which option corresponds to the ratinale!

Submit your answer

Figure 22: Rationale validation task interface. The workers select the option best supported by the provided
rationale.
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Solve reading comprehension questions!

This is a HIT of answering multiple choice reading comprehension questions. Spend up to five minutes for answering five

questions (no rejection happens). You can take up to 30 HITs for this batch.

V¥ Passage1/3

Clark: Our local community theater often produces plays by critically acclaimed playwrights. In fact, the
production director says that critical acclaim is one of the main factors considered in the selection of plays to
perform. So, since my neighbor Michaela' s new play will be performed by the theater this season, she must be
a critically acclaimed playwright.

Y
Question
The reasoning in Clark's argument is most vulnerable to criticism on the grounds that the argument y
/
Options
O 1. uses as evidence a source that there is reason to believe is unreliable y.
/
O 2. fails to consider that several different effects may be produced by a single cause y.
/
O 3. treats one main factor considered in the selection of plays to perform as though it were a condition that
must be met in order for a play to be selected y.
/

O 4. takes a condition necessary for a playwright's being critically acclaimed to be a condition sufficient for a
playwright's being critically acclaimed

V.

O B, Invalid or unanswerable question

Go to the next passage

Figure 23: Human validation task interface. The workers are asked to answer subquestions.
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