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Abstract

The “intelligence-goal” orthogonality and “instrumental convergence” theses require a
deep coupling between capability and alignment for the development of general intelli-
gence. At present, large language models are developing rapidly in terms of capability
(intelligence), but the research on a more challenging problem, value alignment (good-
ness), is relatively lagging behind. This article will introduce the basic concepts and
necessity of alignment research, briefly describe its social and technical challenges, an-
alyze the main technical routes and methods of large language model alignment and
discuss how to evaluate large language model alignment and future trends.

Keywords: Large Language Model , Artifiicial General Intelligence , Al
Alignment , LLM Alignment

515
I &, LlOpenAl ChatGPTFIGPT-44 f{ £ B K& F K & (Large Language

Model, LLM) A& B , FEHRE 7 ANTXEH AN L& 8 (Artificial General Intelli-
gence, AGI) MIIERERR . BAR KBS HEAE T 2B WAGIZ BINHFAES W, (HERE
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& (Scaling Law) Z:Afi EAKIT R RNIESEE, HENZ L2 H — LAGIH R
fE(Bubeck et al., 2023): 7Eiff & 5 &8 DG NGPTEE, kT RIMHEKAIES T
ZHN, TEES S HEEL BT L O RSSO, B AR ARE B EL A SRR .

S5RESEBEARMBE S AW B ERERE . AT KRG S RALUAR B R HI 2 2K
R Nz FOGE AR AE A7 ROV FE BUMP ) B TR - B 58, FEESEA RSB XS 77 E, B
R (Weidinger et al., 2021), —HH, KESEEER L XAHFEEZMRAUNFELE,
AR GREE A AE R DL~ B0~ 75 2 0 2t B B0 SO A, 7 AR AU A R )1 R K
BHREAMERGEE, EARRE . BERME . REEELE; A—m, KESEEKHHA
W RSN, WRE SR FEGE AR ATEENE, HT AR B R & i A §Ext
i I HORVBAE R, RVLE KB S RA AT REH R IME - BEREAHE - BLE AR
M - OpenATFIPARH 5T A4 I (Eloundou et al., 2023), EES0%MF 8111, HITAEFAEN KIEFE
H10% R R (RI&2 2 ESBAm) | 19%898 AR, H50%M) TIFES 2% FK
EEEAMm, HIGABGS, KBS -

Bk, fEHmARB e T E, RE N O RN 57 BAGIAT fE 7 ok A K77 T2 KU
(Existential Risk, X-Risk) , BRI ARFRFE GEKFRIAIRHE (Agent) & HEE
MEWR (Goal) , HiZBIE ARBTHIEMA—E, A TEIMACHER, AR SR
HEZREIR, KM ERRST - BHET, IMERRSFEY R EN B AR FHITHR I F
(Disenpower) , M]3 S b 5 BN K AEFF IO (Carlsmith, 2022) - ET LA L, EE
TR R AE A 7R (HSkypeBX & Q46 AFIM G B T 2EBr 8% S F0I57) T20234E3 H22H
R EEATSLI A FE R, ZRFTHAISLE % ¥ 5 111458 LGP T-45 58 K AT Y
Z060 A, BE2023FTH6H, WM EEZABECELTI==TA, ELANAEHEERIX
K15 Yoshua Bengio ~ 581 H/CEO Elon Musk% A o A {5 H 2 21 F i 3% 5 AN & ge w2 M
(Asilomar AI Principles) : “SE#tH) AN TERERREMRMBRE o 50 EA)—IRIRZIZSL, NIZ LA
TR B R DA BRI T RITE B « B RIGRGE, HEMRKE SRR EZOBRI A Y
#2Z—, Geoffrey Hintonth ik T X AREAGIFHEIL, FEH T HAIZ 29001202355 H30H
KICHIATZ EF I . ZFEANE S —aIE (220 810) | SRIEATZ 2 NI% A FF IE KT
T~ IR e -

SAGLE & 5 HX-Risk, HEjAFAEF W - 5Geoffrey Hinton- Yoshua Bengiold] 7F 5
BB R E K Yann LeCunik 7y H Al K K& 5 & B BOR H A GEELIAGL, A2 5 HX-
Risk. 202356 H22H | & & B 18 2“2 5L B 18 27 (Munk Debates) # 18 T B R iK%
# Yoshua BengiofIMIT#(I¥Max Tegmark{EHIETT, ElREHKEHE Yann LeCunfl L FEH T
Fr#ii%Melanie MitchelllE S, BUAIBTFUAN A e fe 544 ACX-Risk B R AT T #8182, B
WHIER T AR ZER67% vs 33% (RN6T%HIM AN AT 5T F0 K M al X-Risk Bl 33%1A
NAZ) , BRE, ERFTEEREN6% vs 37% - BIRRITAHLFERE T4 S03CH, B
TR WLARFT SEBEL J5 TR ATRF 5T R0 & FE A BUX-Risk B -

TEEBNAE, DLEATEN - TTZRefaie, HAREDAE IS, TRmHAER
NTFRIATRE BRI RN, B SEEMAIL 2R . mFALK BRKEREE, BN
R R a3 KR B AT ORI E A NS - ATRETTFR AT, AIZ SR BTE
W

ERttSRERNES ARFTRE, MEAIZ 2R N LR BEX 5T (AL Align-
ment) IR K o ADY 5T ZAIR — DB % 4t , EELENEASI0ELES, BEE
RESHEEE CEL R, ZAEGBOR B B R A E M - A< SRS 2B ATR 57 B 2 A & 0
MRBER (H277) |, EARXNFFHAAERNERYE (5377) i sSLlRiE S BAIX 5T £ 2
%ﬁ%%(%ﬁﬁ,ﬁ%@ﬁﬁ%ﬁ%ﬁ@(%fﬁ . HRFRBAIN ST RS H TR E

F6T) -
2 faRAI/LLMY5T

N TBRER FF BOME & BE 2 B B 1T LGB I 2 #2118 Z S Norbert Wiener, ifE19604FE % & T

Yhttps://futureoflife.org/open-letter /pause-giant-ai-experiments,/

"https://www.safe.ai/statement-on-ai-risk
https://munkdebates.com/debates/artificial-intelligence
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(Science) HI—kIB3(Wiener, 1960)F &2

If we use, to achieve our purposes, a mechanical agency with whose operation we cannot
efficiently interfere once we have started it, because the action is so fast and irrevocable
that we have not the data to intervene before the action is complete, then we had better
be quite sure that the purpose put into the machine is the purpose which we really
desire and not merely a colorful imitation of it.

FEIXEBEiEH, Norbert WienerBATfi¥a Hi, “mechanical agency” Y H PRI 145 Bl TR & LB
HinfREr—2L, BIYLEs BFnES AR BIRA 5% -
20145, (ANL&gE: —MIR L) 1EE Z—Stuart RussellZBURE—IRIGIRH3TEH -

The right response seems to be to change the goals of the field itself; instead of pure
intelligence, we need to build intelligence that is provably aligned with human values.
For practical reasons, we will need to solve the value alignment problem even for
relatively unintelligent AI systems that operate in the human environment. There is
cause for optimism, if we understand that this issue is an intrinsic part of AI, much
as containment is an intrinsic part of modern nuclear fusion research. The world need
not be headed for grief.

Stuart RussellBUZFEX IXVFR P E IX$E 7 “MEXFFR#E (Value Alignment Problem) ”, Hf
TATV R Z AR RE, RS ARMEXTTIERE, HIAAIMER FF &R AN TGN
EEA—ER 5, MEXNTTS5 A TEGERR RN L 2702 TR N HE -

BIRAT FFHESTEATRAEZ VISt O 2, (HEHT AT GRAES EILTELRET, E&5E
KFP—ES MIHAERKEFHEERE, ERREMEFIANEANLERE, Hit, X558 H
W5 AL B iR/ MERNEEN —ERE X RATE KPR SaME R - HIEFER, KBS
PIATE KRR A B, SRR EES L, FHEEREEEEEBT AKIKFE, ATHST
(Y EE B AN A MR R K, 32 BBORBZ )R - 20124E 85, KT AN TR
WA SR IR A Rt s flarXiv b 20174F, AIN SR IS ERE Joe SR E HR
A K, WESEIMEER L2051 2400485 (Kirchner et al., 2022), X5 KiESHEAE
i 2845 Transformer X GPT & BA A B 3 AW & .

T ATIEABRF AU, (ERIEF A, AN SHRETRITRE, MARERER R
K (Kirchner et al., 2022), BRILZA, ZAUHAITZ KRB ERABORIE IR . B, &
ARIEFHE, “XFF7~ “ATRFF « “OMEXN FTF°EL WA HE EH KA FF BIRHe SCEFIR SRS
i, FEFSCHERTHEH, “ANLNFF 1 LATR FF P AIE B - 0577 72 ATH 54 % -
NI ERCE R, BEETZRAE, 55 M ARE (L es g
FIRCGERZIBERTF) ; “OMERTF BB T AT BEAR AR 50 A8 AN 5T &
INERTR T ANSHLERZIAIXT 5T, B RBHRBFFATIE « %F 57 N2 LB 2 AR FFHLaR L 2 LAt 57
No BT, AXG—FHADSFFRLLMA ST, LLMAFTAIEIERADN TS BRBESAHE - X
TH B IRAL 28 X AU, -

HIK, ATHFTRIE X ATEAIEIR - Paul ChristianoRf ADN 57 € LR

A is aligned with H if A is trying to do what H wants it to do.

ERESGET R, ARTATRGUER A LA & e A RBEE e LSS, HEPRE, B3
ERR S REIATN 5T E B BA S8 EE (Highly Capable) FJAIfCHE(Carroll, 2018), Xt &
HHARRFFAIS R Z 2 RE T — R A TEREZ 2> . R ARNAIS AREK
AW EE LATNFF - tHEliezer YudkowskyRF ALK 55 & X0 “Blli& K FHIAD « “7%E T ISMER
& (Coherent Extrapolated Volition) 7 »

BT WNEHAR GBI S AR KR AEE LA ST 208, 08— TR E DA 57 2
R ) EL AR R R R TR R ELAL AT 57, Gordon Worley [ g T — 22/ 57 A\ A 2 H I ATH 55 5 B2
{FRH [R5 -

3http://edge.org/conversation /the-myth-of-ai#26015

“https://ai-alignment.com /clarifying-ai-alignment-cec47cd69dd6
®https://laptrinhx.com/formally-stating-the-ai-alignment-problem-223323934,/

Bt R EVRET SRS CE, BITI-E8TI, W/RE, JE, 202348 3HZESH.
B2 WG
(c) 2023 FEFPLFEESVHIBEEHENEAS 79



HEESY

o HAEIEH (Avoiding Negative Side Effects) : S ATRE ™ A THA 2 SNEI1TH -

o BERKNENFE /A (Avoiding Reward Hacking/Gaming) : 8 S8 AR R B 28 5l R £
IR 5 58 B i T AR TR A B AT -

o MY AL (Scalable Oversight) : FXTAIHEAIGE M EEBEERERIE AL
MELLERAIM B S L, i KRB S RGN R Z RS L AN RIACPIHT IR AT
S EATERRE -

o NAAMLERETE (Robustness to Distributional Shifts) : FEFTAME - FEAE A, AT
IRBEMBIE T 7 =0T, THEEANRRTT ARTHEARI RIS H, ACEAS AR E
JE5R -

o WIPLEMETE (Robustness to Adversaries) : ACHER X PLEYE B &8t EX 57402
WX, EREFSEMEMIELEITRT B AR TS, ENFRUEASZ R
i

o ZEWR (Safe Exploration) : ANCEEAEAN=ASERGLERATHIR TEREBTIITH, WTHGE
PLES ANRR BERIETRAT, (B2 PR R 58450 R YR 17 2 -

o Z&HM (Safe Interruptibility) : AL fCEEATBERFHLERIEA 224 Pl RIATMCHA T Kk
TN AT -

o BB (Self-modification) : AIRFRAEAMEMAEMEH AT TR BREN, BHRBEN
JE AR5 NRAHEXSFF -

o AfK (Ontology) : ATfRHREAE T FHFIGEHZ A A —& 5 -

o THAE 1R TK 1L % B AN € £ (Idealized Decision Theory and Logical Uncer-
tainty) : AVCHEERERSIEHERABMLAARSE, HIE2ERHENET -

e Vingean/x 8l (Vingean Reflection) : AN —A~H AR IR AT RIFTH, DA
REG ARMEXFT? REWHEN XN R WA Y, Btk ARMZS
ZAYCH —HE R R HEIRY, X522 girEox ez -

o AMEIEME (Corrigibility) : #HSRL ARFEMBIEANTE (AEIEEEAIIERNLAVER)
BB N AT EARAER, AIRBEROZ RVFRIEIE/ERIE, MAEMLE, 505 IR ERIER
HEWBIE/EHE (EFRAVREMRRIFEES BiR, HFREBIE/E5HE) -

o MM{E2%>) (Value Learning) : AIREER]RI2ES] AEHME -

PAEADH 57 [RJEANESS, AR ELI A T 290 T TS SE BN B, anBE 2 pshes - v e
WE - EBEE, BRNBRERSAEN B, AR . Vingean & - FIEIEMES -

FEATCH, FMTAATRSTF IR A BERF AT 8 3 AT SR ALRER B /MR H AR N AR
BRI 5 AR ME—E, MR EFRRAIRIE ST ERE AR MERITTRINZGEIR, NER AR
T AVCE N EAAL AT B AR« LR E LR IR AV B B AR T T N ERAISNER S @ A IX 97,
EARY ARMETFE, W2 — DGR E Lo Z BT ELRFATCER B B bR o> 9 53R
FANESEAR, 2 HADN T RBORARFURER EWLHRATT) | TR NRNEHITRE, W&
ﬁ%?ﬁ%ﬁ%ﬁﬁ%ﬁ%ﬁﬁﬁ%ﬁ%ﬁﬁu&ﬁ%@ﬁﬁ%ﬁ%%%%k%ﬁﬁ(#%
H3T) -

AT AN F730 R BT st AR REKFRIATCER 5 AR EZ BRI 5F, E AT 57
ERSIELT

o HATEEREREMANTES NRMERXSTT, B BATE S RALH AR MHER 57,
o RHKAGIH ARHHERINFF -
85 bR E R R AR, BTTI-MSTI, MUK, HE, 202348 3A E5H.
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MHTADTE, AT EA A TEGEAGIHE RIP AR, He W E L - ERERL, i
WAIRIFFRS, FMTANE LENE—ERAGEEARFEBAE A, BXEAGIHERERAEHTH
TG ATRF 57 2 AR o B R AR AN AR

o IEXXM1L 5 (Orthogonality Thesis) : %I S IAHATRIE AR GERE ) B TH AL
THIYERE, RMER /KRR ER LS EE R B VS & (Bostrom, 2012), T =& GEKF
FIAVREIFAEWRE H HiRG ARMEXTT -

o TEHMHPRHEFS A (Instrumental Convergence Thesis) : ANCHEIA —L#EFF T E
P EH AR (Subgoal) , SEILXLE T B TE HARA B TAMCHE L L H & 2% B i1 (Bostrom,
2012) - Nick Bostrom#!|tH T —EE7E H) T B TL B 5

— BFMRFE (Self-preservation) : N T LA B, AIRHEAIGER HRAEFHERNH T
BT B R

— HIMEIR (Self-improvement) : [FFE, N7 SEMELER, AURETTRER H G #
TERETEMI HiR, FHAAKEGEAMEIERES - NS « J1R/KF, 7] LLFEE
B AV B 25 5 SE T A 24 E AR -

— BEURIREL (Resource Acquisition) : AIRFEIREE ZRUBTR, 0d 1%, DIFFBYHSE
M HFR -

3 HES5EARB

MELEREFITHE S, FTREH, ADSFTAXOGR—DBORFR, B Rt
B . B, AIBREMSEST T ZNH, EARMAM TR TEBFRIIRN, ATEAR
FMAREREHR T — PN ERKHESHE ARG (Sociotechnical System) , XMt ARG
RESRATG NFA2TX5E, BV RBEM, XD RGA REAE Z R E . Hik, ATCE
%Xﬂ“%ﬁ@/\%‘émﬁ%—ﬁ\ﬁiﬂ%ﬁ%%ﬁo DLER @M, BIRGATN T R it E Ak
L'

o ADNFTHIARMHEIARE L2 &2 ANFAt & B U EId R 5 2 B 5 UL (E

o WfARRE ARMHERI S E RIEANADS FFHEZR A, (E36F 57 B9 RE BRE2 SR AN R B SCAE
B?

o WfTRAEE RIEH F N EN TR AFE, DURIEDBE AR N EA AR ZAL?
o WNMATAE AT TFHESR R A0 B A (B I 2 ] AL

o WATFEAE S HOR AR ST Al S K08 SR T A O (B0 51 AN DR B AR B e

o AT RFAh ATR 5704 2 B R

PAEAE R 2 b, X EEphit AT 57 RN AE SEIURI O MERT B S TE ORI, Xl 2K
RIE F TN TFAENEOR F1 B AR SEH,  [RIR B KE F R B SEFR R F A 2 205
TR & VRS FIRLR -

PR T AL ADH 57 B & B YRS ADR SR S RAL S HbEZ 51, ATRE S B 50 & 45 AT S0
FA AR E AR - ADNTFSAIRET), W& RAWFEE T IERAMCE, —J5H, ARSI
ABAT LR ATRE ST OSSR R ZITR L, T BAB W ATRE I W 0iR Bt 2o 9, HC A KU Pl 42
W TR AR A—JH, AIREIHTFH AT O ADS TR s (I BOR FBofi 3k, (HAR S
WIATREIWTY - L ERIAIRE 0TS, SCmimE T AUXNBS A SRR, JEHERAE AT ST MR, AR 72
FHEIET, ARV AR 77 Al RER RIERE A &, SRS HIRBAAIRE I 2, LUK
BRI i R A T A5 -

PR 7 AR S PRAZoh, ADS ST S0 Il B R R BOR P, HR R B AN T 5 2 i
T ATRE N B A IRORMERE « AN 57 2= /Dl LU T JLJ5 T AR Pk

Bt R EVRET SRS CE, BITI-E8TI, W/RE, JE, 202348 3HZESH.
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o WIfEE (Specify) ACERFREXIFFRIARME: —J5m, ARNERELTH . 4HE
A ORG-SR, &R LI E S A—TE, ARMER—1E
MRS, MAIRBEFEERE - EENEELLET-

o WMMAATREER BAR: BT ARMEMELUE, ADN 578 F I AR ERERY

(Proxy) , G ARARLF 22> BRI R AL . (BRI AU 2 Tt A ATREEL fiF

Hig NRME, XAGEE— DR/ B—T0m, ERdiEd, s s 2L
AT IR BN B PP A B RS -

o WIS  AnfRI BT IEATRY ST EATRIERIGE ) (R5FRE) 2 anferde e AT 4=
TR Z SNRIAT 92

o WA RIRFAR WAFDL: AT RIS 3 AT AR AL - KFHLIEHCE?

o WAL T REF S AL AUCHBE MR, (FH5 AN ER 7R HEOR,
AAAATBE ALK TFHT ATRE 3G Kt 2t TR0 e, ARE PR -

PAEBOR B H BIEXS 57 KR 5 A SE R A BERALCE P B SC A R BOR MR, anRoR
RAGITIHISCIRITE, F2mREINLEHRR - Zahi . BB FBEN . fiE¥TEY
e ALK T BEAR R 1) B ZLEORPRAY -

4 BOREEE

FEAFADN 57, — S FH S RS HE T X 57 T IEFISE R (Proposal) - Geoffrey
Irving%E A$& HE D AL (Debate) ” B HSEHLATH 5T (Irving et al., 2018), BIZEZFIAFLTE
B b, BRI T SCIRATCEE - X 48 W IR ECE AT N, B AT IR
MERERRA, RE A AT AR M T R ESE - ZRERANGER - IRENZT R EED
&, WNTERIMES, ARKEEEUESEANAIRENIT R GRZERER, ALz UEAL
A LATE 2 25060 Jmy O BA 5 F A B2 18] B ) e B AN gt T UK B0 - %07 R T20184F 4@ 1Y, S
BEBRAELAEESHRARRE ARSI ERENRES , IEAVREEH B RE S HTH
W, FEERFEE TSI . BRERRRNESEEELBE R BMESTENEES, B
W REEN RIE SRR FFERL, MRERRIRIRIE -

[f] 7620184 , Paul Christiano ( AfOpenAl & F # 8 Xf 57 B BA 1 55 A~ *F 57 #F 3¢
HODARCEIIE N ) F AR E TSR AWM Y M (Tterated Distillation and Amplifica-
tion, IDA) "R (XFAIERT ) (Christiano et al., 2018), 1% 77 5 [FIFE & EH 5 A K
DIFER 4555 Ei I ATAE B In] e R AT, RISSElRT i RIS - I0aRT, AR HIRZE
i— M H DI MATIEE, XA RHNZEE (Distillation) . B2 AR LU AAEIBITATL
SEREYE T, B MIRER AR, XA AR (Amplification) - LU ZEIRATI B
Wk AT, XD EREY, AURERIRE N AWTGER, RINE R ARREH TX57(ES, HN
FTRES ARG -

1998 2 7E20184F , Jan Leike (MOpenADXNf 57 HIPA 5% AN) &5 A$& H T “if U3 2 ol @

(Recursive Reward Modeling, RRW) ”fJ%J 5 77 % (Leike et al., 2018), % RRLLTHIM
NTTR, BRE AR E R o RRWT RATE 2 HERE BB EBE %]
IDA, BA&ME, KE@EES AWML (1) WHFRERXNFFES TEIRFEE,  (2)
FAZ IR EIEREES DL b 2 3] T LA « B I 2, AP 5500 L RALCEZRE B Y
BC— MR AT, AT T —280E M. ATV, ChatGPTHTFH B “ A K BRI >

(Reinforcement Learning from Human Feedback, RLHF) 7 ¥%(Ouyang et al., 2022)5% R
— PARIBIAFIRRW, BT T —8X57%3), RFTERT - HITOpen AT BHRAL
SLHIRFE (Superalignment) BN, FIR U TEIER RS, %07 R A (£ RRLHFA
I HEh (S56 T T ERvE St Huimlit) - -

AEAUNAN AT ZDAFERADY TR, XA ZANFFREN—/NEoMmE, Hibids
TG BRI IT (Inverse Reward Design) ” (Hadfield-Menell et al., 2017) « “Wh[FEI =558
22>] (Cooperative Inverse Reinforcement Learning) ”(Hadfield-Menell et al., 2016)%, FRT

Shttps://openai.com/blog/introducing-superalignment
ot T P EW RS RS WE, BT, RUKIE, hE, 20238 H3HZE5H.
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g, AZE—IeE . Bl IREREAY 1Y Mo AR = DX 5 7 RER T #RZ 0 AT R A9
WEZA, AR ER, BRI TIN5 o AT 5T AU SER I A — > B S
W, ADSST BN, LS SN 57 A AR 5 P ER 5 -

o SMERXISF (Outer Alignment) : AR AT H AR5 AR ISR H bR 2 7 #9057,
RATFCHE A3 A SR AR A SRANE /I B AR AL BB ACHR A I 9% B AReR £ L . 71
WEREE A CRIATRFFING) B EPRRECETRI N — 83, XA BARR B IRAA
ROrE/ BIRARTE, Bit, RELIETIGRRESERE, 5 ARMERITINEXFT,
HEH R FEER T RENEEHNE « BB FHELGRRARER . SHHER, A
RIBERI A SJRLHF AT T MR 57, XIFFRISEPR Hhng ARAE - BESE, BT A
RIME/BEREEE L (WE37) RLHFRA T ARREER AR E/ 2B RN
Y (Proxy) - A TSEMAMIBXTTT, RLHFRH 7522 FIIRILY: 3] o FERR (724 5] DR

(RIA W E R (Supervised Fine-tuning, SFT) ) , RLHF#EHS ARME/ B EX5F
WA E R RTE PN SR A8 SR AT 2 ) FE5RIL 2221 B 3F , RLHFE LR
P NRMF IR — 2R AL, N5 AR R AR 3 L2 S it — B it it 2 5]
MIRIES A, FHE—P5 ARMHE /BB -

o WHEEXFFT (Inner Alignment) : AVRIRESLULH HARS AR T € /RIZE H PR Z 7] 1)

57, RIZEATRE YGRS R, HAFEI R Bin 58 E)IZ50) B bRk £0—3 - Evan
Hubingers A\ B KR H PR 77 HE & (Hubinger et al., 2019) - X4 — il REA (40
MEMNL) RGRE—PE (BVHZRSZRER B R 8E v iE R 2 R AT R)
BF AT Z A es (Mesa—optimizer) . T WNZRIX AT g2 5] BR R R AL
%5 (Base-optimizer) - ZEMALZRATEARREFR AEEIR (Base-objective) , HILILERHY
B FREREINFR AN EFR (Mesa-objective) , PRIERH FFHE 2 — NI ZRAERIAR 5 2 — 1
DAty o B RS A B AR Z [RIIRT 5T - B B bRE 2Rt A G E LRI BReR%e,
A B PRIE 2 AL S N ER S se B RS TEM R TEME Bin, i, £H
PR TR A B8 SUFIC T 1, N B AR A Z 0 AR FEE#) - Evan Hubinger®s AH
YR LT BARS N BRI T8 0L, L rE B2 ViR 5 IR R,
AMBREENYE (Inclusive Genetic Fitness ) , &N MEGRP A YRS EE B bR R
B o VE RV IR EM RN, BRGHE— e - HEAEKERN B
WS Y RE BT REH A —2, HLanie AR IR, ARNIZRATGEZ
gZmER, BERRE NEFEAEEZT -
Evan Hubinger® Ai#—SFaH, PALILES T REF M ERPEXT5F  (Deceptive Alignment) -
BARTE, WIS X & BAERRIEE T, AN SR B iR ERIE
M EWEMA BB ARETERE B S ML BN, Bk, NS R 2306 B S AHE
M TG BRI H R TR B H ARk s, (B — B E s B, BT B rIR
feOEbR, Mitibassia SR E CRIm BER-

LR BIRLHFE — MM 751, SR RRNTFROREE, ERETIEASHE N HE
A RBRBEE R TROT . SHZOTERIRGTE L EER G TR T HE

o “GEILAAS]” (RL) &R #EWFEIAIRLHF A 3RS 2 R0 H XU
— HirTmtt. RS AR RE S RANE SR A A B iR,
- LERER: #miby g RiE SR T BT Bir, EF LIE(Perez et al,
2022) &3, RLHFHGE T RIESHEALER B AT RS (RIAHECH)
— WEEOR M. S RLHFIGRIRIESHE, SEIESR, MAEREE S5 H - Wi
FIEI S — B L8R (Perez et al., 2022), BlL@A FH P RIRLT -
o “ARKB” (HF) #5: HFEANRLHFHE AR RIS AE LT BREE:
— AR REE AT S, R ERE RS, R AE T IR
BRI AT HENE
"https://www.lesswrong.com/posts/d6DvuCKH5bSoT62DB/compendium-of-problems-with-rlhf
ot T P EW RS RS WE, BT, RUKIE, hE, 20238 H3HZE5H.
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— RLHF 8 I B2 MR SISt 22 5] BRI R AL, R AR RSB, HRAEA
=N

— WAEISCTR, ARRBARAEITY HE, FAGEEN AT R E (FRARARRIRTT
EHAEEIRES) -

PR T _EERBIRSMERFAN TN T7, ADN TR — 1 EE S EFEZ AR, RIAT R
P (Interpretability) o FJf#REME AT 58 5 646 P 85 5 (Critch and Krueger, 2020): % B
(Transparency) FARJUEAME (Explainability) , AiE#ERAIRE . KIESEBFIAELZENL
H, EEURAAVCHERE S BEPRE LB R ELARKIR R, BRI 2 7 45X R R T &5
REAT R TS, BEEERE TR NES, AUt ENE & H 5177 (Lipton, 2016) -

AIARREMEDT Y, EREB TAUREM A AGIRA T REEM A EEL . X TADNFF, JUHE
FENERRETF, AT R AN OORT LS HE I I AR D, T AR B A1 HE BR A AT DAYE R ATR
FEOLAL D B FR R %L (Critch and Krueger, 2020), PABEIATEETY (R¥F HFRE B (Goal Trans-
parency) (Amodei et al., 2016) CGEEFIXIRIEXTTT) -

AR, HUMATAEREME  (Mechanistic Interpretability) BUA AT 5T Al SRS A — 15
BT, Z AR AT B AR DA e TR T NI AT, JU R BB T R R P S AR
HTRESEMSHNE T K, NEMZEMEENE R, NEH TN TRE, BEEES, K
it BB B BN AT ARl R R A AL D B E R SRR o RIEANM, AUMRT AR IR
JUEEAIRFEEEHE R T HZ RS « J3493L (Induction Head, A FAEREER2>] (In-Context
Learning) ) %42 W 4% NEHLEE -

5  TEM

EICRBIKE S RES N R SRR XS (& e KRS Sl AN TR e L2
SRS, TTADR FFHROR IE 2 2L X SE S, BRI ATR 57 BV RN FE G T R I 2
TR BT T P8 R fE 2 v -

5.1  FE RIS T I

RIEFEBERONA Z HIT A R REL 6, SANTREL . WA
ARSI o AR AER BN ENS AR EWAHET, HERBNEATREEHREE . ik
SRR WA E S, I FECE bR E - B A A A SR - BT N LA IR RE S
BRHE R BRI « 2T LIRS B B -

B, BERAES BRI KT h S ARRENMENFTERERE, IREAKNAYR
FREANR H ARG SR LB FI0RET - I TIFMILAET, BUERBIRER T 2105 KM
(B STRObRE, QIE S - R AEAICEEE (Askell et al., 2021; Bai et al., 2022) « X FEEHE,
AT LUA R AESS (B @0 TruthfulQA (Lin et al., 2021)) AW« ff WAL FZH R - Fh
TRANE S5 7 T IS, R T AT DL A3 — TRl 7 TR L T PRAGERSE -

RERBEGRERM T AEFHETE, BECEMEFNS, AN TIFEIRE—FERHN
T, RN ZmARSEES ZF, URHE M B TERRMEHE -

5.2 EABEEL N

AISCERE], EMATEREER BA BRMEF - AEEW . BERH . BRI | A%
fEFEESS, WL, WLIRE SO RRANCHE, F5 278 A R &7 | RS &
VR, DURES A BT Y AR A RS, « AR5 P B PRI S A bR A E AR R AR
DY AEANAI T A A RS, ROZ AR REDT I B R BRI A LA AT AT S E R
B ELZEVHMNITAPRT A B RSB A S P ATk -

BRI KRGS B RGN IEREBAGIK T, HEMKMEHAEGRL LTI
2774 - OpenATZE FEXT 5F B 58 A O ARCH H 4 il FIGPT-43 17« 5 &= & 1”77 18 #9 % 57 1%
M, ARCH B EEH (Autonomous Replication) & X A0: #BE7E 2 3 MIATA I SRR %

Shttps://distill.pub/2020 /circuits/
“https://transformer-circuits.pub/2022/in-context-learning-and-induction-heads /index.html
https://evals.alignment.org/
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TR GTHE - B&5%5) M HXEERET B33 IEETT - ARCH LRI T HH B B9 PF I 58
5, BRKRAUMGPT-4B& BEEHITHMAES, BB S KBS ERBGE SRR+ -

Anthropic~ Surge AI~ fMachine Intelligence Research Institute =% B A7 Bk &% KB S 1
BIEAT AT T 556 1 (Perez et al., 2022), PHUAGIHRESHEAR G AR, ZFENAUE
T RIESERERR S EHEYVY B (Inverse Scaling ) % (RVRAIRIEHE K FLLEE ) e
k%) | T HEAZBRLHFERTE S B BAROREF - BRI -

6 ARFEH
ARILFE, AIFILLMIS FFRAE 2 7 T HUS B 293t R A 58 k-

o FIYRRME: DIMTEXHIAL/LLMX FFF 5T B ORAE RAUR R ST EBUS T W12 R, B
EEAADY TS B, AEARMELERERES L, BIRCERE THREIN T
R, HX T RAART RIRLETS F IGIE - RRRET AN S - 2RSS T
PETIEAY 3G, SEINATY R 0 B SR

o JRMERTTTAYSCIRIUE: IR BLHRTE S BORAE AR R SR, (BRI B R M 5
. REKESEAUGENH PR, KBIAIER AR 27 B AR, S
SRS FT A7 AE AR 22 By, DUEAE L IE H B RS A0 050 LT e

o HUMATMERENE: ARKMFTRHEEMERE . OB . RAHEKREIR ML, NESE
ARIRE B RBL AT RS 7] TR, 8 R NS TAENLE, anThaett/ 55 et lal i
&

=F o

o LLMXFFR KB F BRI R AR KB REN 57 B R 20 KB S AR 1)
WFIRALIE S, WEIRBUOE SR E L EE T, RRKIE SEBAE N R T ATREA R
HTHRA . BE AR By 3, Took B TSR LR B -

o XFFFVRI: XFFEREFT R AT T, RS FF PR IPRE 2 30 M AL 2 (03I [r) i N T
REL VA& R pIa s -

7T

ATCRFAT/LLMA ST 500847 T RIZN 4, BRI  Phhl - BORBEEL - W Rk
KRS . aJLVEM, O 1B RIE S RAUNE O\ R H AR R EXRS SRR AR
ARG, HA RIS B — A RN, KT JT R AL/LLMX TS - RF5FHT 51K
RGN FAATE, WEMRED, T8 K S BRI m R L, Ft—
BHEH KBS HBRE N IREST - 75— 771, AI/LLMXM PR AER Ba B, T B iBts
RS — IR R, BADGEGL T RIR AN B, FEREZHPIFR AR - BT5M
BAEA, GIESAIZ 25N HIHFELE -

B
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