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Message from the General Chair

I am excited to welcome you to this year’s edition of the Conference on Empirical Methods in Natural
Language Processing! Importantly, it marks the 30th edition of EMNLP. With over 8,000 submissions,
more than 3,000 accepted papers, and thousands of attendees, we have come a long way from that first
workshop, which had 14 accepted papers. As the field looks ahead, Suzhou is the fitting location for
celebrating this milestone: rooted in a long literary tradition, yet modern and forward-looking, and home
to a large share of the NLP community.

A conference may seem deceptively straightforward: accept a bunch of papers, make some of them pre-
sentations and the rest posters, and done! Far from it, though. As the numbers already suggest, the
logistics behind EMNLP have become highly complex. Apart from ACL’s professional conference or-
ganization team around the indefatigable Jenn Rachford, Lina Staggs, Megs Haddad, and Damira Mrsic
from Underline, it took an army of dedicated volunteers coordinating messages, room assignments, ac-
ceptance decisions, and dealing with last-minute requests, complaints, and the administrative, financial,
and bureaucratic minutiae of getting thousands of people from across the world to get together in Suzhou.

My heartfelt thanks go to the entire organization committee and their tireless efforts. Without them and
their relentless dedication, this conference would not have been possible. If you see one of them, please
do thank them.

• Program Chairs: Christos Christodoulopoulos, Tanmoy Chakraborty, Carolyn Rose, Violet Peng

• ARR Guest Program Chair: Sarvnaz Karimi, Margot Mieskes, Michael White

• Local Chairs: Wei Ji, Jiaheng Liu

• Industry Track Chairs: Saloni Potdar, Lina Rojas-Barahona, Sebastien Montella

• Workshop Chairs: Sunipa Dev, Maja Popović, Eleftherios Avramidis

• Tutorial Chairs: Valentina Pyatkin, Andreas Vlachos

• Virtual Infrastructure Chair: Lianhui Qin

• Sponsorship Chairs: Joel Tetreault, Mengwen Liu

• Ethics Chairs: Shashank Srivastava, Anil Ramakrishna

• Internal Communications Chairs: Juntao Li, Steve Wilson

• Demonstration Chairs: Ivan Habernal, Jörg Tiedemann, Peter Schulam

• Publication Chairs: Shivashankar Subramanian, Hyunsoo Cho, Mark Hopkins

• Best Publication Chairs: Mirella Lapata, Owen Rambow

• Handbook Chairs: Lucia Siciliani

• Publicity Chairs: Yash Kumar Lal, Aaron Mueller, Dallas Card

• Student Volunteer Chairs: Nedjma Ousidhoum, Anne Lauscher

• Diversity/Inclusion Chairs: Chenxi Whitehouse, Margot Mieskes, Roy Ka-Wei Lee

• Website Chairs: Marcelo Viridiano, Haiyue Song

• Virtual Infrastructure Chairs: Lianhui Qin
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And of course, to the ACs, SACs, and countless reviewers who made the scientific program possible.
Thank you also to MCI, our local conference team, and the SIGDAT board: Raquel Fernandez, Isabelle
Augenstein, Kai-Wei Chang, Alice Oh, and Juan Pino, for all their support and trust. Special thanks
to David Yarowsky, one of the founders of EMNLP, and Yuji Matsumoto for their perspective on the
conference’s history and their continued support.

I am grateful to the PCs who tackled the new challenges of growing submission numbers, AI-generated
text, and addressing missing reviewers with a range of successful initiatives. It’s a sign of a resilient and
adaptive field moving forward.

I hope this conference will leave you feeling inspired, motivated, and energized to return to your work
after a wonderful time in Suzhou. Happy birthday, EMNLP: here’s to many more editions!

Dirk Hovy
EMNLP 2025 General Chair

vi



Message from the Program Chairs

Welcome to the 2025 Conference on Empirical Methods in Natural Language Processing, which is the
30th EMNLP. The field has a lot to be proud of, looking back, and not just about recent advances. A lot
has changed across these 30 years. The field of NLP has arguably ushered in the era of Generative AI,
transforming itself in the process. Even before LLMs however, EMNLP has witnessed a massive growth,
going from a small gathering with 14 accepted papers to a major event with thousands of accepted papers.
EMNLP 2025 will be held in a hybrid format, offering attendees the option to join us in person in
beautiful Suzhou, China, or to participate remotely from anywhere in the world. We are grateful to be
able to host this year’s conference in such a historic site, noted as one of the most beautiful cities in
China, and famous for intricate, lovely embroidery. Like with every past conference, the work over the
past year organizing EMNLP 2025 has been a collaborative effort, made possible by the dedication and
hard work of thousands of people. We would like to thank the support and contributions of the following
people:

• The General Chair, Dirk Hovy

• The ARR Editors-in-Chief of the May 2025 cycle (Sarvnaz Karmi, Margot Mieskes, & Michael
White), Technical Staff (Sudipta Kar, Freda Shi, Jonathan Kummerfeld, Yoshimoto Matsubara,
Dhruv Naik, and Holy Lovenia), and the extended team

• The OpenReview team, especially Harold Rubio and Melisa Bok

• The 168 Senior Area Chairs

• The 1,989 Area Chairs and the 13,048 reviewers

• The awards committee chairs, Mirella Lapata and Owen Rambow, and the awards committee mem-
bers

• The ethics chairs, Shashank Srivastava and Anil Ramakrishna

• The industry track chairs, Saloni Potdar, Lina Rojas-Barahona, and Sebastian Montella

• The demonstration chairs, Ivan Habernal, Joerg Tiedemann, and Peter Schulam

• The internal communications chairs, Juntao Li and Steve Wilson

• The website chairs, Marcelo Viridiano and Haiyue Song

• The publication chairs, Shivashankar Subramanian, Hyunsoo Cho, and Mark Hopkins

• The handbook chair, Lucia Siciliani

• The local organization chairs, Wei Ji and Jiaheng Liu, and their team

• The publicity chairs, Yash Kumar Lal, Aaron Mueller, and Dalas Card

• The student volunteer chairs, Nedjma Ousidhoum and Anne Lauscher

• The diversity/inclusion chairs, Chenxi Whitehouse, Margot Mieskes, and Roy Ka-Wei Lee

• The virtual infrastructure chair, Lianhui Qin

• The workshop chairs, Sunipa Dev, Maja Popovic, and Eleftherios Avranidis

• The tutorial chairs, Valentina Pyatkin and Andreas Vlachos
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• The sponsorship chairs, Joel Tetreault and Mengwen Liu

• The ACL Anthology Director Matt Post and his team

• The TACL editors-in-chief (Asli Celikyilmaz, Roi Reichart, and Dilek Hakkani Tur) and CL Editor
in-Chief Wei Lu

• The NAACL 2024 Program Chairs (Kevin Duh, Helena Gomez, and Steven Bethard) and the ACL
2024 Program Chairs (Lun-Wei Ku, Andre F. T. Martins, Vivek Srikumar)

• Damira Mrsic and Underline Team

• Jennifer Rachford and conference support staff

• All the authors of papers submitted for review

Review Process

All submissions to EMNLP 2025 went through a two-stage review process. First, papers were submitted
to the ACL Rolling Review (ARR), where they were reviewed by reviewers and received meta-reviews
from area chairs. Authors then had the option to commit their reviewed papers to EMNLP via a sepa-
rate EMNLP 2025 commitment site. At this stage, senior area chairs provided recommendations, and
final acceptance decisions were made by the program chairs. This process is consistent with previous
conferences, including NAACL 2025 and ACL 2025, and others. We worked closely with the ARR
team, particularly the Editors-in-Chief for the May 2025 cycle, and served as guest Editors-in-Chief for
this round. We also recruited additional reviewers and area chairs for ARR, bringing the total to 13,048
reviewers and 1,989 area chairs in the May 2025 ARR cycle, which handled the majority of EMNLP
2025 submissions. EMNLP also recruited 168 senior area chairs to oversee the review and meta-review
process.

New Review Incentives Policy

This year, in collaboration with ARR, we implemented a new policy to help us meet the ever growing
reviewing demands of the *CL conferences. In order to meet reviewer demand, it is necessary to require
reviewing from a broader range of authors, which in turn creates challenges in maintaining a high quality
standard as well as ensuring that reviews are submitted in a timely fashion. You can read the full policy at
https://aclrollingreview.org/incentives2025 but the most important element was that reviewers who were
deemed “highly irresponsible” would not be allowed to commit their work to EMNLP or (re-)submit
their work to the July ARR cycle. This year, we were cautious in implementing the policy, only desk-
rejecting (and disallowing submission to the July ARR cycle) papers where at least one author met all
the following criteria:

• They were assigned papers to review at the beginning of the review cycle (i.e. not emergency
reviews).

• They were a reviewer with at least 3 assigned papers and failed to submit 100% of their reviews
despite multiple reminders.

• They did not submit an Emergency declaration or a Delay notification.

Out of the 13,048 reviewers recruited this year, only 69 were deemed “highly irresponsible” under our
standards, and enforcement was applied solely in those cases In future cycles, this effort will extend
more broadly to include Area Chairs, and reviewers with a reduced workload, or those who did some
portion, but not enough, of what they were assigned. We will also be implementing a warning system
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where co-authors would be informed about any of their co-authors that meet the “highly irresponsible”
reviewer criteria. This was piloted in the July ARR cycle. Overall, the ARR process ran somewhat
less smoothly than ideal, with more than 50% of submitted papers missing at least one review by the
deadline. We worked as a team to ensure that all submitted papers received at least three reviews and
a meta-review, which required rounds of reminder emails and invitation of emergency reviewers. For
the EMNLP commitment phase, senior area chairs made recommendations for 4512 committed papers
based on the reviews, meta-reviews, and the papers themselves, with final acceptance decisions made by
the program chairs.

Acceptance Rate

In total, there are 1811 papers accepted to the Main Conference and 1417 papers accepted to Findings.
The acceptance rate for Main Conference papers is 22.16% and one for Findings papers is further 17.34%.
The acceptance rate calculation largely follows precedent set by previous conferences that also go through
ACL Rolling Review (ARR), e. g. NAACL 2025, ACL 2025. The calculation takes into account the
multi-stage process of ARR, where a paper may get revised in ARR and then later committed to the
conference. The denominator includes all those committed to EMNLP from Dec 2024 ARR through
May 2025 ARR.

Papers from ARR May 2025 7916
Papers from ARR Feb 2025 220
Papers from ARR Dec 2024 25
Papers from ARR Oct 2024 11
Papers from ARR Aug 2024 1
Papers from ARR Jun 2024 1

Among these submissions, 778 were withdrawn before receiving three reviews, and 670 were desk-
rejected. These are still counted in the denominator. The acceptance rate for Main Conference papers is
therefore: 1811/8174 = 22.16%. The final Main Conference proceedings will include 1668 long papers
and 143 short papers. Findings papers are those which are not accepted at the Main Conference, but
nevertheless have been judged worthy of publication as “solid work with sufficient substance, quality
and novelty”. The next 1417/8174 = 17.34% of papers were accepted to EMNLP Findings. The final
Findings proceedings will include 1246 long papers and 149 short papers.

Special Theme: Advancing our Reach – Interdisciplinary Recontextualiza-
tion of NLP

The core interests of the ACL community are rooted in human-language technologies but also have a
broad reach into other fields. A couple of recent examples are the burgeoning areas of code models
and vision models. Earlier cases are exemplified through SIGs connected with the fields of education,
medicine, and humanities. Movements such as NLP for Social Good and Computational Social Science
show a desire for broad impact, which requires expertise beyond the borders of our own community to
achieve. This year’s theme of Advancing our Reach: Interdisciplinary Recontextualization of NLP aims
to highlight this need for broader connections with other fields to understand and intensify NLP’s impact.
The goal is to increase our awareness of how advances in NLP can impact other fields, and design better
strategies to measure that impact both within and across disciplines. Over the past two decades, the
field has advanced at an exponential rate. The term language models is now a household word, the
industry is booming, and the publication rate is dizzying, but what does that mean about fundamental
scientific impact and broader impact on real societal problems? How can we measure that in a rigorous
way? Scores on benchmarks are increasing; however, to what extent do our benchmarks reflect the true
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impact of our technology advances? If we make a distinction between impact within our own field versus
impact from our field into other fields, would we see the same magnitude of growth? The conventional
measures of success don’t facilitate making critical distinctions, like incremental improvement versus
transformative change, or within-field uptake versus broad impact across fields. So this year, we invited
engagement with the theme first through a theme-specific submission track for papers addressing the
fundamental technology advances and papers addressing the evaluation methodology issues. Note that
we did not consider position papers. However, we also invited Fireside Chat session proposals designed
to bring together NLP researchers with leaders from other fields for agenda setting and new collaboration
formation. Finally, we invited multi-disciplinary panel proposals that provide opportunities to engage the
broader community in reflection related to the theme. We received 100 submissions to the theme track
during the commitment phase. Among these, 41 papers were accepted to the main conference and a
further 32 to Findings of EMNLP.

Best Paper Selection

In keeping with the practices observed in EMNLP 2024, we included the following best paper awards
categories:

• Best Papers (featuring < 0.25% of accepted papers) and Outstanding Papers (featuring < 2.5%
of accepted papers) present fascinating, controversial, surprising, impressive, and/or potentially
field-changing ideas.

• Senior Area Chairs’ awards are similar to Outstanding papers, but specific to this research track.

• Best Theme Papers (= Senior Area Chair’s awards for the special theme track) make significant
new contributions to efficiency in model algorithms, training, and inference.

• Social Impact Papers have the potential for a significant positive societal impact.

• Resource Papers announce, describe, and share a fascinating, valuable, or potentially field-changing
new resource.

Based on nominations from SACs and ACs, 75 candidates were shortlisted for consideration for the
above awards. The final selection was made by the Best Paper Award Committee, and the winners will
be announced and will present their work during the closing ceremony..

Program Composition & Presentation Modes

Based on feedback recommendations from the General Chair and Jennifer Rachford’s team, we deci-
ded to hold the virtual poster sessions immediately before and after the in-person program on the main
conference days. This approach allows virtual attendees to participate concurrently with the physical
event, avoiding the need for organizers and attendees to engage with the conference twice. This year,
325 main conference papers were selected for oral presentations by the program chairs, with the goal of
creating a well-rounded program featuring a diverse set of topics instead of selecting papers based on
their review scores. Numerical scores were only part of the consideration of assignment to oral versus
poster presentations. We placed a high value on representation across tracks and topical coherence in the
sessions. In addition to the main conference papers, the EMNLP program also includes 2 papers accep-
ted by Computational Linguistics and 15 papers accepted by Transactions of the ACL (TACL). Among
these, 17 journal papers will be presented in-person as oral presentations, thematically distributed across
appropriate sessions, with formats chosen based on author preferences. Additionally, all Findings papers
have been assigned poster presentations in designated sessions. Rounding out the program are dedicated
sessions for the demonstrations track and the student research workshop.
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Keynotes and Panel

This year’s program features an impressive lineup of three keynote speakers:

• Heng Ji, University of Illinois at Urbana-Champaign, USA

• Jana Diesner, Technical University of Munich, Germany

• Hannaneh Hajishirzi, University of Washington, USA

Alongside these keynotes, we are looking forward to hosting a panel discussion related to the conference
theme entitled “Advancing our Reach: Do’s, Don’ts and Lessons learned in Interdisciplinary Research”,
which will include the keynote speakers and other invited guests.

We hope that you will enjoy this year’s program and hybrid conference!

Christos Christodoulopoulos, Information Commissioner’s Office (ex-Amazon)
Tanmoy Chakraborty, Indian Institute of Technology Delhi (IIT Delhi)
Carolyn Rose, Carnegie Mellon University (CMU)
Violet Peng, University of California, Los Angeles (UCLA)
EMNLP 2025 Program Co-Chairs
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Message from the Local Chairs

Dear EMNLP 2025 Participants,

It is our great honor to welcome you to EMNLP 2025 in Suzhou, China — a city where classical elegance
meets modern innovation. Often called the Venice of the East", Suzhou has for centuries inspired poets,
scholars, and artists with its winding canals, stone bridges, and UNESCO World Heritage classical gar-
dens. Today, it also stands as a vibrant hub of research, technology, and international exchange, making
it a fitting setting for one of the premier conferences in natural language processing.

Suzhou is a city of languages in every sense. The mellifluous tones of the Wu dialect, once praised as the
language of songs", mingle with Mandarin and the many tongues of visitors and residents from around
the world. This rich linguistic and cultural landscape reflects the very spirit of EMNLP: embracing
diversity, fostering dialogue, and advancing our shared understanding of human and machine language.

Beyond its cultural heritage, Suzhou has rapidly emerged as a center of science and innovation. Ancho-
red by world-class universities, thriving industries, and close connections to Shanghai, it embodies the
dynamic transformation that continues to shape both China and the global community. In this blend of
tradition and modernity, we see a metaphor for our field: deeply rooted in language’s long history, yet
continually branching into new technologies and applications.

During your stay, we invite you to explore the beauty and vitality of Suzhou. Stroll through the Humble
Administrator’s Garden or the Lingering Garden, where architecture and nature merge in timeless harmo-
ny. Wander the ancient water towns of Zhouzhuang and Tongli, where history flows quietly along canals.
Discover the contemporary skyline of Jinji Lake, or visit the Suzhou Museum, masterfully designed by I.
M. Pei. And of course, delight in Suzhou’s culinary traditions, from the artistry of Suzhou-style noodles
to the elegance of seasonal delicacies.

We extend our deepest gratitude to the organizing team, and the many volunteers whose dedication has
made this conference possible.

We hope that EMNLP 2025 will be both intellectually stimulating and personally memorable, offering
you not only a rich technical program but also the chance to experience the unique charm of Suzhou —
a city where water, garden, and language flow together in harmony.

Welcome to Suzhou!

Wei Ji, Nanjing University
Jiaheng Liu, Nanjing University
EMNLP 2025 Local Chairs
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Xingjian Diao, Gaël Dias, Fernando Diaz, Harshita Diddee, Adji Bousso Dieng, Stefan Dietze,
Dimitar Dimitrov, Dimitar Iliyanov Dimitrov, Emily Dinan, Jacob Dineen, Bolin Ding, Chenchen
Ding, Chuanghao Ding, Dujian Ding, Hanxing Ding, Jian Ding, Keyan Ding, Nai Ding, Ning
Ding, Peng Ding, Ruixue Ding, Shuoyang Ding, Tong Ding, Wentao Ding, Wenxuan Ding, Xiao
Ding, Yi Ding, Yifan Ding, Yifeng Ding, Yifu Ding, Yihao Ding, Yuyang Ding, Zifeng Ding,

xxvii



Song Dingjie, Ly Dinh, Tanvi Dinkar, Shubhashis Roy Dipta, Ajay Divakaran, Anuj Diwan, Lu-
cas Dixon, Amirbek Djanibekov, Heejin Do, Jaeyoung Do, Phong Nguyen-Thuan Do, Quyet V.
Do, Khoa Doan, Sumanth Doddapaneni, Rama Doddipatla, Pierre Dognin, Kosuke Doi, Carlotta
Domeniconi, Tobias Domhan, Bin Dong, Chengyu Dong, Guanting Dong, Haoyu Dong, Jian-
feng Dong, Junnan Dong, Ming Dong, Mingwen Dong, Peijie Dong, Rui Dong, Wenchao Dong,
Xiangjue Dong, Xin Luna Dong, Yushun Dong, Zhe Dong, Zhengyuan Dong, Zican Dong, Vard-
han Dongre, Ehsan Doostmohammadi, Emmanuel Dorley, Meet Doshi, Bonaventure F. P. Dossou,
Longxu Dou, Qingyun Dou, Yao Dou, Mohammad Javad Dousti, Mauro Dragoni, Mark Dras,
Mark Dredze, Felix Drinkall, Daniel Dsouza, Haowei Du, Jiangshu Du, Jinhua Du, Kevin Du,
Lun Du, Minxin Du, Nan Du, Pan Du, Weiyu Du, Wenyu Du, Xiaoyong Du, Yongkang Du, Yu-
pei Du, Zhihao Du, Hanyu Duan, Jinhao Duan, Jiuding Duan, Juanyong Duan, Lei Duan, Lixin
Duan, Siyuan Duan, Sufeng Duan, Xinyu Duan, Xufeng Duan, Zenghao Duan, Deep Narayan Du-
bey, Haim Dubossarsky, Richard Dufour, Liam Dugan, Kevin Duh, Ambedkar Dukkipati, Lavinia
Dunagan, Jocelyn Dunstan, Emmanuel Dupoux, Benjamin Van Durme, Ritam Dutt, Subhabrata
Dutta, Sujan Dutta, Jennifer Dy, Nils Dycke, Pius von Däniken, Esra Dönmez

Haihong E, Seth Ebner, Jessica Maria Echterhoff, Ghebriout Mohamed Imed Eddine, Lilach Eden,
Tobias Eder, Aleksandra Edwards, Paul Van Eecke, Steffen Eger, Koji Eguchi, Yo Ehara, Alon Ei-
rew, Jason Eisner, Mai ElSherief, Mohamed Elaraby, Hoda Eldardiry, Mohamed Elgaar, Mohamed
Elhoseiny, Tilia Ellendorff, AbdelRahim Elmadany, Tamer Elsayed, Yahya Emara, Chris Emme-
ry, Sugyeong Eo, Elena V. Epure, Pierre Erbacher, Erkut Erdem, Justus-Jonas Christoph Erker,
Marieke van Erp, Hugo Jair Escalante, Suilan Estevez-Velarde, Thierry Etchegoyhen, Julen Etxa-
niz, Kilian Evang, Keelan Evanini, Gautier Evennou, Brendan Raffel Evers, Chandra Kiran Reddy
Evuru, Matan Eyal

Marzieh Fadaee, Ekaterina Fadeeva, Md Fahim, Fahim Faisal, Júlia Falcão, Neele Falk, Caoyun
Fan, Chenrui Fan, Cunhang Fan, Jiabin Fan, Jing Fan, Ming Fan, Shengda Fan, Wei Fan, Xiaoran
Fan, Xiran Fan, Yongqi Fan, Yue Fan, Zhaoxin Fan, Zhiyuan Fan, Anjie Fang, Chao Fang, Chun-
rong Fang, Fang Fang, Feiteng Fang, Haishuo Fang, Jinyuan Fang, Ming Fang, Minghong Fang,
Minghui Fang, Qingkai Fang, Tao Fang, Tianqing Fang, Xinyu Fang, Yi Fang, Yuan Fang, Reza
Farahbakhsh, António Farinhas, Pedro Faustini, Barah Fazili, Arnisa Fazla, Pooyan Fazli, Maria
Fedorova, Xiang Fei, Yu Fei, Zhaoye Fei, Zhiwei Fei, Bao Feilong, Nils Feldhus, Sergey Feld-
man, Andrew Zhuoer Feng, Aosong Feng, Chong Feng, Davy Feng, Fangxiang Feng, Fuli Feng,
Guanchao Feng, Guhao Feng, Hao Feng, Junlan Feng, Lei Feng, Ling Feng, Rui Feng, Shutong
Feng, Steven Y. Feng, Tao Feng, Tian Feng, Xincan Feng, Yang Feng, Yansong Feng, Yi Feng, Yu
Feng, Yubo Feng, Yujie Feng, Yunlong Feng, Zhiyong Feng, Zihao Feng, Zijian Feng, Pan Fen-
gjun, Alena Fenogenova, Teddy Ferdinan, Patrick Fernandes, Nigel Fernandez, Aloka Fernando,
Basura Fernando, Raquel Fernández, Alberte Fernández-Castro, Elisa Ferracane, Eric Le Ferrand,
Emilio Ferrara, Thomas Palmeira Ferraz, Elisabetta Fersini, Sheridan Feucht, Blanca Calvo Figue-
ras, Georgios Filandrianos, Elena Filatova, Jillian Fisher, Marco Fisichella, Jack FitzGerald, Pieter
Fivez, Lorenzo Jaime Yu Flores, Achille Fokoue, Marcio Fonseca, Negar Foroutan, Stella Frank,
Thomas François, Diego Frassinelli, Dayne Freitag, Jibril Frej, Simona Frenda, Giacomo Frisoni,
Michael Fromm, Dayuan Fu, Harvey Yiyun Fu, Tingchen Fu, YiFu Fu, Yicheng Fu, Yiwei Fu, Yu
Fu, Yun Fu, Yuzhuo Fu, Zichuan Fu, Dennis Fucci, Yoshinari Fujinuma, Atsushi Fujita, Yasuhiro
Fujiwara, Richard Futrell

Kun Gai, Varun Kumar Reddy Gajjala, Jay Gala, Dimitris Galanis, Marcos Martínez Galindo,
Lukas Paul Achatius Galke, Martina Galletti, Jack Gallifant, Aram Galstyan, Pablo Gamallo, An-
drew Gambardella, Xiaoying Gan, Yanglei Gan, Yujian Gan, Sriram Ganapathy, Adithya V Gane-
san, Balaji Ganesan, Rashmi Gangadharaiah, Varun Prashant Gangal, Debasis Ganguly, William
Gantt, Bofei Gao, Changjiang Gao, Chao Gao, Chaochen Gao, Chen Gao, Chongming Gao, Chon-

xxviii



gyang Gao, Chufan Gao, Cuiyun Gao, Dehong Gao, Feiyu Gao, Ge Gao, Guangze Gao, Hang Gao,
Hongcheng Gao, Hui Gao, Jiahui Gao, Jianfeng Gao, Jing Gao, Jinglong Gao, Jingsheng Gao, Ji-
nhua Gao, Jinyang Gao, Junqi Gao, Lang Gao, Mingqi Gao, Muhan Gao, Neng Gao, Qiyue Gao,
Rena Wei Gao, Shen Gao, Shengxiang Gao, Silin Gao, Wei Gao, Xiaoxue Gao, Yanjun Gao,
Yingqiang Gao, Zhujin Gao, Utpal Garain, Iker García-Ferrero, Claire Gardent, Nikesh Garera,
Ankur Garg, Dinesh Garg, Siddhant Garg, Vaibhav Garg, Aparna Garimella, Joseph Gatto, Hi-
maanshu Gauba, Vagrant Gautam, Daniil Gavrilov, Jiaxin Ge, Mengshi Ge, Xiou Ge, Yubin Ge,
Zongyuan Ge, Gregor Geigle, Spandana Gella, Debela Tesfaye Gemechu, Josef van Genabith,
Saibo Geng, Yuxia Geng, Ariel Gera, Michael Gertz, Walter Gerych, Omid Ghahroodi, Soumya
Suvra Ghosal, Akash Ghosh, Kripabandhu Ghosh, Saptarshi Ghosh, Sayan Ghosh, Sayontan Gho-
sh, Shaona Ghosh, Sreyan Ghosh, Sucheta Ghosh, George Giannakopoulos, Fosca Giannotti, C.
Lee Giles, Luca Gioffrè, Raja Giryes, Adrià de Gispert, Fausto Giunchiglia, Michael Glass, Oren
Glickman, Kristina Gligoric, Aaron Gluck, Satya Sai Srinath Namburi Gnvv, Ameya Godbole,
Randy Goebel, Anmol Goel, Arnav Goel, Iakes Goenaga, Sim Kuan Goh, Usman Gohar, Darina
Gold, Adele E. Goldberg, Yoav Goldberg, Jonas Golde, Tomas Goldsack, Tom Goldstein, Sujatha
Das Gollapalli, Michal Golovanevsky, Jose Manuel Gomez-Perez, Marcos A Goncalves, Eliza-
veta Goncharova, Chen Gong, Hailei Gong, Jie Gong, Kaixiong Gong, Ming Gong, Neil Gong,
Shansan Gong, Yeyun Gong, Yunye Gong, Zhiguo Gong, Ziwei Gong, Joseph E. Gonzalez, Cesar
Gonzalez-Gutierrez, Julio Gonzalo, Noah Goodman, Deepak Gopinath, Dhiman Goswami, Sujata
Goswami, Daniela Gottesman, Fabrizio Gotti, Boyu Gou, Yunhao Gou, Pierre-Antoine Gourraud,
Antoine Gourru, Venkata Subrahmanyan Govindarajan, Roksana Goworek, Agam Goyal, Palash
Goyal, Pushap Goyal, Vikram Goyal, Yash Goyal, Matthias Grabmair, Filip Graliński, Christan
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Keynote Talk
No more Processing. Time to Discover.

Heng Ji
Siebel School of Computing and Data Science, University of Illinois

Wednesday, November 5th – Time: from 09:30 to 10:30 – Room: B301

Abstract: Scientific discovery, especially for new drugs and materials, urgently needs our help. The
traditional manual approach is highly artisanal, and thus slow and expensive. Most importantly, many
commercial drugs or materials have well-documented limitations that have remained unaddressed. In
fact, AI for Science has become a rapidly growing field, with NLP researchers playing a central role by
organizing shared tasks and competing on various leaderboards, especially through approaches powered
by large language models (LLMs). In this talk, however, I will offer a provocative perspective on why
our community may be heading in the wrong direction. Take drug discovery as an example: much of
the existing work merely classifies properties of known drugs and thus discovers nothing, or generates
molecules that are chemically impossible to make.
Unlike machines, human scientists are inherently “multilingual,” seamlessly navigating diverse modali-
ties, from natural language in literature to complex scientific data such as molecular structures in know-
ledge bases. Human scientists also “think before they talk”: they ground their reasoning in deliberate
reflection and subject new ideas to critical evaluation and verification. Against this backdrop, I argue
that there is a correctable fundamental mismatch between the way LLMs work and the way scientists
traditionally discover and verify new research hypotheses. I propose to design new LLM paradigms by
drawing inspiration from the scientific discovery process itself: (1) “Observe”- acquire, represent and
integrate knowledge from multiple data modalities; (2) “Think” - think critically to generate hypotheses;
and (3) “Propose and Verify” - verify hypotheses through the Physical World.
As a prototype example, I will present mCLM, a modular Chemical-Language Model that speaks two
complementary languages: one that represents molecular building blocks indicative of specific functions
and compatible with automated modular assembly, and another that describes these functions in natu-
ral language. Experiments on 430 FDA-approved drugs showed that mCLM is capable of significantly
improving chemical functions critical to determining drug potentials. mCLM, with only 3B parame-
ters, also achieves improvements in function scores and synthetic accessibility relative to 7 other leading
generative AI methods including GPT-5. mCLM can also reason on multiple functions and iteratively
self-improve to rescue drug candidates that failed late in clinical trials (“fallen angels”). Preliminary
animal testing results further underscore the promise of this approach. In the long term, I envision a
comprehensive, multi-agent, human-in-the-loop autonomous laboratory, structured around iterative cy-
cles of reasoning, proposal, synthesis, physical testing, feedback, and reasoning to enable never-ending
self-improvement and co-evolvement with human scientists.
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Bio: Heng Ji is a Professor of Computer Science at Siebel School of Computing and Data Science,
and a faculty member affiliated with Electrical and Computer Engineering Department, Coordinated
Science Laboratory, and Carl R. Woese Institute for Genomic Biology of University of Illinois Urbana-
Champaign. She is an Amazon Scholar. She is the Founding Director of Amazon-Illinois Center on
AI for Interactive Conversational Experiences (AICE), and the Founding Director of CapitalOne-Illinois
Center on AI Safety and Knowledge Systems (ASKS). She received Ph.D. in Computer Science from
New York University. Her research interests focus on Natural Language Processing, especially on Mul-
timedia Multilingual Information Extraction, Knowledge-enhanced Large Language Models and Vision-
Language Models, AI for Science, and Science-inspired AI. The awards she received include Outstan-
ding Paper Award at ACL2024, two Outstanding Paper Awards at NAACL2024, “Young Scientist” by
the World Laureates Association in 2023 and 2024, “Young Scientist” and a member of the Global Fu-
ture Council on the Future of Computing by the World Economic Forum in 2016 and 2017, “Women
Leaders of Conversational AI” (Class of 2023) by Project Voice, “AI’s 10 to Watch” Award by IEEE
Intelligent Systems in 2013, NSF CAREER award in 2009, PACLIC2012 Best paper runner-up, “Best
of ICDM2013” paper award, “Best of SDM2013” paper award, ACL2018 Best Demo paper nomination,
ACL2020 Best Demo Paper Award, NAACL2021 Best Demo Paper Award, Google Research Award in
2009 and 2014, IBM Watson Faculty Award in 2012 and 2014 and Bosch Research Award in 2014-2018.
She has coordinated the NIST TAC Knowledge Base Population task 2010-2020. She served as the as-
sociate editor for IEEE/ACM Transaction on Audio, Speech, and Language Processing, and the Program
Committee Co-Chair of many conferences including NAACL-HLT2018 and AACL-IJCNLP2022. She
was elected as the North American Chapter of the Association for Computational Linguistics (NAACL)
secretary 2020-2023.
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Keynote Talk
Looking at NLP through the lens of the (computational)

social sciences
Jana Diesner

Technical University of Munich

Thursday, November 6th – Time: from 09:00 to 10:00 – Room: B301

Abstract: Using empirical methods from NLP has led to tremendous progress in the social sciences and
humanities. I address how leveraging innovative NLP techniques has helped to discover and validate hy-
potheses about the functioning and patterns of complex societal systems, jointly considering the content
and structure of social and socio-technical interactions, and scaling up the analysis of human-centered,
qualitative, and multi-modal data. Knowledge from the social sciences has in turn informed and advanced
data annotation, model building, and result explanation in NLP. At the same time, the choices we make
when studying and predicting the structure and behavior of groups matter. I discuss how differences
in research design, epistemology, and culturally contextualized algorithms impact knowledge discovery,
theory development, practical applications, and policies. I conclude with implications of work at the
nexus of NLP and the social sciences on innovation, validation, and bridging differences in scales.

Bio: Jana Diesner is a Full Professor at the Technical University of Munich, School of Social Science
and Technology, with a joint appointment at the School of Computation, Information and Technology.
She leads the Human-Centered Computing group. Her group works on methods from network science,
natural language processing, machine learning, and AI, and integrates them with theories from the so-
cial sciences and humanities to advance our understanding of theories and patterns of complex societal
systems. Their work also considers cultural contexts and ethical concerns to advance responsibility in
computational sciences. Before joining TUM in 2024, Jana was a tenured professor at the University of
Illinois Urbana Champaign. School of Information Sciences. She earned her Ph.D. at Carnegie Mellon,
School of Computer Science.
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Keynote Talk
Open-Science AI: Building Language, Vision, and Reasoning

Models that Drive Innovation
Hannaneh Hajishirzi

University of Washington

Friday, November 7th – Time: from 09:00 to 10:00 – Room: B301

Abstract: Innovation and competitiveness in AI are driven not only by building powerful systems but al-
so by creating enduring, extensible solutions that empower the research community to explore, evaluate,
and build upon them further. In this talk, I discuss how to develop open language, vision, and reasoning
models that can compete with proprietary counterparts—models that are fully open and scientifically
grounded. I will highlight how these open-science AI efforts have led to innovative strategies for da-
ta curation, new paradigms in model training, improved reasoning algorithms, and advances in model
traceability, among others. These ideas will be illustrated through examples from my team’s work on
OLMo, Tulu, Molmo, FlexOLMo, and OLMoTrace, as well as related contributions from the broader
research community.
More specifically, I will share lessons learned from building our fully open language models, OLMo,
demonstrating that with the right scientific and engineering approaches, it is possible to refine model
capabilities and achieve state-of-the-art performance. I will explain how this foundation has enabled us
to develop FlexOLMo, a new paradigm for modular language model training that supports both data pri-
vacy and data collaboration, and OLMoTrace, a tool for tracing model outputs back to their training data.
I will also discuss RLVR, our new approach to reinforcement learning with verifiable rewards in Tulu 3,
and how it has led to the creation of stronger reasoning models, catalyzing an active new area of research
in verifiable reasoning. Finally, I will highlight Dolma and PixMo, illustrating how novel data curation
and mixing strategies further enhance model capabilities and enable effective, high-quality training of
language and vision models.

Bio: Hanna Hajishirzi is a Professor of Computer Science at the University of Washington and a Senior
Director of AI at AI2. Her research spans generative AI and natural language processing, with a focus
on building pioneering, open-science AI solutions. She co-leads the OLMo and Tulu projects, advancing
fully open language and reasoning models to accelerate the science of AI, empower the research commu-
nity, and champion openness as a driver of innovation. These models have been downloaded more than
10 million times as of 2025 and were recognized with GeekWire’s Innovation of the Year award. She is a
co-PI of a $152M NSF- and NVIDIA-supported grant to develop the next generation of open multimodal
models.
She is a recipient of the Sloan Fellowship (2021), the Uncommon Thinker Award (2025), the NSF CA-
REER Award (2021), Torode family Career development professorship (2022), the Allen Distinguished
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Investigator Award (2014), the UIUC Alumni Award (2024), and was a finalist for the VentureBeat Wo-
men in AI Award (2024, 2025). Her research has earned recognition at leading venues, with papers
receiving or being finalists for awards at ACL 2025, CVPR 2025, ACL 2024 (Best Paper and Best Re-
source Paper), CVPR 2022, AKBC 2020, and SIGDIAL 2012.
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Benedikt Ebing, Christian Goldschmied and Goran Glavaš . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20736

cxxii



Pruning Weights but Not Truth: Safeguarding Truthfulness While Pruning LLMs
Yao Fu, Runchao Li, Xianxuan Long, Haotian Yu, Xiaotian Han, Yu Yin and Pan Li . . . . . . 20750

Augment before You Try: Knowledge-Enhanced Table Question Answering via Table Expansion
Yujian Liu, Jiabao Ji, Tong Yu, Ryan A. Rossi, Sungchul Kim, Handong Zhao, Ritwik Sinha,

Yang Zhang and Shiyu Chang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20769

Evaluating Large Language Models for Belief Inference: Mapping Belief Networks at Scale
Trisevgeni Papakonstantinou, Antonina Zhiteneva, Ana Yutong Ma, Derek Powell and Zachary

Horne . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20787

Distinguishing fair from unfair compositional generalization tasks
Ahmad Jabbar, Cleo Condoravdi and Christopher Potts . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20796

SA-CLIP: Language Guided Image Spatial and Action Feature Learning
Guanlin Li, Wenhao Shao, Praboda Rajapaksha and Noel Crespi . . . . . . . . . . . . . . . . . . . . . . . . 20808

Inefficiencies of Meta Agents for Agent Design
Batu El, Mert Yuksekgonul and James Zou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20815

SCoder: Progressive Self-Distillation for Bootstrapping Small-Scale Data Synthesizers to Empower
Code LLMs

Xinyu Zhang, Changzhi Zhou, Linmei Hu, Luhao Zhang, Xiancai Chen, Haomin Fu, Yang Yang
and Mengdi Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20825

Linguistically-Controlled Paraphrase Generation
Mohamed Elgaar and Hadi Amiri . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20842

LAWCAT: Efficient Distillation from Quadratic to Linear Attention with Convolution across Tokens for
Long Context Modeling

Zeyu Liu, Souvik Kundu, Lianghao Jiang, Anni Li, Srikanth Ronanki, Sravan Babu Bodapati,
Gourav Datta and Peter Anthony Beerel . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20865

Analyzing Dialectical Biases in LLMs for Knowledge and Reasoning Benchmarks
Eileen Pan, Anna Seo Gyeong Choi, Maartje Ter Hoeve, Skyler Seto and Allison Koenecke20882

TreeBoN: Enhancing Inference-Time Alignment with Speculative Tree-Search and Best-of-N Sampling
Jiahao Qiu, Yifu Lu, Yifan Zeng, Jiacheng Guo, Jiayi Geng, Chenhao Zhu, Xinzhe Juan, Ling

Yang, Huazheng Wang, Kaixuan Huang, Yue Wu and Mengdi Wang . . . . . . . . . . . . . . . . . . . . . . . . . 20894

CulturalFrames: Assessing Cultural Expectation Alignment in Text-to-Image Models and Evaluation
Metrics

Shravan Nayak, Mehar Bhatia, Xiaofeng Zhang, Verena Rieser, Lisa Anne Hendricks, Sjoerd Van
Steenkiste, Yash Goyal, Karolina Stanczak and Aishwarya Agrawal . . . . . . . . . . . . . . . . . . . . . . . . . . 20918

Decoupled Proxy Alignment: Mitigating Language Prior Conflict for Multimodal Alignment in MLLMs
Chenkun Tan, Pengyu Wang, Shaojun Zhou, Botian Jiang, Zhaowei Li, Dong Zhang, Xinghao

Wang, Yaqian Zhou and Xipeng Qiu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20954

Riemannian Optimization for LoRA on the Stiefel Manifold
JuneYoung Park, Minjae Kang, Seongbae Lee, Haegang Lee, Seongwan Kim and Jaeho Lee20971

How Real Are Synthetic Therapy Conversations? Evaluating Fidelity in Prolonged Exposure Dialogues
Suhas BN, Dominik O. Mattioli, Andrew M. Sherrill, Rosa I. Arriaga, Christopher Wiese and

Saeed Abdullah . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20986

cxxiii



Large Language Models for Controllable Multi-property Multi-objective Molecule Optimization
Vishal Dey, Xiao Hu and Xia Ning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20996

Measuring Lexical Diversity of Synthetic Data Generated through Fine-Grained Persona Prompting
Gauri Kambhatla, Chantal Shaib and Venkata S Govindarajan . . . . . . . . . . . . . . . . . . . . . . . . . . 21024

Beyond Function-Level Search: Repository-Aware Dual-Encoder Code Retrieval with Adversarial Ve-
rification

Aofan Liu, Song Shiyuan, Haoxuan li, Cehao Yang and Yiyan Qi . . . . . . . . . . . . . . . . . . . . . . . 21034

Watermark under Fire: A Robustness Evaluation of LLM Watermarking
Jiacheng Liang, Zian Wang, Spencer Hong, Shouling Ji and Ting Wang . . . . . . . . . . . . . . . . . 21050

PEPE: Long-context Extension for Large Language Models via Periodic Extrapolation Positional En-
codings

Jikun Hu, Dongsheng Guo, Yuli Liu, Qingyao Ai, Lixuan Wang, Xuebing Sun, Qilei Zhang, Quan
Zhou and Cheng Luo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21075

Beyond Self-Reports: Multi-Observer Agents for Personality Assessment in Large Language Models
Yin Jou Huang and Rafik Hadfi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21086

Controlled Retrieval-augmented Context Evaluation for Long-form RAG
Jia-Huei Ju, Suzan Verberne, Maarten de Rijke and Andrew Yates . . . . . . . . . . . . . . . . . . . . . . 21102

Humanity’s Last Code Exam: Can Advanced LLMs Conquer Human’s Hardest Code Competition?
Xiangyang Li, Xiaopeng Li, Kuicai Dong, Zhangquanhu, Rongju Ruan, Xinyi Dai, Yasheng Wang

and Ruiming Tang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21122

False Friends Are Not Foes: Investigating Vocabulary Overlap in Multilingual Language Models
Julie Kallini, Dan Jurafsky, Christopher Potts and Martijn Bartelds . . . . . . . . . . . . . . . . . . . . . 21138

Rule-Guided Extraction: A Hierarchical Rule Optimization Framework for Document-Level Event Ar-
gument Extraction

Yue Zuo, Yuxiao Fei, Wanting Ning, Jiayi Huang, Yubo Feng and Lishuang Li . . . . . . . . . . . 21155

SOPL: A Sequential Optimal Learning Approach to Automated Prompt Engineering in Large Language
Models

Shuyang Wang, Somayeh Moazeni and Diego Klabjan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21172

CLIP-UP: A Simple and Efficient Mixture-of-Experts CLIP Training Recipe with Sparse Upcycling
Xinze Wang, Chen Chen, Yinfei Yang, Hong-You Chen, Bowen Zhang, Aditya Pal, Xiangxin Zhu

and Xianzhi Du . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21186

A Category-Theoretic Approach to Neural-Symbolic Task Planning with Bidirectional Search
Shuhui Qu, Jie Wang and Kincho Law . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21201

HEAL: An Empirical Study on Hallucinations in Embodied Agents Driven by Large Language Models
Trishna Chakraborty, Udita Ghosh, Xiaopan Zhang, Fahim Faisal Niloy, Yue Dong, Jiachen Li,

Amit Roy-Chowdhury and Chengyu Song . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21226

Can LLMs Judge Debates? Evaluating Non-Linear Reasoning via Argumentation Theory Semantics
Reza Sanayei, Srdjan Vesic, Eduardo Blanco and Mihai Surdeanu . . . . . . . . . . . . . . . . . . . . . . 21244

How Jailbreak Defenses Work and Ensemble? A Mechanistic Investigation
Zhuohan Long, Siyuan Wang, Shujun Liu and Yuhang Lai . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21263

cxxiv



Visual Self-Refinement for Autoregressive Models
Jiamian Wang, Ziqi Zhou, Chaithanya Kumar Mummadi, Sohail Dianat, Majid Rabbani, Raghu-

veer Rao, Chen Qiu and Zhiqiang Tao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21291

Retrieval-Augmented Language Models are Mimetic Theorem Provers
Wenjie Yang, Ruiyuan Huang, Jiaxing Guo, Zicheng Lyu, Tongshan Xu, Shengzhong Zhang, Lun

Du, Da Zheng and Zengfeng Huang. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .21301

LORE: Continual Logit Rewriting Fosters Faithful Generation
Charles Yu, Qingyun Wang, Yuting Hu, Jinjun Xiong and Heng Ji . . . . . . . . . . . . . . . . . . . . . . 21314

PRINCIPLES: Synthetic Strategy Memory for Proactive Dialogue Agents
Namyoung Kim, Kai Tzu-iunn Ong, Yeonjun Hwang, Minseok Kang, Iiseo Jihn, Gayoung Kim,

Minju Kim and Jinyoung Yeo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21329

SLM-Bench: A Comprehensive Benchmark of Small Language Models on Environmental Impacts
Nghiem Thanh Pham, Tung Kieu, Duc Manh Nguyen, Son Ha Xuan, Nghia Duong-Trung and

Danh Le-Phuoc . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21369

A Decoupled Multi-Agent Framework for Complex Text Style Transfer
Lingxi Zhang, Yu-Neng Chuang, Guanchu Wang, Ruixiang Tang, Xuanting Cai, Rajesh Shenoy

and Xia Hu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21393

Mamba Drafters for Speculative Decoding
Daewon Choi, Seunghyuk Oh, Saket Dingliwal, Jihoon Tack, Kyuyoung Kim, Woomin Song,

Seojin Kim, Insu Han, Jinwoo Shin, Aram Galstyan, Shubham Katiyar and Sravan Babu Bodapati
21404

LongLLaVA: Scaling Multi-modal LLMs to 1000 Images Efficiently via a Hybrid Architecture
Xidong Wang, Dingjie Song, Shunian Chen, Junying Chen, Zhenyang Cai, Chen Zhang, Lichao

Sun and Benyou Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21419

Think Clearly: Improving Reasoning via Redundant Token Pruning
Daewon Choi, Jimin Lee, Jihoon Tack, Woomin Song, Saket Dingliwal, Sai Muralidhar Jayanthi,

Bhavana Ganesh, Jinwoo Shin, Aram Galstyan and Sravan Babu Bodapati . . . . . . . . . . . . . . . . . . . . 21437

A Systematic Survey of Claim Verification: Corpora, Systems, and Case Studies
Zhaxi Zerong, Chenxi LI, Xinyi Liu, Ju-hui Chen and Fei Xia . . . . . . . . . . . . . . . . . . . . . . . . . . 21452

Automated Creativity Evaluation for Large Language Models: A Reference-Based Approach
Ruizhe Li, Chiwei Zhu, Benfeng Xu, Xiaorui Wang and Zhendong Mao . . . . . . . . . . . . . . . . . 21475

LangProBe: a Language Program Benchmark
Shangyin Tan, Lakshya A Agrawal, Arnav Singhvi, Liheng Lai, Michael J Ryan, Dan Klein, Omar

Khattab, Koushik Sen and Matei Zaharia . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21489

Exploring and Detecting Self-disclosure in Multi-modal posts on Chinese Social Media
Jingbao Luo, Ming Liu, Aoli Huo, Fujing Hu, Gang Li and Wupeng Njust . . . . . . . . . . . . . . . 21510

MV-CLAM: Multi-View Molecular Interpretation with Cross-Modal Projection via Language Model
Sumin Ha, Jun Hyeong Kim, Yinhua Piao, Changyun Cho and Sun Kim. . . . . . . . . . . . . . . . .21528

Mind the Style Gap: Meta-Evaluation of Style and Attribute Transfer Metrics
Amalie Brogaard Pauli, Isabelle Augenstein and Ira Assent . . . . . . . . . . . . . . . . . . . . . . . . . . . . .21550

ExtremeAIGC: Benchmarking LMM Vulnerability to AI-Generated Extremist Content
Bhavik Chandna, Mariam Aboujenane and Usman Naseem . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21565

cxxv



Data Augmentation for Maltese NLP using Transliterated and Machine Translated Arabic Data
Kurt Micallef, Nizar Habash and Claudia Borg . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21580

Do LLMs Align Human Values Regarding Social Biases? Judging and Explaining Social Biases with
LLMs

Yang Liu and Chenhui Chu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21591

CoEx – Co-evolving World-model and Exploration
Minsoo Kim and Seung-won Hwang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21629

BrainLoc: Brain Signal-Based Object Detection with Multi-modal Alignment
Jiaqi Duan, Xiaoda Yang, Kaixuan Luan, Hongshun Qiu, Weicai Yan, Xueyi Zhang, Youliang

Zhang, Zhaoyang Li, Donglin Huang, JunYu Lu, Ziyue Jiang and Xifeng Yang . . . . . . . . . . . . . . . . 21652

PVTNL: Prompting Vision Transformers with Natural Language for Generalizable Person Re-identification
Wangning, Lei Xie, Sanglu Lu and Shiwei Gan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21663

RingFormer: Rethinking Recurrent Transformer with Adaptive Level Signals
Jaemu Heo, Eldor Fozilov, Hyunmin Song and Taehwan Kim . . . . . . . . . . . . . . . . . . . . . . . . . . 21675

TriSPrompt: A Hierarchical Soft Prompt Model for Multimodal Rumor Detection with Incomplete Mo-
dalities

Jiajun Chen, Yangyang Wu, Xiaoye Miao, Mengying Zhu and Meng Xi . . . . . . . . . . . . . . . . . 21687

Evaluating Uncertainty Quantification Methods in Argumentative Large Language Models
Kevin Zhou, Adam Dejl, Gabriel Freedman, Lihu Chen, Antonio Rago and Francesca Toni21700

CLAIMCHECK: How Grounded are LLM Critiques of Scientific Papers?
Jiefu Ou, William Gantt Walden, Kate Sanders, Zhengping Jiang, Kaiser Sun, Jeffrey Cheng, Wil-

liam Jurayj, Miriam Wanner, Shaobo Liang, Candice Morgan, Seunghoon Han, Weiqi Wang, Chandler
May, Hannah Recknor, Daniel Khashabi and Benjamin Van Durme . . . . . . . . . . . . . . . . . . . . . . . . . . 21712

From Noise to Clarity: Filtering Real and LLM-Generated Samples for Enhanced Intent Detection
Junbao Huang, Weizhen Li, Peijie Huang and Yuhong Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21736

Improving Language Model Personas via Rationalization with Psychological Scaffolds
Brihi Joshi, Xiang Ren, Swabha Swayamdipta, Rik Koncel-Kedziorski and Tim Paek . . . . . 21747

KBM: Delineating Knowledge Boundary for Adaptive Retrieval in Large Language Models
Zhen Zhang, Xinyu Wang, Yong Jiang, Zile Qiao, Zhuo Chen, Guangyu Li, Feiteng Mu, Mengting

Hu, Pengjun Xie and Fei Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21771

TABARD: A Novel Benchmark for Tabular Anomaly Analysis, Reasoning and Detection
Manan Roy Choudhury, Anirudh Iyengar Kaniyar Narayana Iyengar, Shikhhar Siingh, Sugeeth

Puranam and Vivek Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21783

Aspect-based Sentiment Analysis via Synthetic Image Generation
Ge Chen, Zhongqing Wang and Guodong Zhou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21818

IntrEx: A Dataset for Modeling Engagement in Educational Conversations
Xingwei Tan, Mahathi Parvatham, Chiara Gambi and Gabriele Pergola . . . . . . . . . . . . . . . . . . 21830

Bridging the Capability Gap: Joint Alignment Tuning for Harmonizing LLM-based Multi-Agent Systems
Minghang Zhu, Zhengliang Shi, Zhiwei Xu, Shiguang Wu, Lingjie Wang, Pengjie Ren, Zhaochun

Ren and Zhumin Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21846

Safety Through Reasoning: An Empirical Study of Reasoning Guardrail Models
Makesh Narsimhan Sreedhar, Traian Rebedea and Christopher Parisien . . . . . . . . . . . . . . . . . 21862

cxxvi



Context-Aware Reasoning On Parametric Knowledge for Inferring Causal Variables
Ivaxi Sheth, Sahar Abdelnabi and Mario Fritz . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21881

LoRE-Merging: Exploring Low-Rank Estimation For Large Language Model Merging
Zehua Liu, Han Wu, Yuxuan Yao, Xiaojin Fu, Ruifeng She, Xiongwei Han, Tao Zhong and

Mingxuan Yuan. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .21919

Benchmarking Foundation Models with Retrieval-Augmented Generation in Olympic-Level Physics
Problem Solving

Shunfeng Zheng, Yudi Zhang, Meng Fang, Zihan Zhang, Zhitan Wu, Mykola Pechenizkiy and
Ling Chen. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .21927

FiRST: Finetuning Router-Selective Transformers for Input-Adaptive Latency Reduction
Akriti Jain, Saransh Sharma, Koyel Mukherjee and Soumyabrata Pal . . . . . . . . . . . . . . . . . . . . 21957

PolitiSky24: U.S. Political Bluesky Dataset with User Stance Labels
Peyman Rostami, Vahid Rahimzadeh, Ali Adibi and Azadeh Shakery . . . . . . . . . . . . . . . . . . . 21976

From Ground Trust to Truth: Disparities in Offensive Language Judgments on Contemporary Korean
Political Discourse

Seunguk Yu, JungMin Yun, Jinhee Jang and YoungBin Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . 21994

Misalignment Attack on Text-to-Image Models via Text Embedding Optimization and Inversion
Zhijie Du, Daizong Liu and Pan Zhou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22015

Domain Pre-training Impact on Representations
Cesar Gonzalez-Gutierrez and Ariadna Quattoni . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22033

KoACD: The First Korean Adolescent Dataset for Cognitive Distortion Analysis via Role-Switching
Multi-LLM Negotiation

Jun Seo Kim and Hye Hyeon Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22050

Refined Assessment for Translation Evaluation: Rethinking Machine Translation Evaluation in the Era
of Human-Level Systems

Dmitry Popov, Vladislav Negodin, Ekaterina Enikeeva, Iana Matrosova, Nikolay Karpachev and
Max Ryabinin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22079

Pre-Storage Reasoning for Episodic Memory: Shifting Inference Burden to Memory for Personalized
Dialogue

Sangyeop Kim, Yohan Lee, Sanghwa Kim, Hyunjong Kim and Sungzoon Cho . . . . . . . . . . . 22096

Temporal Consistency for LLM Reasoning Process Error Identification
Jiacheng Guo, Yue Wu, Jiahao Qiu, Kaixuan Huang, Xinzhe Juan, Ling Yang and Mengdi Wang

22114

Quantifying Compositionality of Classic and State-of-the-Art Embeddings
Zhijin Guo, Chenhao Xue, Zhaozhen Xu, Hongbo Bo, Yuxuan Ye, Janet B. Pierrehumbert and

Martha Lewis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22130

Presumed Cultural Identity: How Names Shape LLM Responses
Siddhesh Milind Pawar, Arnav Arora, Lucie-Aimée Kaffee and Isabelle Augenstein . . . . . . 22147

I-GUARD: Interpretability-Guided Parameter Optimization for Adversarial Defense
Mamta Mamta and Oana Cocarascu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22173

DecoupledESC: Enhancing Emotional Support Generation via Strategy-Response Decoupled Preferen-
ce Optimization

Chao Zhang, Xin Shi, Xueqiao Zhang, Yifan Zhu, Yi Yang and Yawei Luo . . . . . . . . . . . . . . 22189

cxxvii



Local Normalization Distortion and the Thermodynamic Formalism of Decoding Strategies for Large
Language Models

Tom Kempton and Stuart Burrell . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22216

BRIT: Bidirectional Retrieval over Unified Image-Text Graph
Ainulla Khan, Moyuru Yamada and Srinidhi Akella . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22232

ReTAG: Retrieval-Enhanced, Topic-Augmented Graph-Based Global Sensemaking
Boyoung Kim, Dosung Lee, Sumin An, Jinseong Jeong and Paul Hongsuck Seo . . . . . . . . . . 22249

Capturing Latent Modal Association For Multimodal Entity Alignment
Yongquan Ji, Jingwei Cheng, Fu Zhang and Chenglong Lu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22278

Explaining novel senses using definition generation with open language models
Mariia Fedorova, Andrey Kutuzov, Francesco Periti and Yves Scherrer . . . . . . . . . . . . . . . . . . 22294

Can Code-Switched Texts Activate a Knowledge Switch in LLMs? A Case Study on English-Korean
Code-Switching

Seoyeon Kim, Huiseo Kim, Chanjun Park, Jinyoung Yeo and Dongha Lee . . . . . . . . . . . . . . . 22303

Compositional Translation: A Novel LLM-based Approach for Low-resource Machine Translation
Armel Randy Zebaze, Benoı̂t Sagot and Rachel Bawden . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22328

TopXGen: Topic-Diverse Parallel Data Generation for Low-Resource Machine Translation
Armel Randy Zebaze, Benoı̂t Sagot and Rachel Bawden . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22358

Fast, Not Fancy: Rethinking G2P with Rich Data and Statistical Models
Mahta Fetrat Qharabagh, Zahra Dehghanian and Hamid R. Rabiee . . . . . . . . . . . . . . . . . . . . . . 22382

Personalized open world plan generation for safety-critical human centered autonomous systems: A
case study on Artificial Pancreas

Ayan Banerjee and Sandeep Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22409

CaMMT: Benchmarking Culturally Aware Multimodal Machine Translation
Emilio Villa-Cueva, Sholpan Bolatzhanova, Diana Turmakhan, Kareem Elzeky, Henok Biadglign

Ademtew, Alham Fikri Aji, Vladimir Araujo, Israel Abebe Azime, Jinheon Baek, Frederico Belcavello,
Fermin Cristobal, Jan Christian Blaise Cruz, Mary Dabre, Raj Dabre, Toqeer Ehsan, Naome A Etori,
Fauzan Farooqui, Jiahui Geng, Guido Ivetta, Thanmay Jayakumar, Soyeong Jeong, Zheng Wei Lim,
Aishik Mandal, Sofía Martinelli, Mihail Minkov Mihaylov, Daniil Orel, Aniket Pramanick, Sukannya
Purkayastha, Israfel Salazar, Haiyue Song, Tiago Timponi Torrent, Debela Desalegn Yadeta, Injy Ha-
med, Atnafu Lambebo Tonja and Thamar Solorio . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22423

Training Text-to-Molecule Models with Context-Aware Tokenization
Seojin Kim, Hyeontae Song, Jaehyun Nam and Jinwoo Shin . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22442

Challenging the Evaluator: LLM Sycophancy Under User Rebuttal
Sung Won Kim and Daniel Khashabi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22461

Perspective-driven Preference Optimization with Entropy Maximization for Diverse Argument Genera-
tion

Yilin Cao, Ruike Zhang, Penghui Wei, Qingchao Kong and Wenji Mao . . . . . . . . . . . . . . . . . . 22479

Spoken Document Retrieval for an Unwritten Language: A Case Study on Gormati
Sanjay Booshanam, Kelly Chen, Ondrej Klejch, Thomas Reitmaier, Dani Kalarikalayil Raju,

Electra Wallington, Nina Markl, Jennifer Pearson, Matt Jones, Simon Robinson and Peter Bell . . 22497

cxxviii



M-Help: Using Social Media Data to Detect Mental Health Help-Seeking Signals
Msvpj Sathvik, Zuhair Hasan Shaik and Vivek Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .22510

Brittle Minds, Fixable Activations: Understanding Belief Representations in Language Models
Matteo Bortoletto, Constantin Ruhdorfer, Lei Shi and Andreas Bulling . . . . . . . . . . . . . . . . . . 22521

Golden Touchstone: A Comprehensive Bilingual Benchmark for Evaluating Financial Large Language
Models

Xiaojun Wu, Junxi Liu, Huan-Yi Su, Zhouchi Lin, Yiyan Qi, Chengjin Xu, Jiajun Su, Jiajie Zhong,
Fuwei Wang, Saizhuo Wang, Fengrui Hua, Jia Li and Jian Guo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22544

Quantifying the Risks of LLM- and Tool-assisted Rephrasing to Linguistic Diversity
Mengying Wang and Andreas Spitz . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22561

NUMINA: A Natural Understanding Benchmark for Multi-dimensional Intelligence and Numerical Rea-
soning Abilities

Changyu Zeng, Yifan Wang, Zimu Wang, Wei Wang, Zhengni Yang, Muyi Bao, Jimin Xiao, Anh
Nguyen and Yutao Yue . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22575

MoMentS: A Comprehensive Multimodal Benchmark for Theory of Mind
Emilio Villa-Cueva, S M Masrur Ahmed, Rendi Chevi, Jan Christian Blaise Cruz, Kareem Elzeky,

Fermin Cristobal, Alham Fikri Aji, Skyler Wang, Rada Mihalcea and Thamar Solorio . . . . . . . . . 22591

Code Like Humans: A Multi-Agent Solution for Medical Coding
Andreas Geert Motzfeldt, Joakim Edin, Casper L. Christensen, Christian Hardmeier, Lars Maaløe

and Anna Rogers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .22612

Can Out-of-Distribution Evaluations Uncover Reliance on Prediction Shortcuts? A Case Study in Que-
stion Answering
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