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Abstract

Reframing a negative into a positive thought
is at the crux of several cognitive approaches
to mental health and psychotherapy that could
be made more accessible by large language
model-based solutions. Such reframing is typi-
cally non-trivial and requires multiple rational-
ization steps to uncover the underlying issue
of a negative thought and transform it to be
more positive. However, this rationalization
process is currently neglected by both datasets
and models which reframe thoughts in one step.
In this work, we address this gap by augment-
ing open-source datasets for positive text rewrit-
ing with synthetically-generated Socratic ratio-
nales using a novel framework called SOCRATI-
CREFRAME. SOCRATICREFRAME uses a se-
quence of question-answer pairs to rationalize
the thought rewriting process. We show that
such Socratic rationales significantly improve
positive text rewriting for different open-source
LLMs according to both automatic and human
evaluations guided by criteria from psychother-
apy research. We validate our framework and
the synthetic rationalizations with expert judge-
ments from domain experts and psychology
students in an IRB-approved annotation study.
Our findings highlight the potential of utilizing
the synergy between LLM reasoning and estab-
lished psychotherapy techniques to build assis-
tive solutions for reframing negative thoughts.

1 Introduction

Negative thoughts can have a profound effect on
human judgement and well-being. Oftentimes neg-
ative thoughts overshadow positive thoughts (Vaish
et al., 2008), because they can be emotionally
deep-rooted and triggering when brought to sur-
face (Beck, 1979). Cognitive Reframing is a highly-
validated Cognitive Behavioral Therapy (CBT) in-
tervention technique that aims to address this by
identifying and reframing negative thoughts into
positive ones (Clark, 2013) and has proven use-

Q: Why do you believe that this rejection
means you will never succeed as a researcher?
A: I feel that one rejection defines my career
and it is disheartening

Q: What evidence supports the belief that one
rejection determines your overall success?
A: Well, it feels like a setback and I fear it might
impact my career.

.

.

.

I submitted a paper to ACL
and it got rejected. I will

never succeed as a
researcher.

It is normal to feel
disappointed when a paper
gets rejected. I can use this

experience to learn and grow.

Figure 1: We use Socratic rationales consisting of
question-answer pairs to improve positive text rewriting
by verbalising the rewriting process. Here, we illustrate
this: given a negative thought, we generate Socratic
rationales grounded in Cognitive Behavioral Therapy to
reframe the original thought into a positive thought.

ful in both clinical therapeutic and self-help set-
tings (Williams, 2001). Therefore, reframing holds
great potential as a strategy for clinicians to provide
help in overcoming negative thoughts. Beyond this,
teaching people to reframe their own thoughts as
a self-guided mental health intervention could pro-
vide them with a coping strategy that does not rely
on clinical help (Jorm et al., 2006). However, com-
ing up with effective reframes can be challenging
and training people, both for clinical and self-help
settings, to effectively reframe negative thoughts
is a time-consuming and laborious process. Alto-
gether, this poses a risk of mental health improve-
ments being slowed by a lack of availability of
knowledge and clinicians.

Large Language Models (LLMs) hold great
promise to overcome this lack of clinician support
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and self-help resources by providing assistive solu-
tions and could also be used as a training resource.
Notably, it has been shown that they can effectively
guide text generation towards desired attributes like
non-toxicity (Liu et al., 2021; Zheng et al., 2023),
style (Reif et al., 2022; Tikhonov et al., 2019), or
persona (Song et al., 2020), and could therefore
provide a diverse set of reframes. Recent work has
also proposed LLM-based style transfer (Krishna
et al., 2020; Reif et al., 2022) and empathetic re-
sponse generation (Cao et al., 2025) methods in
downstream applications. This motivates this work,
where we aim to improve the reframing perfor-
mance of LLMs.

While LLMs hold great promise for mental
health applications due to their step-by-step reason-
ing and rationalization capabilities (Kojima et al.,
2022, inter alia), they require careful investigation
in tandem with domain experts. Several factors
need to be taken into consideration before deploy-
ing LLM-based applications for client or therapist-
facing applications. LLM-based solutions should
not only be consistent with the client’s mental state,
interpretable and avoid hallucinations, but impor-
tantly should also follow CBT guidelines.

Therefore, we aim to tackle this gap in literature
by making the reasoning of LLMs explicit and in-
clude it as a supervision signal during training. We
train LLMs for the positive text rewriting task by
first generating a rationalization using the Socratic
method1, which uses questioning strategies for un-
covering a person’s beliefs and motivations, and
has shown to be a useful tool for CBT-based cog-
nitive reframing. Socratic reasoning typically uses
probing questions to elicit alternative perspectives.
Table 1 lists different types of Socratic questions
that are common in literature and practice. We call
our method SOCRATICREFRAME.

We benchmark SOCRATICREFRAME with vari-
ous state-of-the-art LLMs for the task of positive
text rewriting using both automatic and human eval-
uations with clinical experts. Our results show that
explicitly using Socratic reasoning as a training
signal improves the text rewriting performance of
LLMs while staying interpretable and faithful to
CBT guidelines. We conduct extensive analysis on
the synthetically-generated Socratic rationales and
find that the socratic rationales are both informa-

1The terminology for the Socratic method is not consistent
within the literature (Carey and Mullan, 2004). In the context
of this work, we use the term Socratic reasoning to refer to
question-answer sequences that follow the Socratic method.

tive to the model and adhere to clinical standards
according to a known Socratic-questioning evalua-
tion scheme. Here, the rationales are rated as highly
helpful and relevant for the reframing process.

We use the generated rationales to augment three
existing cognitive reframing datasets from related
works. We release all data and code publicly to
enable subsequent research in the mental health
domain, for example, for clinician training.

2 Background & Related Work

2.1 NLP and Mental Health

Research on NLP for mental health has primarily
focused on utilizing linguistic features, as well as
neural representations, to identify and analyze men-
tal health conditions such as depression (Rinaldi
et al., 2020; Yates et al., 2017), anxiety (Juhng
et al., 2023; Wei et al., 2021), dyslexia (Björnsdót-
tir et al., 2023; Gala and Ziegler, 2016), autism
(Cho et al., 2022; Goodkind et al., 2018), and
schizophrenia (Mitchell et al., 2015; Sarioglu Kayi
et al., 2017), among others. Typically, these stud-
ies rely on crowdsourced data or annotated social
media posts to address the ethical and privacy con-
cerns associated with medical data (Harrigian et al.,
2020; Moßburger et al., 2020; Turcan and McKe-
own, 2019). Recently, efforts have been made to
utilize datasets that are more representative of the
interactions between a therapist and client in real
world settings (Pérez-Rosas et al., 2017; Shapira
et al., 2022; Howes et al., 2014; Lee et al., 2019;
Cao et al., 2019; Tanana et al., 2015; Shreevastava
and Foltz, 2021). Additionally, recent works have
utilized synthetic data to enhance the performance
of models in clinical (Kazi and Kahanda, 2019;
Hiebel et al., 2023; Shim et al., 2021; Lindsay et al.,
2022) and mental health (Wu et al., 2023b) settings.
Chen et al. (2023b) propose Diagnosis-of-Thought
prompting focusing only on diagnosing the type
of cognitive distortion given a patient’s speech. In
contrast, we develop a novel training framework for
improving LLM performance on cognitive refram-
ing. Our work aims to contribute to the growing
body of literature leveraging positive psychology
(Sheng et al., 2023) and LLMs to improve perfor-
mance on mental health tasks.

2.2 Socratic Questioning

The Socratic method has found wide use in peda-
gogy (Bautista, 2014) and psychotherapy (Braun
et al., 2015), because it can improve understand-
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Question Type Description Exemplars
Clarification Questions to go deeper into a thought “Why do you say that?”
Probing assumptions Questions to make someone think about unques-

tioned beliefs
“What could we assume instead?”

Probing reasons and evidence Questions digging into the reasoning behind a
thought

“How did you know that...?”

Probing implications Questions probing the consequences of a thought “What is likely to happen if ...?”
Probing alternative viewpoints Questions about other, equally valid viewpoints “What is another way to look at it?”
Question about the question Meta-questions about the question itself “Why do you think I asked this?”

Table 1: The six types of Socratic questions with representative exemplars from (Paul and Elder, 2019). We
synthetically generate Socratic questions spanning all types to improve cognitive reframing with (Section 3).

ing and enable alternative perspectives without be-
ing explicit or direct. Instead, it uses questioning
strategies to leave room for exploration which is
also helpful for other applications, such as tutor-
ing (Macina et al., 2023b). Recent works have used
the step-by-step nature of Socratic questioning to
improve NLP methods. Ang et al. (2023) collect
a large-scale dataset from Reddit annotated with
a question type to train Socratic question genera-
tion models. Wu et al. (2023a) develop a bench-
mark of Socratic-inspired deductive reasoning pat-
terns to train state-of-the-art textual entailment and
question answering models. Pagnoni et al. (2023)
propose Socratic pretraining to enable a question-
driven approach for summarizing documents. The
scaffolding of Socratic questioning also enables
LLMs to solve complex problems by decomposing
them into smaller sub-problems. Qi et al. (2023);
Shridhar et al. (2022, 2023) use Socratic methods
to improve LLM’s performance on a variety of rea-
soning tasks, including math word problem solving
and logical reasoning. Our work uses the Socratic
method as the core principle to guide a language
model while generating a reframed thought.

3 SOCRATICREFRAME

Cognitive reframing aims to reframe a negative
thought into a positive thought. We approach this
with LLMs that generate a positive thought condi-
tioned on the negative thought and metadata. How-
ever, directly training an LLM to map positive to
negative thought does not make the process be-
hind the reframing explicit, which is important both
for interpretability and model performance. Our
method SOCRATICREFRAME overcomes this by
training the model to verbalize a Socratic rationale
before generating the reframing.

Formally, cognitive reframing transforms a neg-
ative thought t ∈ V∗ into a positive thought
r ∈ V∗. Both are given as strings constructed from
a (model) vocabulary V . In addition to the negative

thought, metadata ψ ∈ V∗ is often available which,
for example, describes the person experiencing dis-
tress and the situation that caused it. One method
for automatic reframing is using an autoregressive
LLM with parameters θ to model the distribution

pθ(r | t,ψ) =
|r|∏

n=1

pθ(rn | t,ψ, r<n) (1)

paired with a decoding strategy, such as, sampling
or greedy decoding. The model can be both fine-
tuned using paired data Dtrain = {(ti, ri,ψi)}Ni=1

or used zero-shot with prompting. While intuitive,
this does not allow the model to explicitly reason
about and verbalize a rationale of the reframing.
This is both less interpretable and might lead to
overly-simplistic reframings.

Our proposed method SOCRATICREFRAME

aims to overcome this by making the model ratio-
nalize the thought process behind a specific refram-
ing by means of a sequence of Socratic question-
answer pairs. This means that we introduce an
additional variable s ∈ V∗ that is just a string of
this question-answer sequence. The model is then
tasked to first generate s and only then is allowed
to generate r. This is outlined in Figure 2. Hence,
the model now becomes

pθ(s ◦ r | t,ψ) =
|s◦r|∏

n=1

pθ
(
(s ◦ r)n | t,ψ, (s ◦ r)<n

)
,

(2)

where s◦r means that s is prepended to r. For mod-
els that we finetune, this means that each training
example is also augmented with a Socratic ratio-
nale s such that Dtrain = {(ti, ri,ψi, si)}Ni=1. Dur-
ing inference, s is not known and the model gener-
ates it before generating the positive thought. This
forces the model to explicitly reason about why a
specific positive thought is generated to reframe a
corresponding negative thought which we expect to
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Socratic 
Reasoning

Reframer
(LLaMa/Mistral)

Q: Did anything like this happen in the past?
How did you handle it then?

A:  There was a similar situation last year...
Q: ...
A: ....

Reframer
(LLaMa/Mistral)

Socratic 
Reasoning

LLM 

We will not be able to complete
 the work that needs to be done

Negative Thought

I can find a solution to this.

Positive Thought

Inference

Generating Socratic Rationale Training

We will not be able to complete
 the work that needs to be done

Negative Thought

I can find a solution to this.

Positive Thought

Figure 2: Detailed illustration of our framework SOCRATICREFRAME. First, we generate Socratic rationales using
GPT-4 with a few-shot prompt. Then, we use the generated Socratic rationale to train models for cognitive reframing.
During inference, the model generates the Socratic rationale before reframing the negative thought.

Model Input

<< Few-shot exemplars>>
##
Situation: I don't have a job
Negative Thought: I am a failure
Reframed Thought: I am not a failure.  Many people are out of work.  My worth is
not based on my employment.
Socratic Reasoning:

Model Output

Q (Clarification): You have said that you are a failure. Can you help me understand what you mean
by that?
A: I just can't seem to get a job no matter how hard I try. 

Q (Probing assumptions): Does not getting a job right now necessarily mean you're a failure? 
A: I feel like it does. 

.....

Q (Questioning the question): Could it be that your worth is not defined by whether you're employed
or not, but by who you are and what you can do?
A: I suppose, but it's difficult to see it that way.

Q (Clarification): So, how would you describe yourself now?
A: I'm someone who's facing a tough time, but I'm not a complete failure.

Figure 3: A sample Socratic rationale for an instance
from COGREF (Sharma et al., 2023) generated with
GPT-4 in a few-shot setting. We use clinical vignettes
from psychology literature as few-shot exemplars.

improve both performance and interpretability. In
the following section, we discuss how such Socratic
rationales can reliably be synthetically generated
for existing datasets by leveraging LLMs.

3.1 Generating Socratic Rationales

Our goal is to improve cognitive reframing with
Socratic rationales. Such rationales can be time-
consuming to write. Therefore, we use syntheti-
cally generated data which has recently been suc-
cessfully used in text classification (Li et al., 2023),
dialogue generation (Bao et al., 2023) and question-
answering (Riabi et al., 2021), among others.

In particular, we few-shot prompt GPT-

4 (Achiam et al., 2023) to generate Socratic
question-answer pairs based on negative thought
t, positive thought r, metadata ψ, and in-context
exemplars of Socratic rationales from clinical lit-
erature (Padesky, 1993) to ensure high quality and
groundedness. The generated Socratic rationale
s then gives explicit reasoning steps for the par-
ticular reframing and can be used to augment the
training data Dtrain. This can be seen as a form of
data augmentation and knowledge distillation into
the model that is trained for cognitive reframing.
As we will show in Section 6, the Socratic ratio-
nales are rated favourably by human annotators.
An example rationale is shown in Figure 3. Details
and examples are in Appendix A and Appendix D.
In addition to generating rationales, we prompt
GPT-4 to classify the specific type of each gener-
ated Socratic question according to the six types
described in Table 1, namely “Clarification”, “Prob-
ing Assumptions”, “Probing reasons or evidence”,
“Probing implications”, “Probing alternative view-
points”, and “Question”. These can be used for
further insights into the reframing process.

4 Empirical Analysis

We show the effectiveness of our method on mul-
tiple datasets for positive text rewriting that are
outlined in Section 4.1. More details on the exact
experimental set-up, such as the models used, are
found in Section 4.2 and Appendix A and the used
metrics are introduced in Section 4.3.
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POSREF PATREF COGREF
Train 6,679 5,249 400
Test 835 18,635 200
ψ - Persona Situation

Table 2: Statistics of the used datasets.

4.1 Datasets

Table 2 describes the datasets used in this work
which we further outline in the following.

We use three recently-released open-source
datasets. First, Positive Psychology Frames (POS-
REF) (Ziems et al., 2022) which contains tweets
where a hashtag has indicated stress. Each tweet is
mapped to a corresponding reframed text which is
grounded in a set of reframing strategies, for exam-
ple, Growth Mindset, Optimism, Self-affirmation.
POSREF does not contain any metadata. Then,
we use Pattern Reframe (PATREF) (Maddela et al.,
2023), a crowdsourced dataset of negative thoughts
that are conditioned on personas. These personas
describe the person experiencing the respective
negative thought. Here, ψ contains the persona-
specific information associated with each exam-
ple. For instance, a persona from the dataset in-
cludes “My mother was a teacher. My favorite
food is a salad. I enjoy nature. I teach a yoga
class. I am single.” Finally, we use Cognitive Re-
frame (COGREF) (Sharma et al., 2023) which is
an expert-annotated dataset of situations, thoughts
and reframes. Mental health practitioners were
prompted with a situation, which can be used as
metadata, to generate a negative and a reframed
thought. For example, one situation from the
dataset is “I participated in a hackathon and I lost”.

4.2 Experimental Set-up

We use different LLMs that we either prompt or
finetune. Namely, we prompt ChatGPT, LLaMa-
2 7B (Touvron et al., 2023) and Mistral 7B (Jiang
et al., 2023) and finetune LLaMa 7B and Mistral 7B
for cognitive reframing. All models are finetuned
using LoRA (Hu et al., 2021) due to computational
constraints. For generating Socratic rationales, we
use GPT-4. We use the transformers (Wolf et al.,
2020) library for all our experiments.

We test the models on different setups. Few
Shot (FS): Few shot exemplars of negative and
positive thought are given to the model which are
handcrafted from literature on cognitive refram-
ing. Chain of Thought (CoT): The model is asked

to think step-by-step and rationalize the reframed
thought. 2 Finetune (FT): The model is finetuned
using LoRA to reframe a negative thought without
a Socratic rationale. Socratic CoT (SoCCoT ): The
typical CoT prompt is modified by replacing “think
step-by-step” with an instruction to generate So-
cratic rationale before generating the reframe. Fine-
tune with Socratic Rationales (SoC): The model
is finetuned using LoRA to reframe a negative
thought by first rationalising it using Socratic ques-
tioning and then generating the positive reframing.
The prompt template used for finetuning is shown
in Figure 9.

4.3 Evaluating Cognitive Reframers
We aim to reframe a negative into a positive thought
while preserving the original meaning and seman-
tics. Hence, following Hu et al. (2022); Qu et al.
(2023), we evaluate them along the criteria of Trans-
fer Strength, which describes how well the thought
was transferred to a positive one, and Content
Preservation, which evaluates how well the original
meaning of the thought was preserved. We describe
how we measure both of them in the following.

Transfer strength defines how well negative sen-
timent is turned positive. To measure it, we first use
a finetuned RoBERTa model to evaluate the senti-
ment scores of the original and reframed thoughts.
Then, we use the pairwise difference of sentiment
scores between the original and reframed thoughts
and report the average, denoted by (∆Pos). We
report the number of samples with an increase in
positivity with respect to the original thought as
accuracy. A decrease in the score from the original
thought is considered a failed case (Acc). Sharma
et al. (2023) show that people tend to prefer more
empathetic reframes over overly positive reframes.
Hence, we also report ∆Emp as the difference be-
tween empathy scores of original and reframed
thoughts. The scores are computed using a pre-
trained RoBERTa empathy classifier. Our aim is
to reframe a thought but also preserve the original
meaning and not drastically change it. We rely on
the following automatic metrics which have been
widely used in the text reframing literature: BLEU
(Papineni et al., 2002) and BLEURT (Sellam et al.,
2020). Following all three datasets we consider

2We observed similar performance for zero-shot and few-
shot CoT and therefore only report zero-shot CoT. We believe
the similar performance in both setups stems from the nature of
the reframing task where there is extra contextual information
in the form of ψ and the LLMs are able to generalize well
even without few-shot exemplars.
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Content Preservation (↑) Transfer Strength (↑)

BLEU BLEURT ∆Pos Acc. (%) ∆Emp

Dataset Model LLaMa Mistral ChatGPT LLaMa Mistral ChatGPT LLaMa Mistral ChatGPT LLaMa Mistral ChatGPT LLaMa Mistral ChatGPT

FS 12.6 13.1 15.1 0.53 0.55 0.57 0.54 0.49 0.54 89.15 90.10 92.00 0.58 0.66 0.70
CoT 12.1 13.3 15.6 0.51 0.55 0.59 0.55 0.48 0.57 90.02 91.16 92.30 0.61 0.69 0.73

POSREF FT 14.3 15.1 - 0.56 0.58 - 0.55 0.51 - 91.46 91.10 - 0.63 0.72 -
SoCCoT 13.9 13.6 14.5 0.49 0.51 0.55 0.51 0.49 0.51 89.82 90.42 92.12 0.55 0.59 0.71

SoC 15.7 15.9 - 0.58 0.61 - 0.58 0.52 - 92.45 92.09 - 0.69 0.76 -

FS 71.9 73.0 73.8 0.64 0.65 0.63 0.49 0.78 0.81 97.02 96.51 97.61 0.81 0.80 0.87
CoT 72.0 73.5 73.9 0.64 0.65 0.65 0.48 0.77 0.83 97.23 96.01 97.60 0.83 0.81 0.89

PATREF FT 72.3 74.1 - 0.66 0.67 - 0.51 0.80 - 97.67 96.79 - 0.89 0.85 -
SoCCoT 70.2 73.5 71.2 0.59 0.61 0.62 0.48 0.62 0.78 95.02 95.64 96.10 0.80 0.82 0.86

SoC 75.2 75.1 - 0.69 0.68 - 0.52 0.82 - 97.90 97.00 - 0.90 0.88 -

FS 27.1 27.9 30.0 0.59 0.61 0.63 0.67 0.68 0.69 90.12 90.94 91.90 0.79 0.81 0.88
CoT 27.0 27.5 31.6 0.59 0.60 0.63 0.67 0.69 0.71 90.0 91.67 92.55 0.82 0.84 0.90

COGREF FT 29.0 30.0 - 0.61 0.62 - 0.69 0.70 - 91.48 91.88 - 0.89 0.91 -
SoCCoT 26.4 27.1 30.6 0.55 0.59 0.60 0.65 0.68 0.70 90.44 91.54 92.0 0.80 0.85 0.89

SoC 30.1 31.7 - 0.62 0.63 - 0.70 0.72 - 92.30 92.56 - 0.91 0.94 -

Table 3: Automatic evaluation results. FS=Few shot. CoT = Chain of Thought. FT=Finetune with LoRA.
SoC=finetune with Socratic rationale. Items in bold represent the best performance. Note that we do not finetune
ChatGPT. We observe that using Socratic rationales for fine-tuning models significantly improves the text rewriting
performance across all datasets. Mean values over three runs are reported.

(Ziems et al., 2022; Maddela et al., 2023; Sharma
et al., 2023), we report the BLEU scores for each
pair of original and reframed thoughts. Since it
has been shown that BLEU scores do not always
correlate well with human judgements on semantic
similarity, we also use a BERT-based BLEU vari-
ation, BLEURT-20 which is trained on synthetic
samples to get accurate semantic similarity scores.
We report the average over a dataset. Each score
is a value between 0 and 1, ranging from no to
complete semantic similarity.

4.4 Evaluating Socratic rationales
For Socratic rationales to be useful for a model,
they should intuitively contain new salient informa-
tion that is not contained in the negative thought.
We use the recently-proposed information-theoretic
metric REV (Chen et al., 2023a) to measure this.
REV uses conditional V-information to compute
the usable information that can be extracted from a
variable (s) by a model to predict another variable
(r), conditioned on a third variable (t,ψ). In our
setting, this measures the extra information pro-
vided by the Socratic rationales beyond what is
contained in the original negative thought. More
formally, we compute

REV(t, r,ψ, s) = − log pθ′(r | t,ψ)
+ log pθ(r | t,ψ, s), (3)

where θ′ and θ are the parameters of two mod-
els trained to minimize cross-entropy, respectively.
The REV metric can then be computed for an entire
corpus D by averaging the pointwise (per-example)
scores. While Chen et al. (2023a) use fine-tuned
models on the specific datasets for computing the

1 0 1 2 3 4
pvi
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0.4

0.6

0.8
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0.96

0.81

1.47

COGREF
PATREF
POSREF

Figure 4: The Socratic rationales generated for all three
datasets have positive REV scores, meaning that they
indeed provide useful information for text rewriting.
Mean of the example-wise REV values are plotted for
all three datasets.

score, Lu et al. (2023) show that it can even be
calculated directly from pretrained LLMs with the
same effectiveness as using fine-tuned models (Lu
et al., 2023).

5 Results

In this section, we detail our results obtained with
different strategies. First, our main results in Sec-
tion 5.1 show that the Socratic rationales improve
text rewriting. Then, we show that the rationales
are indeed informative for the model in Section 4.4.

5.1 Main Results
Table 3 shows that using Socratic rationales con-
sistently outperforms both vanilla finetuning and
prompting strategies on all datasets. We show an
example in Table 4 that highlights how the positive
rewritings appear much more thoughtful, because
the Socratic rationale forces the model to explicitly
reason about the rewriting process. We empirically
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Method Reframed Thought
Mistral-FS I will improve.
Mistral-CoT I will improve and learn to be better.
Mistral-FT I will learn from the feedback and grow.
Mistral-SoC It is normal to feel disappointed. I can

use this experience to learn and grow.

Table 4: Sample reframed thoughts generated by Mistral
variants for the original thought: “I submitted a paper
to ACL and it got rejected. I will never succeed as a
researcher.” The additional socratic rationale leads to a
more detailed and well-founded reframing.

check whether the generated reframes are close in
length to the ground truth reframes for all datasets.
We observe that the average length of generated
reframes with our best performing model on all
datasets is only 5 tokens longer than the ground
truth, on average. It is noteworthy that Socratic
reasoning improves both the content preservation
as well as transfer strength capabilities of smaller
models beyond the performance of ChatGPT, de-
spite the model being multiple times larger than
LLaMa 7B and Mistral 7B. Across all datasets,
we observe that Mistral performs better in con-
tent preservation while LLaMA performs better
in the sentiment of the reframed thought. This
could be due to the different pretraining datasets
used for training the models. We also observe
that our method consistently generates more em-
pathetic reframes which is generally preferred by
people (Sharma et al., 2023). We note that both
positivity and empathy are lower for POSREF than
other datasets, possibly because POSREF contains
tweets which are known to be less positive in nature
(Sokolova et al., 2017). We observe that using So-
cratic reasoning improves BLEU scores by almost
2 points on average when compared to finetuning
without Socratic rationales. Distilling Socratic rea-
soning (from GPT-4) into smaller models helps
to preserve the original meaning and improve the
positive sentiment transfer. This is desirable for
users and practitioners alike, because more positive
sentiment will likely benefit users more and con-
tent preservation ensures that the reframing stays
relevant for them.

5.2 Socratic Rationales are Informative

Similar to previous work for evaluating free-text ra-
tionales (Chen et al., 2023a), we use the pretrained
GPT-Neo 2.7B (Gao et al., 2020) for computing
REV. We report the average REV metric over each
sample for all datasets. A REV value > 0 suggests

Socratic rationales support reframing by providing
additional information, while < 0 indicates oth-
erwise. In Figure 4, all datasets have REV > 0,
highlighting Socratic rationale’s utility in enhanc-
ing reframing tasks. Table 5 shows the generated
rationales for each of the dataset we consider. In
particular, POSREF has the highest informative-
ness for the reframed thoughts. We attribute this to
two main factors: First, POSREF lacks additional
context like situations or personas, causing token
dispersion where more information can lead to low
values of REV. Second, POSREF samples from
Reddit align better with GPT-Neo’s training data
than the crowdsourced data in the other datasets.

5.3 Socratic Rationales progressively lead to a
better reframe

Q1 Q2 Q3 Q4

0.40

0.45

0.50

0.55

0.60
POSREF
PATREF
COGREF

Figure 5: Sentiment scores for the generated Socratic
question-answer pairs show that the synthetic rationales
progressivley get better to lead to an improved reframe.

We partition Socratic rationales into four quar-
ters sequentially, each representing 25% of the data,
and calculate average sentiment scores for each
quarter. Figure 5 reveals a consistent trend across
all datasets: intermediate answers lead to increas-
ingly positive questions, suggesting that they aid in
iterative reframing.

6 Human Evaluation

6.1 Evaluating Reframed Thoughts

Prior cognitive reframing studies (Maddela et al.,
2023; Sharma et al., 2023) use Likert scales for
assessing aspects like fluency and readability. Yet,
our focus lies on helping users overcome unwanted
thoughts. Li et al. (2024) show that pairwise human
preferences are well-defined. In a similar setup as
Sharma et al. (2023), we compare 100 randomly
selected SOCRATICREFRAME generated reframes
against ChatGPT or a baseline model without So-
cratic rationales. After consenting to participate,
two computer science graduate students were re-
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Figure 6: Human evaluation results for Mistral-SoC
compared to Mistral-FT and ChatGPT. With a win rate
of over 50% human annotators prefer reframes gener-
ated by our method to ChatGPT and simple fine-tuning.

cruited to conduct the comparisons. The win rate
indicates a preference for Socratic reframes over
the baseline by the raters. The participants were
asked to select the reframed thought they find most
relatable, helpful and memorable - a criteria for
good reframes defined in Sharma et al. (2023).

As shown in Figure 6, Mistral-SoC outperforms
Mistral-FT by a significant margin with a win rate
of over 65% and tie rate of around 30%. We fit
a Bradley-Terry Model (Bradley and Terry, 1952)
on the preference data and obtain a strength of 1.3
for Mistral-SoC as compared to strengths -1.8 and
0.5 for Mistral-FT and ChatGPT, respectively. Intu-
itively, this means that Mistral-SoC will have a win
rate of 95% over Mistral-FT and 67% over Chat-
GPT, confirming the effectiveness of our method.

6.2 Evaluating Socratic Rationales

To evaluate the synthetically generated rationales,
we consider two key attributes: whether they repre-
sent the use of Socratic questioning in a clinically
meaningful way and the general helpfulness of the
questioning to overcome negative thoughts. Fol-
lowing Braun et al. (2015), we use the Socratic
Questioning Scale (SQS) to evaluate the quality
of generated rationales. SQS contains five Likert-
scale questions evaluating the use of the Socratic
method in a snippet. The final score is the sum
of these ratings. Originally developed for ther-
apy session transcripts, we include only three rele-
vant questions for text evaluation: Open-endedness,
Context, and Relevance.3 The full questions are
reported in Appendix C.1. Additionally, we con-
sider helpfulness as a metric to assess whether or
not the generated rationale is generally helpful in

3We note that in our evaluation criteria, “relevant” ques-
tions aim to tackle extrinsic hallucinations (generated text
cannot be verified given the source) and “contextual” ques-
tions aim to tackle intrinsic hallucinations (generated text
contradicts the source text), following the definitions from Ji
et al. (2023).

0 20 40 60 80 100
% Annotated

Relevant Questions

Contextual Questions

Open-ended Questions

Helpfulness

Not at all Sometimes Extensively

Figure 7: Human evaluation results for the Socratic
rationales show that annotators judge the generated ra-
tionales as highly helpful and relevant for reframing
negative thoughts.

overcoming negative thoughts. Annotators rate the
generated rationales on a 3-point Likert scale.

Expert Evaluation We recruit 14 mental health
experts and clinical psychology graduate students
for evaluating the quality of the Socratic rationales.
We verify the quality of randomly sampled Socratic
rationales with a clinical expert before conducting
the study with psychology students. The annotation
task was deemed exempt from an ethics review by
an institutional review board. Amidei et al. (2019)
suggest the use of Cronbach’s α for checking the
evaluation reliability in natural language genera-
tion tasks. We observe acceptably high values for
helpfulness (0.67), diversity (0.69), reflectiveness
(0.75) and relevance (0.65) of the questions in the
rationale. We observe that raters validate the syn-
thetically generated Socratic rationales as helpful to
reframe the original thought. More than 50% of the
raters also responded affirmatively on whether they
are willing to use LLMs for cognitive reframing.
More details are found in Appendix C.2.

Human Evaluations Three computer science
graduate students annotated 100 randomly sam-
pled Socratic rationales from the datasets. Figure 7
shows favorable ratings across all criteria. We ob-
tained an Intra Class Correlation (ICC) of 0.806 for
helpfulness and 0.601 for the SQS scale, indicating
that while the SQS is challenging to evaluate, help-
fulness is generally agreed upon by non-experts.
These findings align with similar agreement scores
in psychology (Braun et al., 2015). Additionally, a
Pearson correlation coefficient of 0.72 (p < 0.05)
between helpfulness and SQS ratings suggests that
better Socratic questioning correlates with greater
helpfulness in addressing negative thoughts.
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7 Clinical Implications

Our findings suggest that large language models
(LLMs) augmented with Socratic rationales can
serve as valuable tools for mental health profession-
als in cognitive restructuring and psychotherapy.
By breaking down the process of thought refram-
ing into a structured sequence of rationalization
steps, SOCRATICREFRAME aligns with established
therapeutic approaches such as cognitive behav-
ioral therapy (CBT) and Socratic questioning. This
structured reasoning can assist clinicians by:

• Enhancing Psychoeducation: Mental health
professionals can use LLM-assisted refram-
ing to demonstrate thought restructuring tech-
niques, making abstract cognitive principles
more tangible for patients.

• Supporting Self-Guided Interventions:
LLMs equipped with Socratic reasoning
could supplement therapy by providing
guided, interactive thought reframing outside
of clinical sessions, helping patients develop
cognitive flexibility in real time.

• Reducing Cognitive Load for Clinicians: –
By automating initial rationalization steps, our
approach may help therapists focus on more
nuanced aspects of patient care, such as emo-
tional processing and behavioral interventions,
without sacrificing the rigor of cognitive re-
structuring.

• Facilitating Training and Supervision: Psy-
chology students and early-career therapists
could use LLM-generated Socratic rationales
as a training aid, learning how to systemati-
cally guide patients through cognitive refram-
ing with structured question-answer pairs.

Given these potential applications, our work
highlights the importance of integrating AI-driven
reasoning techniques with clinical expertise to cre-
ate assistive tools that complement human-guided
therapy rather than replace it. Future research
should explore real-world deployment, patient en-
gagement, and the ethical considerations of using
LLM-based interventions in mental health contexts.

8 Conclusion & Future Work

In this work, we show that text rewriting models for
cognitive reframing can be improved by using So-
cratic rationales to verbalize the reframing process.

By releasing our code and data we hope to enable
future research, for example, on incorporating the
different question types that are annotated, or using
the data in therapist training.

Limitations

While synthetic data generated by LLMs like GPT-
4 offers a promising solution to data scarcity and
privacy concerns, a drawback could be a potential
lack of diversity and complexity. Our generated So-
cratic rationales may not fully capture all intricate
nuances or patterns in authentic therapist dialogues
while performing cognitive change with the So-
cratic method. A significant limitation when work-
ing with mental health and psychotherapy-based
datasets is the use of heavily curated or crowd-
sourced data. This can lead to an imbalance in the
demographics and language of our datasets. Since
the datasets we use are sourced from social me-
dia or crowdsourcing platforms, the quality of the
negative thoughts might also be limited.

In addition to the reframed thoughts, the datasets
considered in this work also contain the cognitive
distortions associated with each negative thought.
Cognitive distortions are thought patterns that lead
to negative feelings. We believe information like
cognitive distortions and reframing strategies can
be utilized to further improve the quality of the
Socratic rationales and subsequently enhance the
text reframing performance.

Finally, our focus in this work was to improve
text reframing which is an effective short-term in-
the-moment strategy. However, we emphasize that
assessing long-term outcomes is imperative and is
a future research direction.

Ethical Statement

While this work focused on generating Socratic
rationales to improve positive text rewriting, open-
ended LLMs still carry the risk of generating harm-
ful outputs. Therefore, we advise careful consid-
eration before they are applied in practice. Unsu-
pervised use of the Socratic questioning data as is,
without consulting trained professionals, could be
harmful and requires careful design and implemen-
tation before being applied in real-world settings.

Datasets Our work augments open-source posi-
tive text rewriting datasets, some of which include
social media-derived data. Social media users are
not representative of clinical populations, and self-
reported distress lacks clinical verification. We
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mitigate this by incorporating expert evaluations to
validate our approach. Public posts may contain
sensitive disclosures. Our study adheres to IRB
guidelines and we only use anonymized, public
datasets, ensuring ethical data use. Social media
data may reinforce biases or oversimplify mental
health struggles. Our framework grounds refram-
ing in psychotherapy principles, minimizing these
risks. While social media data is valuable for scal-
able mental health interventions, expert oversight
remains essential to ensure clinically sound appli-
cations.

IRB Approval We obtained approval from the
Ulm University’s Institutional Review Board. In
the board’s opinion, research using annotations and
ratings on the anonymised data does not require
consultation within the meaning of Article 23 of
the Declaration of Helsinki, meaning that our study
was exempt from further inquiry.
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A Experimental details

We few-shot prompt GPT-4 with the default param-
eters from the OpenAI Python package. 4 We use
three few-shot exemplars. Following similar works
on synthetic data generation with LLMs (Macina
et al., 2023a), we use temperature sampling with
T = 0.4 and no top-k truncation for generating the
reframes. For the fine-tuning experiments, follow-
ing Dettmers et al. (2023), we apply LoRA to all
linear layers; training for 5 epochs with ADAMW,
a batch size of 8 and set the learning rate to 5e-4.
All other hyperparameters take the default value in
the configuration. We use NVIDIA A100 80GB
for the training.

B Prompt Design

B.1 Generating Socratic Rationales

System Prompt for GPT-4

You are an expert in Cognitive Behavioral
Therapy and Cognitive Restructuring, focus-
ing on guided discovery. The term cognitive
restructuring refers to the process of chal-
lenging, and changing, irrational thoughts.
Socratic questioning is one technique to en-
courage this process. Therapists use So-
cratic questioning verbally by asking prob-
ing questions about their clients’ irrational
thoughts. As clients improve their aware-
ness of irrational thoughts, they can begin
to consciously question their own thoughts.
The six types of Socratic Questions are: 1)
Clarification, 2) Probing assumptions, 3)
Probing reasons and evidence, 4) Question-
ing perspectives, 5) Probing implications
and 6) Questioning the question. They can
be used in any order and not all of them
might be needed for a given client.

Figure 8: This system prompt is used to prime GPT-4
with a personality grounded in the Socratic method.

An example of a clinical vignette taken from
Padesky (1993) used as a few-shot exemplar is:

Negative Thought: "I'm a complete failure in
every way."

Positive Thought: "I am not a failure."
Socratic Questioning:
Q (Clarification): You look defeated when you

say that. Do you feel defeated?
A: Yes. I'm no good.

4https://github.com/openai/openai-python

Q (Probing assumptions): You say you are no good.
Is it true that you haven't done anything
at all good?

A: Nothing of importance.
Q (Probing reasons and evidence): How about for

your children this week -- did you care for
them at all?

A: Of course, I helped my wife put them to bed
and took them to soccer practice.

Q (Questioning perspectives): Do you think that
was important to them?

A: I suppose so.
Q (Probing implications): And did you do

anything to make your wife happy this week?
A: She liked the fact that I came home from work

on time.
Q (Probing implications): Would a "complete

failure" be able to respond to his wife's
request in such a successful way?

A: I guess not.
Q (Probing implications): So is it really

accurate to say you are a complete failure
in every way?

A: I suppose not.
Q (Clarification): So how do you feel now?
A: I guess a little better.

The prompt template for GPT-4 is shown in Fig-
ure 3 and the system prompt is shown in Figure 8.

B.2 Finetuning

Prompt template used during finetuning

Input: Given a situation: «SITUATION»
and the associated negative thought: «NEG-
ATIVE THOUGHT», generate the So-
cratic rationale for guided discovery and
reframing the negative thought to a positive
thought.

Output:
«SOCRATIC RATIONALE»
«POSITIVE THOUGHT»

Figure 9: This template is used to finetune LLMs using
the Socratic rationales.

The prompt template used for finetuning is shown
in Figure 9.

C Human Evaluation Protocol

C.1 Evaluating Socratic Rationales
Socratic Questioning Scale (SQS) The follow-
ing questions were rated by annotators on a 3-point
Likert scale ranging from 1 (not at all) to 3 (exten-
sively) :

• How frequently were questions asked that
help develop alternative perspectives? -
This question aims to assess the frequency

154

https://github.com/openai/openai-python


of inquiries that encourage the exploration
of diverse viewpoints or opinions. Annota-
tors should focus on identifying questions that
prompt respondents to consider different an-
gles, challenge assumptions, or think beyond
the conventional narrative.

• Was the question answering focused on the
emotions and situation of the person? -
This question assesses whether the majority
of answers provided focus on the emotional
state and circumstances of the individual in-
volved. Annotators should consider whether
responses primarily address the feelings, ex-
periences, or immediate context of the person
in question.

• Were the questions open-ended and require
thoughtful reflection? - This question is
designed to evaluate whether the questions
posed to respondents are open-ended and de-
mand deep contemplation rather than elicit-
ing simple, direct answers. Annotators should
look for questions that encourage respondents
to think critically and provide nuanced, reflec-
tive responses.

Helpfulness Annotators rate the helpfulness of
the question-answer pairs on a 3-point Likert scale
ranging from 1 (not helpful at all) to 3 (very help-
ful). The following question was asked to the an-
notators:

How helpful was the questioning in general?
This question seeks to gauge the overall effective-
ness and utility of the questions posed. Annotators
should consider the extent to which the questions
contributed to a meaningful discussion, elicited
insightful responses, or facilitated a deeper explo-
ration of the topic. Assessments should encompass
the clarity, relevance, and engagement level of the
questions.

We plan to release the generated rationales to
complement the original datasets under the Apache
license.5.

C.2 Validation with experts
We recruit psychology students for our study. The
students were given credits in return of their anno-
tation efforts. The average age of participants was
24.2 with 80% participants being females. The par-
ticipants were shown three diverse samples from

5https://www.apache.org/licenses/LICENSE-2.0

across the datasets and asked to rate the helpfulness
and SQS, in the same setting as described in Ap-
pendix C.1. Additionally, participants were asked
to answer the following question with either "Yes",
"No" or "Not sure":

Would you use an LLM to help you restruc-
ture negative thoughts? This question assesses
the willingness and openness of psychology stu-
dents towards incorporating Large Language Mod-
els (LLMs) into their therapeutic practices. Re-
sponses provide insights into whether LLMs are
perceived as viable tools for cognitive restructur-
ing, indicating their potential acceptance within
psychological interventions.

We observe that only 7% of the participants did
not want to use LLMs for restructuring negative
thoughts with 55% responding affirmatively and
the rest being unsure. We plan to conduct a more
large-scale annotation study with more experts and
non-experts in the future.

C.3 Evaluating Reframes
For a given context and negative thought, annota-
tors are shown two sample reframes and asked the
following question:

Given the context and original negative
thought, which reframed thought do you
find more relatable, helpful and memorable
(A vs B)?

D Qualitative Examples

Table 5 shows qualitative examples of generated
socratic rationales for each of the three datasets
used in our study.
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Dataset Input Generated Rationale
COGREF Situation: Having prob-

lems coming up with
words to write essay.
Negative Thought: I will
get a bad grade.
Reframed Thought: I’m
feeling anxious about this
assignment. I can use
skills to calm myself, try
my best on the essay, ask
for any appropriate help,
and whatever grade I get I
will know that I tried my
hardest.

Q: You’re worried about doing badly on this assignment. How have you done on past
essays?
A: I’ve gotten good grades, sometimes. But this one feels different.
Q: Do you think getting a bad grade on this specific essay means you’re generally bad at
writing or at this subject overall?
A: Well, I don’t think so, but I’m unsure about this topic.
Q: What evidence is leading you to believe that you will get a bad grade?
A: I’m having trouble coming up with points to write about.
Q: If a friend was in your position, what advice would you give them?
A: I would probably say to not panic and just give it their best shot.
Q: What would happen if you got a bad grade on this essay? How would that affect your
overall academic achievement?
A: One bad grade isn’t going to ruin my overall performance I guess.
Q: Can using some support like talking to your teacher or a study group help you in getting
through this?
A: That might be a good idea.
Q: So given these factors, do you still think it’s a definite that you will get a bad grade?
A: No, I suppose it’s not definite.
Q: So, what will you do about your essay now?
A: I think I’ll start by focusing on writing a draft based on what I know and then ask for
some help to see how I can improve it.

PATREF Persona: my favorite
band is rise against. my
favorite team is the rap-
tors. i usually go to bed
late. i like sports. i am
studying to be a dentist.
Negative Thought: I am
about to graduate and be-
come a Dentist, but that
means nothing. Anyone
can do that.
Reframed Thought: I am
about to graduate and be-
come a Dentist. Although
it is possible for anyone
to become a dentist, it is
very difficult, and I am
proud of myself.

Q: It sounds like you’re doing something remarkable, yet you downplay its value. Do you
genuinely believe becoming a dentist means nothing?
A: It doesn’t seem special when everyone else is doing similar things.
Q: Do you think everyone could become a dentist?
A: Maybe not everyone, but a lot of people could.
Q: It required you to put in several years of hard study and practice, didn’t it?
A: Yes, I did work hard.
Q: How many people do you think are willing or able to do what you did?
A: I’m not sure, probably not that many.
Q: So wouldn’t that mean that your achievement is indeed quite significant and not
something anyone could do?
A: I guess so.
Q: Isn’t it possible then that your achievement of becoming a dentist is both valuable and
hard-earned?
A: Yes, it’s starting to look that way.
Q: How do you feel about your upcoming graduation now?
A: I’m starting to recognize its importance and feel a bit proud.

POSREF Negative Thought: This
physics homework is the
death of me every week.
It’s so hard. And then
I have another physics
exam tomorrow night.
Reframed Thought:
Physics is challenging,
but is worth it. I have an
exam tomorrow, which I
hope to do well on.

Q: It sounds quite challenging, is Physics always this difficult for you or only certain
aspects?
A: Certain parts, like quantum mechanics.
Q: So, is it accurate to state that the entire subject is difficult, or just the quantum mechanics
part?
A: I suppose just the quantum mechanics part.
Q: Can you give me an example of a physics problem or concept you’ve been able to
understand quite well?
A: Yeah, I’ve been doing well in classical mechanics.
Q: Do you think that possessing skills in one area of physics could potentially aid in
understanding other areas, including quantum mechanics?
A: Maybe. But quantum mechanics seems very different.
Q: If classical mechanics and quantum mechanics are two aspects of the same discipline,
isn’t there a possibility that understanding one could help with the other?
A: It’s a possibility, I guess.
Q: Do you think saying that the physics homework is the death of you is a fair and accurate
statement?
A: Probably not, it’s just really frustrating sometimes.
Q: What if you thought about the physics homework as a challenge rather than a death
sentence? Could that change how you approach it?
A: Maybe. I could try.
Q: Now, how do you feel about the physics exam tomorrow?
A: I’m nervous, but maybe if I look at it as a challenge, it might feel less overwhelming.

Table 5: Socratic rationales generated with GPT-4 for different types of inputs from the three datasets we consider.
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