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Message from the General Chair

Message from the General Chair Welcome to the 2025 meeting of the Nations of the Americas
Chapter of the Association for Computational Linguistics! I am proud to help organize the first NAA-
CL conference to carry the new name of our organization, one that emphasizes inclusion for all of the
Americas. I am also pleased to welcome you to Albuquerque, New Mexico, a state whose unique blend
of cultural influences will make for an excellent backdrop for NAACL 2025, especially with this year’s
special theme on NLP in a Multicultural World.

This year’s program benefited from a now mature ACL rolling review process. I would like to extend
a big thank you to our ARR Editors in Chief, Viviane Moreira, Anna Rogers, and Michael White, who
were very helpful not just with reviewing for the main conference, but who also shared their OpenRe-
view expertise with chairs from our other tracks. We also benefited from the helpful advice of last year’s
NAACL general and program chairs: Katrin Erk, Kevin Duh, Helena Gomez, and Steven Bethard. Final-
ly, Ryan Cotterell stepped up to help with the publications process and software, even while not serving
as publications chair.

Of course, a conference of this magnitude cannot come together without some drama; in our case, we
had some unexpected funding shortages from traditional government sources. We would like to extend a
huge thank you to the boards of both the ACL and NAACL for filling those funding gaps, ensuring that
our important D&I, volunteer, and student author support programs continue to thrive.

The virtual component of our conference is crucial to an inclusive, affordable experience for all NAACL
authors and attendees. This year, we made small refinements to the hybrid format, mirroring NAACL
2024’s choices to combine a virtual poster session via Gather with asynchronous online content via
Underline. Our virtual poster session will be hosted on May 6, the Tuesday after the conference, in the
hopes that promoting it at the conference’s plenary sessions will help boost attendance. We opted not to
have virtual oral presentations at the in-person conference, as those continue to be tricky to get right. To
participants, virtual as well as in-person: Please let us know what worked for you and what did not, so
we can continue to improve the hybrid experience.

The job of General Chair is a strange one, as it mostly involves cheering on many other people as they do
amazing work. I have been fortunate to have been teamed with an excellent set of program chairs; to Luis
Chiruzzo, Alan Ritter, and Lu Wang: thanks for everything, I’m very proud of what we’ve built together.
I’d also like to extend my heartfelt thanks to Jenn Rachford (ACL) and Damira Mršic (Underline) who
provide the knowledge, continuity and professionalism to bring all of this together.

Many thanks also to:

• Workshop chairs: Saab Mansour, Kenton Murray, and Alexis Palmer

• Tutorial chairs: Maria Lomeli, Swabha Swayamdipta, and Rui Zhang

• Demo chairs: Nouha Dziri, Shizhe Diao, and Sean (Xiang) Ren

• Industry track chairs: Weizhu Chen, Xue-Yong Fu, Mohammad Kachuee, and Yi Yang

• Student research workshop chairs: Abteen Ebrahimi, Emmy Liu, and Samar Haider, and their
faculty advisors Maria Leonor Pacheco and Shira Wein

• Publication chairs: Arman Cohan, Manling Li, and Yichao Zhou

• Website chairs: Arya McCarthy and Vered Shwartz
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• Publicity and social media chairs: Eleftheria Briakou, Tuhin Chakrabarty, and Ximena Gutierrez-
Vasques

• Diversity and inclusion chairs: Akiko I. Eriguchi, Chi-Kiu (Jackie) Lo, and Niloofar Mireshghallah

• Sponsorship chairs: Prithviraj (Raj) Ammanabrolu and Maha Elbayad

• Volunteers chairs: Robin Jia and David Mortensen

• Ethics chairs: Manuel Mager and Yulia Tsvetkov

• Handbook chair: Winston Wu

• Best paper committee chairs: Marine Carpuat and Anna Rumshisky

• Visa chairs: Eduardo Blanco and Parisa Kordjamshidi

• Virtual infrastructure chair: Jieyu Zhao

Whenever possible, I tried to populate each committee with someone who had served in the same role in
NAACL 2024, to provide continuity, so I’ll extend an extra thanks to all chairs who accepted this second
year of service. Thanks also to the members of the ACL and NAACL Executive Committees for their
support, feedback, and advice.

Finally, I would like to thank all authors, invited speakers and panelists, area chairs and reviewers, vo-
lunteers and session chairs, and all attendees, in-person and virtual. The conference is nothing without
you.

Welcome again and enjoy the conference!

Colin Cherry
Google
NAACL 2025 General Chair
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Message from the Program Chairs

Message from the Program Chairs Welcome to the 2025 Annual Conference of the Nations of the
Americas Chapter of the Association for Computational Linguistics! NAACL 2025 marks an exciting
milestone as the first conference held under our new name, reflecting our commitment to greater inclu-
sivity across the diverse communities of the Americas. NAACL 2025 is a hybrid conference, and we are
excited to have attendees and presenters join us both in person in Albuquerque and online from around
the globe. We are thrilled to welcome you to what promises to be a vibrant and engaging conference.

Special Theme: NLP in a Multicultural World Current NLP tools and models, particularly large lan-
guage models (LLMs), rely on vast amounts of data for training. However, this data often over-represents
a small number of dominant languages, and even within those, tends to prioritize certain geographical
or cultural varieties. As a result, a long tail of under-represented languages, dialects, and cultural con-
texts remains largely overlooked by the NLP community. For NAACL 2025, we introduced a special
theme track on “NLP in a Multicultural World.” With this theme track, we sought to foster discussion
and research on how NLP can better serve the linguistic and cultural diversity of the world. We encou-
raged contributions on topics such as cultural localization of language models, new NLP applications
to support people from diverse cultures, revitalization or refunctionalization of endangered or sleeping
languages, analysis of cultural biases in language models, and historical considerations and diachronic
analysis. This track was dedicated to developing more inclusive, culturally aware NLP techniques that
reflect and support the vibrant multicultural world we live in.

We received 71 submissions to the special theme, of which 23 were accepted for presentation at the con-
ference. We hope these papers spark meaningful conversations and inspire future work in this important
and evolving area of research.

Review Process 3,185 papers were submitted to the October ARR cycle, of which we estimate 3,099
were intended to be submitted to NAACL based on the “preferred venue” field in the submission form.
We also received 147 papers from previous ARR cycles committed to NAACL. The program chairs
recruited 98 Senior Area Chairs to view reviews and metareviews provided by ARR and make final
recommendations on which papers to accept to both the main conference and Findings. 1,432 Area
Chairs wrote metareviews for ARR, and 10,648 reviewers wrote reviews for the submitted papers.

Acceptance Rate Calculating an acceptance rate is challenging due to the multi-step ARR review
process, in which papers are first submitted to ARR to get reviews, then authors commit their papers
(together with reviews) to a specific *ACL conference. Of the 3,185 papers submitted to the October
ARR cycle, we estimate that 3,099 intended to submit to NAACL. Based on this information, we estimate
that 22% of papers submitted to the October cycle and intended for NAACL were accepted to the main
conference, and another 15% were accepted to Findings, bringing the total estimated acceptance rate for
papers accepted to be presented at the conference (Main + Findings) to 37%. Out of the 1,647 papers
committed to NAACL with ARR reviews, 719 were accepted to the main conference, and 477 were
accepted to Findings. 40 papers were desk rejected or withdrawn.

Presentation Format At NAACL 2025, papers were assigned one of three possible presentation mo-
des: in-person participants could be assigned oral or poster presentations, while virtual participants could
present posters. We selected 246 of the papers accepted to the main conference as oral presentations, and
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the rest of them were assigned as posters, together with all the Findings papers. Oral presentations were
assigned a 15-minute slot, with 12 minutes for presentation and 3 minutes for questions. For choosing
papers as oral presentations, we first split all papers according to track, sorted them according to overall
score (considering review, metareview, SAC recommendation), and took into consideration the authors’
presentation preference. Then we grouped papers in sets of 6. Some tracks had very few accepted papers,
so some of them were grouped together to form areas of affinity.

Program Format NAACL 2025 consists both of an in-person and a virtual conference, held on dif-
ferent days. The virtual part of the conference is held after the in-person one and a few days later (on
May 6), so participants traveling home after the in-person conference could attend the virtual conference.
The conference program includes 3 keynote speakers: Rada Mihalcea (University of Michigan), Mike
Lewis (Meta), and Josh Tenenbaum (Massachusetts Institute of Technology). 260 papers are scheduled
to be presented as oral presentations (also including papers from TACL, CL, and the industry track), 594
papers are scheduled as in-person posters, and 256 virtual posters.

Gratitude NAACL 2025 would not have been possible without the hard work of all people involved.
We thank everyone who contributed, including:

• The General Chair, Colin Cherry.

• The ARR Editors-in-Chief of the October 2024 cycle: Viviane Moreira, Anna Rogers, Michael
White.

• The OpenReview team, especially Rachel Smart.

• The 98 Senior Area Chairs.

• The 1,432 Area Chairs and 10,648 Reviewers.

• The best paper committee chairs, Marine Carpuat and Anna Rumshisky.

• The ethics chairs, Yulia Tsvetkov and Manuel Mager, and their team of reviewers.

• The website chairs, Vered Shwartz and Arya McCarthy.

• The publication chairs, Yichao Zhou, Manling Li, and Arman Cohan.

• The publicity chairs, Ximena Gutierrez-Vasques, Eleftheria Briakou, and Tuhin Chakrabarty.

• The volunteers chairs, Robin Jia and David Mortensen.

• The visa chairs, Eduardo Blanco and Parisa Kordjamshidi.

• The ACL Anthology Director, Matt Post, and his team.

• The Program Chairs of EMNLP 2024 (Yaser Al-Onaizan, Mohit Bansal, and Yun-Nung (Vivian)
Chen) and NAACL 2024 (Kevin Duh, Helena Gomez, and Steven Bethard).

• Damira Mršic and the Underline Team.

• Jenn Rachhford and the entire conference support staff.

Luis Chiruzzo, Universidad de la República, Uruguay
Alan Ritter, Georgia Institute of Technology
Lu Wang, University of Michigan
NAACL 2025 Program Committee Co-Chairs
April 2025
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stinova . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4083

Perception Compressor: A Training-Free Prompt Compression Framework in Long Context Scenarios
Jiwei Tang, Jin Xu, Tingwei Lu, Zhicheng Zhang, YimingZhao YimingZhao, LinHai LinHai and

Hai-Tao Zheng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4093

MojoBench: Language Modeling and Benchmarks for Mojo
Md Nishat Raihan, Joanna C. S. Santos and Marcos Zampieri . . . . . . . . . . . . . . . . . . . . . . . . . . . 4109

VLind-Bench: Measuring Language Priors in Large Vision-Language Models
Kang-il Lee, Minbeom Kim, Seunghyun Yoon, Minsung Kim, Dongryeol Lee, Hyukhun Koh and

Kyomin Jung . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4129

GRAG: Graph Retrieval-Augmented Generation
Yuntong Hu, Zhihan Lei, Zheng Zhang, Bo Pan, Chen Ling and Liang Zhao . . . . . . . . . . . . . . 4145

Sequence-level Large Language Model Training with Contrastive Preference Optimization
Zhili Feng, Dhananjay Ram, Cole Hawkins, Aditya Rawal, Jinman Zhao and Sheng Zha . . . 4158

Scaling Up Membership Inference: When and How Attacks Succeed on Large Language Models
Haritz Puerto, Martin Gubri, Sangdoo Yun and Seong Joon Oh . . . . . . . . . . . . . . . . . . . . . . . . . . 4165

Mitigating Hallucinations in Large Vision-Language Models via Summary-Guided Decoding
Kyungmin Min, Minbeom Kim, Kang-il Lee, Dongryeol Lee and Kyomin Jung . . . . . . . . . . . 4183

xxiii



Exploring Hybrid Sampling Inference for Aspect-based Sentiment Analysis
Xiaoyi Bao, Minjie Qiang, Jinghang Gu, Zhongqing Wang and Chu-Ren Huang . . . . . . . . . . . 4199

FeRG-LLM : Feature Engineering by Reason Generation Large Language Models
Jeonghyun Ko, Gyeongyun Park, Donghoon Lee and Kyunam Lee . . . . . . . . . . . . . . . . . . . . . . . 4211

Effective Self-Mining of In-Context Examples for Unsupervised Machine Translation with LLMs
Abdellah El Mekki and Muhammad Abdul-Mageed . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4229

GPT-NER: Named Entity Recognition via Large Language Models
Shuhe Wang, Xiaofei Sun, Xiaoya Li, Rongbin Ouyang, Fei Wu, Tianwei Zhang, Jiwei Li, Guoyin

Wang and Chen Guo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4257

QPruner: Probabilistic Decision Quantization for Structured Pruning in Large Language Models
Changhai Zhou, Yuhua Zhou, Yibin Wang, Shijie Han, Qian Qiao and Hongguang Li . . . . . . 4276

MES-RAG: Bringing Multi-modal, Entity-Storage, and Secure Enhancements to RAG
Pingyu Wu, Daiheng Gao, Jing Tang, Huimin Chen, Wenbo Zhou, Weiming Zhang and Nenghai

Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4287

LVPruning: An Effective yet Simple Language-Guided Vision Token Pruning Approach for Multi-modal
Large Language Models

Yizheng Sun, Yanze Xin, Hao Li, Jingyuan Sun, Chenghua Lin and Riza Batista-Navarro . . 4299

How Much Knowledge Can You Pack into a LoRA Adapter without Harming LLM?
Sergey Pletenev, Maria Marina, Daniil Moskovskiy, Vasily Konovalov, Pavel Braslavski, Alexan-

der Panchenko and Mikhail Salnikov . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4309

TART: An Open-Source Tool-Augmented Framework for Explainable Table-based Reasoning
Xinyuan Lu, Liangming Pan, Yubo Ma, Preslav Nakov and Min-Yen Kan . . . . . . . . . . . . . . . . . 4323

Enhancing Text-to-SQL with Question Classification and Multi-Agent Collaboration
Zhihui Shao, Shubin Cai, Rongsheng Lin and Zhong Ming . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4340

Efficient Nearest Neighbor based Uncertainty Estimation for Natural Language Processing Tasks
Wataru Hashimoto, Hidetaka Kamigaito and Taro Watanabe . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4350

BitAbuse: A Dataset of Visually Perturbed Texts for Defending Phishing Attacks
Hanyong Lee, Chaelyn Lee, Yongjae Lee and Jaesung Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4367

Unfolding the Headline: Iterative Self-Questioning for News Retrieval and Timeline Summarization
Weiqi Wu, Shen Huang, Yong Jiang, Pengjun Xie, Fei Huang and Hai Zhao . . . . . . . . . . . . . . 4385

RetrieverGuard: Empowering Information Retrieval to Combat LLM-Generated Misinformation
Chuwen Chen and Shuai Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4399

Unified Automated Essay Scoring and Grammatical Error Correction
SeungWoo Song, Junghun Yuk, ChangSu Choi, HanGyeol Yoo, HyeonSeok Lim, KyungTae Lim

and Jungyeul Park . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4412

A Closer Look into Mixture-of-Experts in Large Language Models
Ka Man Lo, Zeyu Huang, Zihan Qiu, Zili Wang and Jie Fu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4427

CDB: A Unified Framework for Hope Speech Detection Through Counterfactual, Desire and Belief
Tulio Ferreira Leite Da Silva, Gonzalo Freijedo Aduna, Farah Benamara, Alda Mari, Zongmin Li,

Li Yue and Jian Su . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4448

xxiv



How Well Do LLMs Handle Cantonese? Benchmarking Cantonese Capabilities of Large Language
Models

Jiyue Jiang, Pengan Chen, Liheng Chen, Sheng Wang, Qinghang Bao, Lingpeng Kong, Yu Li and
Chuan Wu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4464

Improving Reward Models with Synthetic Critiques
Zihuiwen Ye, Fraser David Greenlee, Max Bartolo, Phil Blunsom, Jon Ander Campos and Mat-

thias Gallé . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .4506

Rethinking Smoothness for Fast and Adaptable Entity Alignment Decoding
Yuanyi Wang, Han Li, Haifeng Sun, Lei Zhang, Bo He, Wei Tang, Tianhao Yan, Qi Qi and Jingyu

Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4521

Lost in the Distance: Large Language Models Struggle to Capture Long-Distance Relational Knowledge
Meiyun Wang, Takeshi Kojima, Yusuke Iwasawa and Yutaka Matsuo. . . . . . . . . . . . . . . . . . . . .4536

FinNLI: Novel Dataset for Multi-Genre Financial Natural Language Inference Benchmarking
Jabez Magomere, Elena Kochkina, Samuel Mensah, Simerjot Kaur and Charese Smiley . . . . 4545

Music for All: Representational Bias and Cross-Cultural Adaptability of Music Generation Models
Atharva Mehta, Shivam Chauhan, Amirbek Djanibekov, Atharva Kulkarni, Gus Xia and Monojit

Choudhury . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4569

SFMSS: Service Flow aware Medical Scenario Simulation for Conversational Data Generation
Zhijie Bao, Qingyun Liu, Xuanjing Huang and Zhongyu Wei . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4586

Re-evaluating Automatic LLM System Ranking for Alignment with Human Preference
Mingqi Gao, Yixin Liu, Xinyu Hu, Xiaojun Wan, Jonathan Bragg and Arman Cohan . . . . . . 4605

Beneath the Surface of Consistency: Exploring Cross-lingual Knowledge Representation Sharing in
LLMs

Maxim Ifergan, Omri Abend, Idan Szpektor, Leshem Choshen and Roee Aharoni . . . . . . . . . 4630

GuideQ: Framework for Guided Questioning for progressive informational collection and classification
Priya Mishra, Suraj Racha, Kaustubh Ponkshe, Adit Akarsh and Ganesh Ramakrishnan . . . . 4645

Richer Output for Richer Countries: Uncovering Geographical Disparities in Generated Stories and
Travel Recommendations

Kirti Bhagat, Kinshuk Vasisht and Danish Pruthi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4660

Swan and ArabicMTEB: Dialect-Aware, Arabic-Centric, Cross-Lingual, and Cross-Cultural Embed-
ding Models and Benchmarks

Gagan Bhatia, El Moatez Billah Nagoudi, Abdellah El Mekki, Fakhraddin Alwajih and Muham-
mad Abdul-Mageed . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4669

TAGCOS: Task-agnostic Gradient Clustered Coreset Selection for Instruction Tuning Data
Jipeng Zhang, Yaxuan Qin, Renjie Pi, Weizhong Zhang, Rui Pan and Tong Zhang . . . . . . . . . 4686

From Text to Emoji: How PEFT-Driven Personality Manipulation Unleashes the Emoji Potential in
LLMs

Navya Jain, Zekun Wu, Cristian Enrique Munoz Villalobos, Airlie Hilliard, Xin Guan, Adriano
Koshiyama, Emre Kazim and Philip Colin Treleaven. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .4702

Decoding Fatphobia: Examining Anti-Fat and Pro-Thin Bias in AI-Generated Images
Jane Warren, Gary M. Weiss, Fernando Martinez, Annika Guo and Yijun Zhao . . . . . . . . . . . 4739

xxv



MMAU: A Holistic Benchmark of Agent Capabilities Across Diverse Domains
Guoli Yin, Haoping Bai, Shuang Ma, Feng Nan, Yanchao Sun, Zhaoyang Xu, Shen Ma, Jiarui

Lu, Xiang Kong, Aonan Zhang, Dian Ang Yap, Yizhe Zhang, Karsten Ahnert, Vik Kamath, Mathias
Berglund, Dominic Walsh, Tobias Gindele, Juergen Wiest, Zhengfeng Lai, Xiaoming Simon Wang,
Jiulong Shan, Meng Cao, Ruoming Pang and Zirui Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4752

Improving Consistency in LLM Inference using Probabilistic Tokenization
Ashutosh Sathe, Divyanshu Aggarwal and Sunayana Sitaram . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4781

WordGame: Efficient & Effective LLM Jailbreak via Simultaneous Obfuscation in Query and Response
Tianrong Zhang, Bochuan Cao, Yuanpu Cao, Lu Lin, Prasenjit Mitra and Jinghui Chen . . . . 4794

Human and LLM-Based Resume Matching: An Observational Study
Swanand Vaishampayan, Hunter Leary, Yoseph Berhanu Alebachew, Louis Hickman, Brent A.

Stevenor, Weston Beck and Chris Brown . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4823

A Practical Examination of AI-Generated Text Detectors for Large Language Models
Brian Tufts, Xuandong Zhao and Lei Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4839

Robust Bias Detection in MLMs and its Application to Human Trait Ratings
Ingroj Shrestha, Louis Tay and Padmini Srinivasan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4857

How Inclusively do LMs Perceive Social and Moral Norms?
Michael Galarnyk, Agam Shah, Dipanwita Guhathakurta, Poojitha Nandigam and Sudheer Chava

4874

Jailbreaking with Universal Multi-Prompts
Yu-Ling Hsu, Hsuan Su and Shang-Tse Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4885

Echoes of Discord: Forecasting Hater Reactions to Counterspeech
Xiaoying Song, Sharon Lisseth Perez, Xinchen Yu, Eduardo Blanco and Lingzi Hong. . . . . .4907

Contextual Metric Meta-Evaluation by Measuring Local Metric Accuracy
Athiya Deviyani and Fernando Diaz . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4921

Advocating Character Error Rate for Multilingual ASR Evaluation
Thennal D K, Jesin James, Deepa Padmini Gopinath and Muhammed Ashraf K . . . . . . . . . . . 4941

Enhancing Temporal Understanding in LLMs for Semi-structured Tables
Irwin Deng, Kushagra Dixit, Dan Roth and Vivek Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4951

BnTTS: Few-Shot Speaker Adaptation in Low-Resource Setting
Mohammad Jahid Ibna Basher, Md Kowsher, Md Saiful Islam, Rabindra Nath Nandi, Nusrat

Jahan Prottasha, Mehadi Hasan Menon, Tareq Al Muntasir, Shammur Absar Chowdhury, Firoj Alam,
Niloofar Yousefi and Ozlem Garibay . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4971

Playing with Voices: Tabletop Role-Playing Game Recordings as a Diarization Challenge
Lian Remme and Kevin Tang. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .4984

Causally Testing Gender Bias in LLMs: A Case Study on Occupational Bias
Yuen Chen, Vethavikashini Chithrra Raghuram, Justus Mattern, Rada Mihalcea and Zhijing Jin

4999

OLMES: A Standard for Language Model Evaluations
Yuling Gu, Oyvind Tafjord, Bailey Kuehl, Dany Haddad, Jesse Dodge and Hannaneh Hajishirzi

5020

xxvi



Induction Heads as an Essential Mechanism for Pattern Matching in In-context Learning
Joy Crosbie and Ekaterina Shutova . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5049

MoLA: MoE LoRA with Layer-wise Expert Allocation
Chongyang Gao, Kezhen Chen, Jinmeng Rao, Ruibo Liu, Baochen Sun, Yawen Zhang, Daiyi

Peng, Xiaoyuan Guo and VS Subrahmanian. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .5112

CodeSim: Multi-Agent Code Generation and Problem Solving through Simulation-Driven Planning and
Debugging

Md. Ashraful Islam, Mohammed Eunus Ali and Md Rizwan Parvez . . . . . . . . . . . . . . . . . . . . . . 5128

On the Feasibility of In-Context Probing for Data Attribution
Cathy Jiao, Weizhen Gao, Aditi Raghunathan and Chenyan Xiong . . . . . . . . . . . . . . . . . . . . . . . 5155

Evaluation of Multilingual Image Captioning: How far can we get with CLIP models?
Goncalo Emanuel Cavaco Gomes, Chrysoula Zerva and Bruno Martins . . . . . . . . . . . . . . . . . . 5171

Avoiding Copyright Infringement via Large Language Model Unlearning
Guangyao Dou, Zheyuan Liu, Qing Lyu, Kaize Ding and Eric Wong . . . . . . . . . . . . . . . . . . . . . 5191

A Context-Aware Contrastive Learning Framework for Hateful Meme Detection and Segmentation
Xuanyu Su, Yansong Li, Diana Inkpen and Nathalie Japkowicz . . . . . . . . . . . . . . . . . . . . . . . . . . 5216

LLM-Generated Passphrases That Are Secure and Easy to Remember
Jie S. Li, Jonas Geiping, Micah Goldblum, Aniruddha Saha and Tom Goldstein . . . . . . . . . . . 5231

Does Data Contamination Detection Work (Well) for LLMs? A Survey and Evaluation on Detection
Assumptions

Yujuan Fu, Ozlem Uzuner, Meliha Yetisgen and Fei Xia . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5250

Representation-to-Creativity (R2C): Automated Holistic Scoring Model for Essay Creativity
Deokgi Kim, Joonyoung Jo, Byung-Won On and Ingyu Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5272

From Single to Multi: How LLMs Hallucinate in Multi-Document Summarization
Catarina G Belém, Pouya Pezeshkpour, Hayate Iso, Seiji Maekawa, Nikita Bhutani and Estevam

Hruschka . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5291

Aligning to Constraints for Data-Efficient Language Model Customization
Fei Wang, Chao Shang, Shuai Wang, Sarthak Jain, Qiang Ning, Bonan Min, Vittorio Castelli,

Yassine Benajiba and Dan Roth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5325

Where is this coming from? Making groundedness count in the evaluation of Document VQA models
Armineh Nourbakhsh, Siddharth Parekh, Pranav Shetty, Zhao Jin, Sameena Shah and Carolyn

Rose . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5341

Transformer-based Causal Language Models Perform Clustering
Xinbo Wu and Lav R. Varshney . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5362

Towards Better Multi-task Learning: A Framework for Optimizing Dataset Combinations in Large Lan-
guage Models

Zaifu Zhan and Rui Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5388

Gender Bias in Instruction-Guided Speech Synthesis Models
Chun-Yi Kuan and Hung-yi Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5402

ResoFilter: Fine-grained Synthetic Data Filtering for Large Language Models through Data-Parameter
Resonance Analysis

Zeao Tu, Xiangdi Meng, Yu He, Zihan Yao, Tianyu Qi, Jun Liu and Ming Li . . . . . . . . . . . . . . 5429

xxvii



UCFE: A User-Centric Financial Expertise Benchmark for Large Language Models
Yuzhe Yang, Yifei Zhang, Yan Hu, Yilin Guo, Ruoli Gan, Yueru He, Mingcong Lei, Xiao Zhang,

Haining Wang, Qianqian Xie, Jimin Huang, Honghai Yu and Benyou Wang . . . . . . . . . . . . . . . . . . . . 5444

BRIEF: Bridging Retrieval and Inference for Multi-hop Reasoning via Compression
Yuankai Li, Jia-Chen Gu, Di Wu, Kai-Wei Chang and Nanyun Peng . . . . . . . . . . . . . . . . . . . . . . 5464

An Optimizable Suffix Is Worth A Thousand Templates: Efficient Black-box Jailbreaking without Affir-
mative Phrases via LLM as Optimizer

Weipeng Jiang, Zhenting Wang, Juan Zhai, Shiqing Ma, Zhengyu Zhao and Chao Shen . . . . 5486

Multi-Stage LLM Fine-Tuning with a Continual Learning Setting
Changhao Guan, Chao Huang, Hongliang Li, You Li, Ning Cheng, Zihe Liu, Yufeng Chen, Jinan

Xu and Jian Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5499

Constraining Sequential Model Editing with Editing Anchor Compression
Hao-Xiang Xu, Jun-Yu Ma, Zhen-Hua Ling, Ningyu Zhang and Jia-Chen Gu . . . . . . . . . . . . . 5514

MLKV: Multi-Layer Key-Value Heads for Memory Efficient Transformer Decoding
Zayd Muhammad Kawakibi Zuhri, Muhammad Farid Adilazuarda, Ayu Purwarianti and Alham

Fikri Aji . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5531

Clarify When Necessary: Resolving Ambiguity Through Interaction with LMs
Michael JQ Zhang and Eunsol Choi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5541

DOLFIN - Document-Level Financial Test-Set for Machine Translation
Mariam Nakhle, Marco Dinarelli, Raheel Qader, Emmanuelle Esperança-Rodier and Hervé Blan-

chon . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5559

Are Large Language Models Effective in Clinical Trial Design? A Study on Baseline Feature Genera-
tion

Nafis Neehal, Bowen Wang, Shayom Debopadhaya, Corey Curran, Keerthiram Murugesan, So-
ham Dan, Vibha Anand and Kristin Bennett . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5572

Lightweight Contenders: Navigating Semi-Supervised Text Mining through Peer Collaboration and Self
Transcendence

Qianren Mao, Weifeng Jiang, Junnan Liu, Chenghua Lin, Qian Li, Xianqing Wen, Jianxin Li and
Jinhu Lu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5586

Language-based Valence and Arousal Expressions between the United States and China: a Cross-
Cultural Examination

Young Min Cho, Dandan Pang, Stuti Thapa, Garrick Sherman, Lyle Ungar, Louis Tay and Sharath
Chandra Guntuku . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5601

Chain-of-Rank: Enhancing Large Language Models for Domain-Specific RAG in Edge Device
Juntae Lee, Jihwan Bang, Kyuhong Shim, Seunghan Yang and Simyung Chang . . . . . . . . . . . 5616

MALoRA: Mixture of Asymmetric Low-Rank Adaptation for Enhanced Multi-Task Learning
Xujia Wang, Haiyan Zhao, Shuo Wang, Hanqing Wang and Zhiyuan Liu . . . . . . . . . . . . . . . . . 5624

LlamaLens: Specialized Multilingual LLM for Analyzing News and Social Media Content
Mohamed Bayan Kmainasi, Ali Ezzat Shahroor, Maram Hasanain, Sahinur Rahman Laskar, Naee-

mul Hassan and Firoj Alam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5642

LLMs are Biased Teachers: Evaluating LLM Bias in Personalized Education
Iain Weissburg, Sathvika Anand, Sharon Levy and Haewon Jeong . . . . . . . . . . . . . . . . . . . . . . . 5665

xxviii



Preserving Zero-shot Capability in Supervised Fine-tuning for Multi-label Text Classification
Si-An Chen, Hsuan-Tien Lin and Chih-Jen Lin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5714

Data-centric NLP Backdoor Defense from the Lens of Memorization
Zhenting Wang, Zhizhi Wang, Mingyu Jin, Mengnan Du, Juan Zhai and Shiqing Ma. . . . . . .5728

Neuro-Symbolic Integration Brings Causal and Reliable Reasoning Proofs
Sen Yang, Xin Li, Leyang Cui, Lidong Bing and Wai Lam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5747

Infogent: An Agent-Based Framework for Web Information Aggregation
Revanth Gangi Reddy, Sagnik Mukherjee, Jeonghwan Kim, Zhenhailong Wang, Dilek Hakkani-

Tür and Heng Ji . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5760

On the Role of Key Phrases in Argument Mining
Nilmadhab Das, Vijaya V Saradhi and Ashish Anand . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5774

TabComp: A Dataset for Visual Table Reading Comprehension
Somraj Gautam, Abhishek Bhandari and Gaurav Harit . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5788

RankAdaptor: Hierarchical Rank Allocation for Efficient Fine-Tuning Pruned LLMs via Performance
Model

Changhai Zhou, Shijie Han, Lining Yang, Yuhua Zhou, Xu Cheng, Yibin Wang and Hongguang
Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5796

Rationale Behind Essay Scores: Enhancing S-LLM’s Multi-Trait Essay Scoring with Rationale Genera-
ted by LLMs

SeongYeub Chu, Jong Woo Kim, Bryan Wong and Mun Yong Yi . . . . . . . . . . . . . . . . . . . . . . . . 5811

MTPChat: A Multimodal Time-Aware Persona Dataset for Conversational Agents
Wanqi Yang, Yanda Li, Meng Fang and Ling Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5830

MetaAlign: Align Large Language Models with Diverse Preferences during Inference Time
Mozhi Zhang, Pengyu Wang, Chenkun Tan, Mianqiu Huang, Dong Zhang, Yaqian Zhou and

Xipeng Qiu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5842

MAQA: Evaluating Uncertainty Quantification in LLMs Regarding Data Uncertainty
Yongjin Yang, Haneul Yoo and Hwaran Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5861

Tuning-Free Personalized Alignment via Trial-Error-Explain In-Context Learning
Hyundong Justin Cho, Karishma Sharma, Nicolaas Paul Jedema, Leonardo F. R. Ribeiro, Jonathan

May and Alessandro Moschitti . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5879

Causal Inference with Large Language Model: A Survey
Jing Ma . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5901

Ask Optimal Questions: Aligning Large Language Models with Retriever’s Preference in Conversation
Chanwoong Yoon, Gangwoo Kim, Byeongguk Jeon, Sungdong Kim, Yohan Jo and Jaewoo Kang

5914

Systematic Knowledge Injection into Large Language Models via Diverse Augmentation for Domain-
Specific RAG

Kushagra Bhushan, Yatin Nandwani, Dinesh Khandelwal, Sonam Gupta, Gaurav Pandey, Dinesh
Raghu and Sachindra Joshi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5937

Find the Intention of Instruction: Comprehensive Evaluation of Instruction Understanding for Large
Language Models

Hyeonseok Moon, Jaehyung Seo, Seungyoon Lee, Chanjun Park and Heuiseok Lim . . . . . . . 5959

xxix



Long-Tail Crisis in Nearest Neighbor Language Models
Yuto Nishida, Makoto Morishita, Hiroyuki Deguchi, Hidetaka Kamigaito and Taro Watanabe5980

Keep Guessing? When Considering Inference Scaling, Mind the Baselines
Gal Yona, Or Honovich, Omer Levy and Roee Aharoni . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5994

Large Language Models for Anomaly and Out-of-Distribution Detection: A Survey
Ruiyao Xu and Kaize Ding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6007

Time-aware ReAct Agent for Temporal Knowledge Graph Question Answering
QianyiHu QianyiHu, Xinhui Tu, Guo Cong and Shunping Zhang . . . . . . . . . . . . . . . . . . . . . . . . 6028

SG-FSM: A Self-Guiding Zero-Shot Prompting Paradigm for Multi-Hop Question Answering Based on
Finite State Machine

Xiaochen Wang, Junqing He, Liang Chen, Gholamreza Haffari, Yiru Wang, Zhe Yang, Xiangdi
Meng, Kunhao Pan and Zhifang Sui . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6040

Dynamic Strategy Planning for Efficient Question Answering with Large Language Models
Tanmay Parekh, Pradyot Prakash, Alexander Radovic, Akshay Shekher and Denis Savenkov6053

Can I Introduce My Boyfriend to My Grandmother? Evaluating Large Language Models Capabilities
on Iranian Social Norm Classification

Hamidreza Saffari, Mohammadamin Shafiei, Donya Rooein, Francesco Pierri and Debora Nozza
6075

PLD+: Accelerating LLM Inference by Leveraging Language Model Artifacts
Shwetha Somasundaram, Anirudh Phukan and Apoorv Saxena . . . . . . . . . . . . . . . . . . . . . . . . . . 6090

Adapting LLM Agents with Universal Communication Feedback
Kuan Wang, Yadong Lu, Michael Santacroce, Yeyun Gong, Chao Zhang and Yelong Shen . 6105

Ignore the KL Penalty! Boosting Exploration on Critical Tokens to Enhance RL Fine-Tuning
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Fanny Ducel, Nicolas Hiebel, Olivier Ferret, Karën Fort and Aurélie Névéol . . . . . . . . . . . . . . 7160

NOTA: Multimodal Music Notation Understanding for Visual Large Language Model
Mingni Tang, Jiajia Li, lu Yang, Zhiqiang Zhang, Jinhao Tian, Zuchao Li, Lefei Zhang and Ping

Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7175

Exploring Large Language Models for Hate Speech Detection in Rioplatense Spanish
Juan Manuel Pérez, Paula Miguel and Viviana Cotik . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7189

An Annotated Dataset of Errors in Premodern Greek and Baselines for Detecting Them
Creston Brooks, Johannes Haubold, Charlie Cowen-Breen, Jay White, Desmond DeVaul, Frede-

rick Riemenschneider, Karthik R Narasimhan and Barbara Graziosi . . . . . . . . . . . . . . . . . . . . . . . . . . . 7203

WorldMedQA-V: a multilingual, multimodal medical examination dataset for multimodal language mo-
dels evaluation

João Matos, Shan Chen, Siena Kathleen V. Placino, Yingya Li, Juan Carlos Climent Pardo, Da-
phna Idan, Takeshi Tohyama, David Restrepo, Luis Filipe Nakayama, José María Millet Pascual-Leone,
Guergana K Savova, Hugo Aerts, Leo Anthony Celi, An-Kwok Ian Wong, Danielle Bitterman and Jack
Gallifant . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7218

BanTH: A Multi-label Hate Speech Detection Dataset for Transliterated Bangla
Fabiha Haider, Fariha Tanjim Shifat, Md Farhan Ishmam, Md Sakib Ul Rahman Sourove, Deepar-

ghya Dutta Barua, Md Fahim and Md Farhad Alam Bhuiyan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7232

Mutual Reinforcement of LLM Dialogue Synthesis and Summarization Capabilities for Few-Shot Dia-
logue Summarization

Yen-Ju Lu, Ting-Yao Hu, Hema Swetha Koppula, Hadi Pouransari, Jen-Hao Rick Chang, Yin Xia,
Xiang Kong, Qi Zhu, Xiaoming Simon Wang, Oncel Tuzel and Raviteja Vemulapalli . . . . . . . . . . . 7252

UNLEARN Efficient Removal of Knowledge in Large Language Models
Tyler Lizzo and Larry Heck . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7272

Adaptive Parameter Compression for Language Models
Jeremias Bohn, Frederic Mrozinski and Georg Groh . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7284

Personalize Your LLM: Fake it then Align it
Yijing Zhang, Dyah Adila, Changho Shin and Frederic Sala . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7302

xxxiv



A Survey to Recent Progress Towards Understanding In-Context Learning
Haitao Mao, Guangliang Liu, Yao Ma, Rongrong Wang, Kristen Johnson and Jiliang Tang . 7317

Inference Scaling for Bridging Retrieval and Augmented Generation
Youngwon Lee, Seung-won Hwang, Daniel F Campos, Filip Graliński, Zhewei Yao and Yuxiong
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